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pMotivation

� Goal: locate where sequencing reads originate in a reference genome

− input: millions to billions of short/long reads + reference genome,

− output: genomic coordinates (alignments) for each read,

� Why not just use BLAST or pairwise alignment?

− scale: human genome ≈ 3× 109 bp, billions of reads,

− BLAST is optimized for sensitivity, not for throughput at this scale,

� Two major read classes require different algorithmic approaches:

− short reads (Illumina): ∼150–300 bp, very low error rate,

− long reads (Oxford Nanopore, PacBio): ∼1–100 kbp, higher error rate.

Sandbomics: Aligning reads with STAR.
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pRead mapping underpins most NGS analyses

� Genome assembly (reference-guided steps)

− polishing contigs and correcting assembly errors,

− scaffolding and validation against a reference,

� Variant calling in clinical genomics and population genetics

− detection of SNPs, indels, and structural variants,

� Gene expression quantification (RNA-seq)

− counting reads mapped to genes, differential expression analysis,

� Metagenomics and taxonomic profiling

− assigning reads to organisms, estimating species abundance,

� Epigenomics and functional genomics

− ChIP-seq, methylation sequencing, identifying binding and regulatory sites.
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pThe näıve approach and its limits

� Slide a read of length m along the reference of length n

− compare at each position: O(nm) per read,

− with R reads: O(Rnm) – computationally prohibitive,

− example: n = 3× 109, m = 150, R = 3× 108 ⇒ 1020 operations,

� Key insight: index the reference once, query it many times

− preprocessing cost amortized over all reads,

− index must support fast approximate substring search,

� Two classical families of indices:

− suffix-based: suffix array + BWT/FM-index (BWA, Bowtie2),

− hash-based: seed tables, k-mer indices (BLAST principle, minimizers).
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pSuffix array

� Given string T , the suffix array SA stores the starting positions of all suffixes
of T in lexicographic order

� Example: T = ACGAT$

− suffixes: ACGAT$, CGAT$, GAT$, AT$, T$, $,

− sorted suffixes: $, ACGAT$, AT$, CGAT$, GAT$, T$,

− SA = [5, 0, 3, 1, 2, 4],

− $ = terminator, lexicographically smallest symbol.

i SA[i] Suffix
0 5 $

1 0 ACGAT$

2 3 AT$

3 1 CGAT$

4 2 GAT$

5 4 T$
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pSuffix array

� Space: O(n) integers – for human genome ∼12 GB (näıvely),

� Construction: O(n log n) or O(n) with SA-IS algorithm,

� Pattern/read search = binary search in SA: O(m log n),

� Example: R = GA

− init: left index l = 0, right index r = 5, mid index p = b(l + r)/2c = 2,

− step 1: SA[p] = 3→ T [3 :] = AT$ < GA → shift right

l = p + 1 = 3, p = 4,

− step 2: SA[p] = 2→ T [2 :] = GAT$

GAT$ starts with GA → match for p = 4 → STOP,

� suffix array alone is useful, but the FM-index makes it fast and compact.
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pBurrows–Wheeler Transform (BWT)

� Originally designed for lossless data compression (bzip2),

� BWT considers sorted rotations of T

− it takes all the string rotations, sorts them and remembers the last column,

� BWT can also be derived from suffix array

− SA says where sorted suffixes start,

− BWT says which character stands before the suffix,

− BWT [i] = T [(SA[i]− 1) mod n],

� Example: T = ACGAT$

− BWT (T ) = T$GACA

− the sorted suffixes and their preceding characters are

T$, $ACGAT$, GAT$, ACGAT$, CGAT$, AT$

− the sorted rotations and their last characters are

$ACGAT, ACGAT$, AT$ACG, CGAT$A, GAT$AC, T$ACGA
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pBurrows–Wheeler Matrix (BWM)

� BWM = a matrix with all cyclic rotations of T sorted lexicographically

− only first (F) and last (L) column maintained,

− both of them highly compressible (sorted and BWT columns),

� pattern search can efficiently be implemented with these two columns

− key property: LF-mapping – the i-th occurrence of character c in the
last column corresponds to the i-th occurrence of c in the first column.

F L
$ A C G A T
A C G A T $
A T $ A C G
C G A T $ A
G A T $ A C
T $ A C G A
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pBurrows–Wheeler Matrix (BWM)

� Pattern/read search with F and L columns from BWM

� Example: R = GAT

− step 1: find rows for which F matches the last read symbol T,

− step 2: which of these rows match the next read symbol A in L?,

− step 3: find the matching characters in F,

− step 4: which of these rows match the first read symbol G in L?,

− step 5: find the matching characters in F, STOP.
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pFM-index

� FM-index = BWT + two auxiliary arrays (C and Occ)

− C[c]: number of characters in T lexicographically smaller than c

− Occ[c, i]: number of occurrences of c in BWT [1..i]

� key property: LF-mapping – the i-th occurrence of character c in the last
column corresponds to the i-th occurrence of c in the first column

− LF [i] = C[c] +Occ[c, i]− 1,

− LF-mapping enables backward search through the BWT.

Index(i) BWT[i] C(BWT[i]) Occ(BWT[i],i) LF[i]
0 T 5 1 5
1 $ 0 1 0
2 G 4 1 4
3 A 1 1 1
4 C 3 1 3
5 A 1 2 2
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pBackward search

� Backward search: find all occurrences of read R in O(m) time

− maintain an interval [lo, hi] in the suffix array,

− extend left by one character at each step using LF-mapping,

− interval size at the end = number of exact matches,

� Example: R = GA

− init with A: find the last occurrence of the last symbol A in BWT,
i = 5, lo = C[A] = 1, hi = C[A] +Occ[A, 5]− 1 = LF [5] = 2,

− extend left with G:
lo′ = C[G] +Occ[G, lo− 1] = 4 + 0 = 4,
hi′ = C[G] +Occ[G, hi]− 1 = 4 + 1− 1 = 4,

− one hit found: SA[4]=2, GA starts at position 2 in T ,

� Space: ∼1–2 GB for the human genome (compressed)

� Enables exact matching in O(m) – crucial for short-read mapping

� Tools: Bowtie2, BWA-MEM both build on FM-index

11/25 B4M36BIN Read mapping



pFrom Exact to Approximate Matching

� Real reads contain sequencing errors ⇒ exact matching is insufficient,

� Seed-and-extend strategy:

1. split read into short seeds that are likely error-free,

2. find exact matches of seeds in the reference using FM-index,

3. extend seeds using dynamic programming (Smith–Waterman algorithm).

Houtgast et al. GPU-Accelerated BWA-MEM Genomic Mapping Algorithm Using Adaptive Load Balancing.
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pFrom Exact to Approximate Matching

� Pigeonhole principle: if a read of length m has at most k errors, at least
one of k + 1 equal-length disjoint seeds must be error-free,

� Trade-off: fewer seeds ⇒ faster but less sensitive,

� BWA-MEM uses MEMs (Maximal Exact Matches) as seeds

− the longest exact match between read and reference that cannot be ex-
tended in either direction,

− found efficiently using the FM-index in O(m) time.
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pShort-Read Mapping Pipeline

� Step 1: Index reference genome (done once)

− FM-index construction, stored to disk,

� Step 2: Seed finding

− backward search in FM-index for MEMs or k-mer seeds,

� Step 3: Seed chaining

− group collinear seeds into candidate alignment regions,

� Step 4: Alignment

− banded Smith–Waterman in each candidate region,

� Step 5: Output in SAM/BAM format

− CIGAR string encodes alignment (matches, insertions, deletions),

− MAPQ score encodes mapping quality (confidence of placement).
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pSAM/BAM Format

� SAM (Sequence Alignment/Map): human-readable tab-separated text,

� BAM: binary compressed equivalent, standard for downstream tools,

� Downstream tools (GATK, samtools, featureCounts) all consume BAM.

http://zyxue.github.io/2017/09/26/sam-format-example.html
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pTools for Short-Read Mapping

� BWA-MEM (Li & Durbin, 2009; Li, 2013)

− FM-index + MEM seeding + Smith–Waterman extension,

− workhorse for germline variant calling (GATK best practices),

� Bowtie2 (Langmead & Salzberg, 2012)

− FM-index, end-to-end and local alignment modes,

− popular in RNA-seq and ChIP-seq pipelines,

� STAR (Doan et al., 2013)

− suffix array based, splice-aware,

− standard for RNA-seq mapping (handles exon–intron junctions),

� HISAT2

− graph FM-index, very memory efficient, also splice-aware.

16/25 B4M36BIN Read mapping



pLong-Read Mapping – Challenges

� Why is FM-index / BWA-MEM insufficient for long reads?

− high error rate (5–15%) ⇒ seeds must be short or sparse

− short seeds produce enormous numbers of hits in the reference

− Smith–Waterman over 10–100 kbp is expensive

− indel-heavy errors break seed-and-extend assumptions

� New requirements:

− seeds that are robust to the indel-dominated error profile

− efficient chaining to find the best collinear set of seeds

− alignment that tolerates many gaps without excessive penalty

� Solution: minimizer-based sketching + sparse chaining
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pMinimizers

� A minimizer is the lexicographically smallest k-mer in a sliding window of w
consecutive k-mers,

− parameters: k (k-mer length), w (window size),

− reduces the original number of indexed k-mers (n− k + 1),

− two overlapping sequences share minimizers if errors do not fall within every
window,

� Properties:

− density: ∼ 2
w+1 fraction of k-mers selected on average,

− consecutive windows often share the same minimizer (contiguity),

− sensitive to mutations in the minimizer itself – tuning k and w is important,

� Variants: syncmers, strobemers – designed for better sensitivity under high
error.
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pMinimizers

� Construction (left) and preservation under errors (right)

− parameters: k = 3 (k-mer length), w = 5 (window size).

Zheng: Creating and Using Minimizer Sketches in Computational Genomics, Journal of Computational Biology.

19/25 B4M36BIN Read mapping



pSparse Chaining

� After finding minimizer hits (anchors) between query and reference:

− each anchor = (qi, ri): position in query and reference,

− goal: find a set of anchors that are collinear and close together,

� Chaining problem

− find a chain of anchors maximizing coverage minus gap penalties,

score(C) =
∑
i∈C

wi −
∑
gaps

gap cost

C . . . chaining, wi . . . length of the ith anchor,

gap cost . . . penalties for adjoined anchors i and i + 1.

� Minimap2 – the standard tool for long-read mapping

− minimizer index of the reference,

− sparse chaining with gap-cost DP,

− final alignment with KSW2 (DP accelerated with parallelism).
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pSparse Chaining

� Chaining problem

− solvable in O(n log n) with DP + interval trees or sorted arrays,

− the best chain defines the candidate alignment region,

− full alignment (e.g. (banded) dynamic programming) is only run within the
chained region.

Sahlin et al.: A survey of mapping algorithms in the long-reads era, Genome Biology, 2023.
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pShort vs. Long Reads – Summary

Short (Illumina) Long (ONT/HiFi)
Read length 150–300 bp 10 kbp – 1 Mbp
Error rate ∼0.1% 0.1–15%
Error type substitutions indels
Cost per base low higher
Index type FM-index minimizer index
Key tool BWA-MEM, Bowtie2 Minimap2
MAPQ reliability high moderate
Repeat resolution poor good
SV detection limited excellent

� Hybrid approaches (short + long) combine the best of both worlds
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pMapping Quality and Multi-Mappers

� Mapping quality (MAPQ): −10 log10 P (alignment is wrong)

− MAPQ 60 ⇒ unique, confident placement

− MAPQ 0 ⇒ read maps equally well to multiple locations

� Multi-mappers: reads that align to ≥ 2 positions with similar score

− common in repetitive regions (transposons, gene families, pseudogenes)

− typically filtered out (MAPQ threshold) in downstream analyses

− alternative: report all alignments (-a flag in Minimap2/BWA)

� MAPQ is not standardized across tools – values not directly comparable

� Downstream tools often apply a threshold (e.g. MAPQ ≥ 20 or ≥ 30)
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pConnections to Other Topics

� Pairwise alignment (Smith–Waterman / Needleman–Wunsch)

− used in the extension step after seeding,

− banded DP exploits the fact that seeds constrain the alignment region,

� Multiple sequence alignment

− mapping millions of reads to a reference is a form of MSA,

− pileup of aligned reads = implicit MSA used for variant calling,

� Hidden Markov Models

− profile HMMs underlie splice-aware mapping
(STAR uses a generalized HMM),

− ONT base-calling itself uses HMMs / neural networks on the raw signal,

� BLAST

− conceptually similar seed-and-extend,

− read mappers optimize it for throughput.
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pSummary

� Read mapping = placing sequencing reads onto a reference genome at scale

� Indexing (FM-index, minimizer index) is essential for tractable runtime

� Short reads: FM-index + MEM seeding + banded SW (BWA-MEM, Bowtie2)

� Long reads: minimizer sketching + sparse chaining + DP alignment (Min-
imap2)

� Output: SAM/BAM with CIGAR strings and MAPQ scores

� The choice of read technology and mapper shapes the entire downstream
analysis

� Long reads resolve repeats and structural variants inaccessible to short reads

� Hybrid sequencing strategies are increasingly common in practice
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