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KL Divergence, t-SNE, Unsupervised RL

• KL Divergence 

• Stochastic Neighbor Embedding (t-SNE) 

• Unsupervised Representation Learning 
- Latent Variable Models 
- ELBO, Variational Inference 
- Stochastic EM,  
- Multi-sense word vectors



KL Divergence



KL Divergence
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<latexit sha1_base64="tCpFjZap3qlM64KkV+AYyRS9BeE="></latexit>

⌅ Let p(x) and q(x) be two probability distributions.
⌅ Kullback–Leibler divergence of p and q is

DKL(pÎq) =
ÿ

x

p(x) log
p(x)

q(x)

• Definition allows p(x) = 0 by the extension limpæ0p logp = 0

• Defined when supp(p) ™ supp(q), i.e. q(x) = 0 ∆ p(x) = 0

⌅ Properties:
• DKL is a divergence: DKL Ø 0 with equality i� q = p

• Non-symmetric
• (Invariant under change of variables)
• Information-theoretic properties (Amount of information lost when q is used to

approximate p)



Non-negativity
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<latexit sha1_base64="3oNV5F0Jz5CCAnlQrVKGU+fa4zs="></latexit>

logy2

<latexit sha1_base64="k/FoujG4SU5gx0cuhQexu+rlcvg="></latexit>

logy1

<latexit sha1_base64="t3sxAxOQbyn9n6oC2U9vTfTfMJU="></latexit>

log(p1y1+p2y2)
<latexit sha1_base64="fxq9wiXvQClT5e4ArLrFtfeXt3U="></latexit>

p1 log(y1)+p2 log(y2)

<latexit sha1_base64="whfTr8OhZtjykPwaItV8cfJEHyQ="></latexit>

log(y)

<latexit sha1_base64="jkjVu0L5Z0b6RCbRElswEViYXOA="></latexit>y

<latexit sha1_base64="ywuafXz80NqQx1S0XCLCin6nRzI="></latexit>

⌅ Non-negativity: DKL(pÎq) Ø 0

• let y(x) = q(x)
p(x)

• The inequality
q

x p(x) log p(x)
q(x) Ø 0 is equivalent to

q
x p(x) logy(x) Æ 0

• Observe that log is concave, apply Jensen’s inequality:

•
q

x p(x) logy(x) Æ log
q

x p(x)y(x) = log
q

x q(x) = log1 = 0.

⌅ From strict concavity follows that DKL(pÎq) = 0 i� p = q



Maximum Likelihood, Cross-Entropy and (Forward) KL
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<latexit sha1_base64="Ow+Zn+6qINBK5dwE/Xp6Pf0PnAA="></latexit>

⌅ Maximum Likelihood Learning for Classification:
• (xi,yi) – training data. Assume it is given by the true distribution p(x,y)

• Model: q(y|x;◊)

• Negative Log-Likelihood (NLL) minimization:
min

◊
E(x,y)≥p

Ë
≠ logq(y|x;◊)

È

=min
◊

Ex≥p(x)

Ë ÿ

y

p(y|x)(≠ logq(y|x;◊))
¸ ˚˙ ˝
Crossentropy of p(y|x) and q(y|x;◊)

È

=min
◊

Ex≥p(x)

Ë
DKL(p(y|x)Îq(y|x;◊))

È
≠

ÿ

y

p(y|x) logp(y|x)
¸ ˚˙ ˝

Entropy of p(y|x)
• For minimization in ◊, the NLL, Cross-entropy and KL divergence are equivalent
• Can apply SGD



Asymmetry
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Minimizing forward KL divergence: Minimizing reverse KL divergence:

<latexit sha1_base64="QvamLQ5SnfqqyzbuNXyCJr5U4R8="></latexit>

min
q

DKL(qÎp)

min
q

⁄
q(x)(logq(x)≠ logp(x))dx

<latexit sha1_base64="jITKx2m8WanQRMNORLGqkJy3M4s="></latexit>

min
q

DKL(pÎq)

min
q

⁄
p(x)(logp(x)≠ logq(x))dx

<latexit sha1_base64="BZsavR9Al/g1ZShTr3evjWcufJQ="></latexit>

p(x)
<latexit sha1_base64="1egjWkmcXqOWLeM6WQ91xfBLLUo="></latexit>

q(x)
<latexit sha1_base64="BZsavR9Al/g1ZShTr3evjWcufJQ="></latexit>

p(x)

<latexit sha1_base64="1egjWkmcXqOWLeM6WQ91xfBLLUo="></latexit>

q(x)

<latexit sha1_base64="k506Dl1nGHHNmOCiDphE3kR9Mvg="></latexit>Example: q is Gaussian

<latexit sha1_base64="E9SM/SnlNyrpuByltpGjWhPcqwQ=">AAAEK3icjVPLbtNAFHUaHiW8WliyGdEgpVKxkorXBqmoCrCgUlAorVRH0XhynYwyLzzjNsHyJ/EdfAArEFv+gzuNW+oUIUaWfHzmnDN37oxjI7h17fb32kr9ytVr11dvNG7eun3n7tr6vY9WZymDfaaFTg9jakFwBfuOOwGHJgUqYwEH8XTXzx8cQ2q5Vh/c3MBA0rHiCWfUITVc+xrFMOYq5w4k/wxFI/LoaND4K09eGZPqGZ </latexit>

• Approximates well on average in p

• Matches moments for q in EF (e.g. Gaussian)
• Su�ces to sample from p(x)

<latexit sha1_base64="kr6W5xYvGhtzgeoJJSnv+R2dSjQ="></latexit>

• Approximates well on average in q

• Selects a mode
• Requires log(p)



Stochastic Neighbor Embedding



Motivation
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✦ Tool of representational geometry: 
• dimensionality reduction for data visualization 

✦ Goals: 

• Data often lies on a lower-dimensional manifold 

• Preserve small distances accurately 

• Large distances can be increased more

<latexit sha1_base64="b2wdvKOIuCd1LO/lG32Vh9DlvqY="></latexit>

Representation in Rd

<latexit sha1_base64="L1JrI8I8lF/bUvp/53z7hgZL1os="></latexit>Data in Rn

<latexit sha1_base64="M8kNWH7dn1wFuCMm4MjFuOExjSA="></latexit>Non-linear embedding



Multidimensional Scaling (MSD)
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<latexit sha1_base64="yjF7/KGW0+37op5XPZFh4CTHfcU=">AAAD5HicjVLbalNBFJ00Xuqx2lTRF18GW6EPNSTxiiAUSsEHlUhNW+gJYc6cfZIhc2Nm0iYOB/wA38RX/8sf8DucSdLapCBuBmaxZu29Z18yzZl1jcavykr12vUbN1dvJbfX7txdr23cO7RqZCh0qOLKHGfEAmcSOo45DsfaABEZh6NsuBffj07BWKbkZzfR0BWkL1nBKHGB6tW+phn0mfTMgWBfoEzSiPBHJZ9qYogAZxjFQu </latexit>

⌅ Non-parametric model: for each data point xt we find a corresponding embedding x̄t

Embedding Space

Input Data Space

<latexit sha1_base64="lJxhrVfv5vfC1TnuZqv760XlDAY="></latexit>

xi œ Rr

<latexit sha1_base64="qPZdus8vNTANjVxSexginYSmWaU="></latexit>xj

<latexit sha1_base64="0O9WTYf4IJl8kRPNWsedBzr+gxg="></latexit>

x̄j

<latexit sha1_base64="QIm9s5PiBLRz8UX31Gj4CnY+p3E="></latexit>

x̄i œ Rd



Multidimensional Scaling (MSD)
10

Embedding Space

Input Data Space
<latexit sha1_base64="1gL6k0q6UoImkmCW7GrEnxRy5V0="></latexit>

Distances dij = Îxi ≠xjÎ (or given in other way)

<latexit sha1_base64="Eeqf0GdGZYVJbKNO8m5PxrUbhNQ="></latexit>

Distances d̄ij = Îx̄i ≠ x̄jÎ

<latexit sha1_base64="lJxhrVfv5vfC1TnuZqv760XlDAY="></latexit>

xi œ Rr

<latexit sha1_base64="qPZdus8vNTANjVxSexginYSmWaU="></latexit>xj

<latexit sha1_base64="0O9WTYf4IJl8kRPNWsedBzr+gxg="></latexit>

x̄j

<latexit sha1_base64="QIm9s5PiBLRz8UX31Gj4CnY+p3E="></latexit>

x̄i œ Rd



Multidimensional Scaling (MSD)
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Want to preserve all distances 
-- too stringent

<latexit sha1_base64="/TvXP7VfCkABbwLZY5KbvDdL8xw="></latexit>

min
x̄

ÿ

i ”=j

(dij ≠ d̄ij)
2

Embedding Space

Input Data Space
<latexit sha1_base64="1gL6k0q6UoImkmCW7GrEnxRy5V0="></latexit>

Distances dij = Îxi ≠xjÎ (or given in other way)

<latexit sha1_base64="Eeqf0GdGZYVJbKNO8m5PxrUbhNQ="></latexit>

Distances d̄ij = Îx̄i ≠ x̄jÎ

<latexit sha1_base64="lJxhrVfv5vfC1TnuZqv760XlDAY="></latexit>

xi œ Rr

<latexit sha1_base64="qPZdus8vNTANjVxSexginYSmWaU="></latexit>xj

<latexit sha1_base64="0O9WTYf4IJl8kRPNWsedBzr+gxg="></latexit>

x̄j

<latexit sha1_base64="QIm9s5PiBLRz8UX31Gj4CnY+p3E="></latexit>

x̄i œ Rd



Stochastic Neighbor Embedding (SNE)
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Embedding Space

Input Data Space
<latexit sha1_base64="1gL6k0q6UoImkmCW7GrEnxRy5V0="></latexit>

Distances dij = Îxi ≠xjÎ (or given in other way)

<latexit sha1_base64="Eeqf0GdGZYVJbKNO8m5PxrUbhNQ="></latexit>

Distances d̄ij = Îx̄i ≠ x̄jÎ

<latexit sha1_base64="lJxhrVfv5vfC1TnuZqv760XlDAY="></latexit>

xi œ Rr

<latexit sha1_base64="qPZdus8vNTANjVxSexginYSmWaU="></latexit>xj

<latexit sha1_base64="0O9WTYf4IJl8kRPNWsedBzr+gxg="></latexit>

x̄j

<latexit sha1_base64="QIm9s5PiBLRz8UX31Gj4CnY+p3E="></latexit>

x̄i œ Rd

<latexit sha1_base64="jv3GgA+ZCy79pu39zLfzw+WOrC8="></latexit>

min
x̄

ÿ

i

KL
!
pi Îqi

"

<latexit sha1_base64="LVh0/csTWNTx83Yu85WjJAD2R1g="></latexit>

qi(j) =
e

≠d̄2ij

q
j ”=i e

≠d̄2ij
, ’j ”= i

<latexit sha1_base64="FUTibgZOjXOh/NnLvSIFMCQvHi8="></latexit>

pi(j) =
e

≠d2ij/2‡2
i

q
jÕ”=i e

≠d2
ijÕ/2‡2

i
, ’j ”= i

<latexit sha1_base64="qgOtAmjnVzhTz7SlIR3wZzkGOtE="></latexit>

• argmin
x̄

ÿ

i

KL
!
pi Îqi

"
= argmax

x̄

ÿ

i

ÿ

j

pi(j) logqi(j)

• Maximum likelihood learning to predict the “nearest neighbor” by q

• In comparison to MDS: normalization, distant neighbors are down-weighted
• In comparison to “Contrastive Learning”: distribution pi(j) instead of a known “positive”



t-Distributed SNE (t-SNE)
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[Maaten & Hinton (2008): Visualizing Data using t-SNE]

<latexit sha1_base64="KL8vmM79NWpy9yE45YtR/wVLbQ0="></latexit>

p(j|i) Ã e≠d2
ij/2‡2, ’j ”= i

(Student t with 1 degree 
 of freedom is Cauchy)

<latexit sha1_base64="YW7jdHkuva1L/m+JVTQgdPxwcRM="></latexit>

q(j|i) Ã
!
1+ d̄2

ij

"≠1, ’j ”= i

• Improves clustering of the data (sometimes too much) 
• Omitted: symmetrization, initialization, adaptive sigma

Embedding Space

Input Data Space
<latexit sha1_base64="1gL6k0q6UoImkmCW7GrEnxRy5V0="></latexit>

Distances dij = Îxi ≠xjÎ (or given in other way)

<latexit sha1_base64="Eeqf0GdGZYVJbKNO8m5PxrUbhNQ="></latexit>

Distances d̄ij = Îx̄i ≠ x̄jÎ

<latexit sha1_base64="lJxhrVfv5vfC1TnuZqv760XlDAY="></latexit>

xi œ Rr

<latexit sha1_base64="qPZdus8vNTANjVxSexginYSmWaU="></latexit>xj

<latexit sha1_base64="0O9WTYf4IJl8kRPNWsedBzr+gxg="></latexit>

x̄j

<latexit sha1_base64="QIm9s5PiBLRz8UX31Gj4CnY+p3E="></latexit>

x̄i œ Rd

<latexit sha1_base64="35UdPGaLLKsf2CPHVv2OHnfyamc="></latexit>

min
x̄

ÿ

i

KL
!
p(·|i)Îq(·|i)

"



Examples
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[Hinton & Roweis (2002): Stochastic Neighbor Embedding]

SNE algorithm on 256-dimensional grayscale images of handwritten digits 



Examples
15

t-SNE

[Maaten & Hinton (2008): Visualizing Data using t-SNE]

Sammon Mapping:

MNIST data

COIL data

t-SNE Sammon Mapping

<latexit sha1_base64="b6a1uw653bHjA/sHVPC2sU9lLI4="></latexit>

L =
ÿ

i ”=j

(dij ≠ d̄ij)2

dij



Unsupervised Representation Learning



Latent Variable Models
17

✦ We explicitly model that multiple observations have some common causes (common 
factors) that are not directly observed or, latent 

✦ Examples: 

• The true class labels for classification are not observed, only labels given by several 
experts, which may be error-prone. The true label is latent. 

• A text document has a particular topic that we do not know. The frequency of 
word occurrence and their meaning depend on this common latent topic. 

• In a handwritten note, the style and appearance of letters follow a particular style, 
unique for each writer and the writer is latent. 

• In our word vector example, words may have multiple meanings. 



Unsupervised Learning
18

<latexit sha1_base64="d+5CnpohQbDE3XQrIK6m+hmpjtc="></latexit>

Observation x <latexit sha1_base64="1ZcGk762u6kQHphkQ0NIJy+GXPo="></latexit>Latent meaning per conditioning word, z

<latexit sha1_base64="XiQX/dY6OfXBL1JyfOnbYycz55w="></latexit>Conditioning word, ·

<latexit sha1_base64="8Kie4WH4qaAJTy9g5B92sKHTeFs=">AAAEyXicjVNba9swFLa7bOu8S9vtcS9izSCBNCRlNwqFQikbbIWMrheoQ5Dlk0TEkjxLSZM4ftrP2y/Yz9jr9jLJdlM7HWPCoHM+ne87x+dIXhhQqVqtH/bancrde/fXHzgPHz1+srG59fRMinFE4JSIQEQXHpYQUA6niqoALsIIMPMCOPdGh+b8fAKRpIJ/UbMQugwPOO1TgpWGelu273owoDymChidQ+K4xkLHwodgz/nr4W </latexit>

⌅ Model:
x – observed, z – latent, c – conditioning (side information)
p◊(x|z,c) – model of observations knowing the latent state
p◊(z|c) – model of latent states
Generative model: p◊(x,z|c) = p◊(x|z,c)p◊(z,c)

<latexit sha1_base64="nAUCISNttiULxuvn0YcxZFAQbkQ="></latexit>

Latent embedding u(x), latent embedding v(z,c)

<latexit sha1_base64="zWoDTmv/vqa5CiPR6vHCPS2cBUw="></latexit>

⌅ Maximum likelihood learning (omitting conditioning on c):

Observations {xi}n
i=1

Likelihood of xi: p◊(xi) =
q
z

p◊(xi,z) =
q
z

p◊(xi|z)p◊(z)

Log-likelihood: L(◊) =
q
i
log

q
z

p◊(xi|z;◊)p◊(z)



Learning by EM
19✦ Need to maximize the log-likelihood of the data evidence:

✦ Proof using KL (omitting the outer sum in i):

<latexit sha1_base64="BHtKmDbfLoIepnnt5DbZeDTDy3Q="></latexit>

Evidence Lower Bound (ELBO)

<latexit sha1_base64="wU2OF5qFmQbbBZXn7SvadHZNAKw="></latexit>ÿ

i

logp(xi)

¸ ˚˙ ˝
Evidence

=
ÿ

i

log
ÿ

z

p(xi|z)p(z)
¸ ˚˙ ˝

di�cult in general
<latexit sha1_base64="Vl6D8k4IHNQsaBEgjE0s44nlh5U="></latexit>

=
ÿ

i

log
ÿ

z

q(z|xi)
p(xi|z)p(z)

q(z|xi)
Ø

ÿ

i

ÿ

z

q(z|xi) log
p(xi|z)p(z)

q(z|xi)
¸ ˚˙ ˝

<latexit sha1_base64="2yI7oxyXbkuJNqcTREBQ4lSmXVk="></latexit>

Holds for any distribution q(z|xi) by Jensen inequality

<latexit sha1_base64="c4XT98JcmVNUJarpQxoOOELr/ss="></latexit>

logp(x)

¸ ˚˙ ˝
Evidence

≠
ÿ

z

q(z|x) log p(x,z)

q(z|x)
¸ ˚˙ ˝

ELBO

=
ÿ

z

q(z|x)
1
logp(x)≠ log

p(x,z)

q(z|x)

2

=
ÿ

z

q(z|x)
1

≠ log
p(x,z)

p(x)q(z|x)

2

=
ÿ

z

q(z|x) log q(z|x)
p(z|x) = DKL(q(z|x)Îp(z|x)) Ø 0.



EM Algorithm
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<latexit sha1_base64="TZYi+Dqn8RIEPYJBusqnS2HMOf0="></latexit>

◊

Log-Likelihood

ELBO

<latexit sha1_base64="ko49taugBz3p7Qo4MWfHK23xjNQ=">AAAEPXicjVPLbhMxFJ00PMrwaAtLNiNSpC5KlES8VAlRqIJYtCKo9CF1qsjjuUms+FX7Tkmw5tv4jn4AO8SWLZ5mWpK0Qlgj+czxOcee6zuJ5sxio3FWWajeuHnr9uKd8O69+w+Wllce7luVGQp7VHFlDhNigTMJe8iQw6E2QETC4SAZbhXrB6dgLFPyC441HAvSl6zHKEFPdZfP4gT6TDqGINg3yMO4QFF7J3rH+8owHIiN8H </latexit>

⌅ EM Algorithm:

• E-step: For current ◊ maximize ELBO in q

• M-step: For current q maximize ELBO in ◊
<latexit sha1_base64="y0ACz/lmg1e0+FAmGEgu3AdsGas="></latexit>q

<latexit sha1_base64="Q3qpD52LXp3tUX9wADGhhGoK+Jo="></latexit>

ELBO(◊, q) =
ÿ

i

ÿ

z

q(z|xi) log
p◊(xi|z)p◊(z)

q(z|xi)

<latexit sha1_base64="OWTOljhC3AGiqHkn+Zhq4qeBzfk="></latexit>

⌅ E-step:

ELBO(◊, q) = Evidence(◊)≠
q

i DKL(q(z|xi)Îp◊(z|xi))

Optimal q minimizes the reverse KL divergence to the posterior p(z|xi)!

When q is general enough, the optimizer is q(z|xi) = p◊(z|xi) (Bayesian posterior

expectation). I.e., q(z|Yt,xt) learns to perform inference: it predicts distribution over

hidden representations given observation x.

⌅ M-step:

argmax
◊

q
i

q
z

q(z|xi) logp◊(xi|z)

Supervised learning problem (maximum likelihood), assuming that q(z|xi) is the true

data conditional distribution.



Stochastic EM Algorithm
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<latexit sha1_base64="TZYi+Dqn8RIEPYJBusqnS2HMOf0="></latexit>

◊

<latexit sha1_base64="tXvKESXvFc6EjtDK3BiWlGp62OY="></latexit>q

<latexit sha1_base64="6ekHiBmT/ortsgbpv1EEcKPr0/M="></latexit>

ELBO(◊, q)
<latexit sha1_base64="ko49taugBz3p7Qo4MWfHK23xjNQ=">AAAEPXicjVPLbhMxFJ00PMrwaAtLNiNSpC5KlES8VAlRqIJYtCKo9CF1qsjjuUms+FX7Tkmw5tv4jn4AO8SWLZ5mWpK0Qlgj+czxOcee6zuJ5sxio3FWWajeuHnr9uKd8O69+w+Wllce7luVGQp7VHFlDhNigTMJe8iQw6E2QETC4SAZbhXrB6dgLFPyC441HAvSl6zHKEFPdZfP4gT6TDqGINg3yMO4QFF7J3rH+8owHIiN8H </latexit>

⌅ EM Algorithm:

• E-step: For current ◊ maximize ELBO in q

• M-step: For current q maximize ELBO in ◊

<latexit sha1_base64="Q3qpD52LXp3tUX9wADGhhGoK+Jo="></latexit>

ELBO(◊, q) =
ÿ

i

ÿ

z

q(z|xi) log
p◊(xi|z)p◊(z)

q(z|xi)

<latexit sha1_base64="aAv+wjA0Kn9BqQhguss6cAgfU6U=">AAAGDHicpVTZbtNAFHUbwhK2Fh55GdEgpVKIkqosAhUhIAKkFoJKC1JdRWPn2h5lFnfmpk1i8gv8Bj/AG+KVf+BvGC9pScomMbI0d86cc+f6zLW9mDODzeb3hcXSmfLZc+cvVC5eunzl6tLytV2jBtqHHV9xpd971ABnEnaQIYf3sQYqPA7vvP7TdP/dIWjDlHyLoxj2BQ0lC5hP0ULd5cVPrgchkwlDEGwMk4qbRiRxvYC0J7 </latexit>

⌅ E-step:
• Perform one step of SGD for improving q æ Stochastic Variational Inference
• Need to di�erentiate expectation in q(z|xi)

⌅ M-step:
• Perform one step of SGD æ Stochastic EM
• Like supervised learning with z ≥ q(z|xi)



Multi-Sense Word Vectors
22

<latexit sha1_base64="9Td69TjXApf7PxqFY/7w/D+uKHU=">AAADm3icjVLZahsxFFXsLul0idM+loKpU3DBmBl3y0shYAxdwSV1EsgYo9Fc28LaOtKkdtT5lX5NX9v3/k0l23FjB0qFQIejc87V3LmJYlSbMPy9VSpfu37j5vat4Padu/d2Krv3j7TMMwI9IpnMThKsgVEBPUMNgxOVAeYJg+Nk0vb3x2eQaSrFZzNT0Od4JOiQEmwcNajsxwmMqLDUAKfnUASxR9W3YggZCALVvS/182/TBn m6F8Qg0pVwUKmFzXC+qldBtAQ1tFzdwW7pfZxKknMQhjCstSVcGcwmrqYGI3Oj3MYjaH/sUhrEuQaFycQRp/i5wgqyRpVhkWricIPjzD37dUR4345AcjDZrAguuyzmmmMzbrhTz3jiTzPmxZrGC5Th03XraW6G+31LhXuRa0KxGTuUwuh11n2Bdhh80NxnDUwHKQx10wHPOhx3bOwrJontFMWC6q6o7gV1uKAIZvZwxXX+kt4775k2GRgytlHzRbFBtIrgiWcYiJEZL7xUpK73hQ2V2WgViJz7H7tI8WNnhXTXyzoXITiRZ5BSrRie6QlVhX3moy5LEmDy678layljmZn/idrQBW78os1huwqOWs3oZTP81Kod1JeDuI0eoseojiL0Ch2gN6iLeoig7+gH+ol+lR+V2+V35Q8LaWlr6XmA1la59wfaBzWW</latexit>

⌅ Inference q(z|x,c)

<latexit sha1_base64="P0VzMcDNSJLI+VcsAyrGvLDW6KQ="></latexit>

p(z|c)

Closest word:

<latexit sha1_base64="i/ne38SMCTJDGnRWgSjjlJzzaos=">AAADoXicjVJbixMxGM12vKzjrauPvhSLsA+lTOv1RVlYCooKo2t3FzqlZDJf29DcSDLr1jD/xl/jq774b0zabt12QfwYyOHknJPMly9XjBqbJL93atG16zdu7t6Kb9+5e+9+fe/BsZGlJtAnkkl9mmMDjAroW2oZnCoNmOcMTvLZYdg/OQNtqBRf7FzBkOOJoGNKsPXUqP4my2FChaMWOP0GVZwF1PgAWAsoGkpTqRuFv4emeR kscQaiWMtH9WbSThbVuAo6K9BEq0pHe7X3WSFJyUFYwrAxjnBlMZv5kw1YWVrlPzyBw48ppXFWGlCYzDwxwM8UVqBbDYZFYYjHLY61v/zrDuFDNwHJwep5FV92OcwNx3ba8quZ8zysdsqrDU0QKMvPN62D0o5fDR0V/kYgSLUdO5bCmk3W/4HxGELQwucsnI8KGJu2B4H1OOu5LJyY565XVUsqXVPpBXW0pAhm7mjN9f6SwbvomX8bsGTqOu3n1RbRreIngWEgJna69FJR+N5XLlF2q1UgSh4edpkShs8J6bdX51yE4FyegR8JxfDczKiq3NMQdVmSA5Nf/y3ZSJlKbf8naksX+/HrbA/bVXDcbXdetJNP3ebB/moQd9Ej9Bjtow56iQ7QW5SiPiLoO/qBfqJfUTN6F6XR56W0trPyPEQbFQ3+AAyjOWM=</latexit>

⌅ Learned prior distribution


