
Czech Technical University in Prague

Deep Learning (BEV033DLE)  
Lecture 10 

 Learning Representations I

✦ Lecture 10: LR-1: 

• Feature Space Representations 

• Word Vectors 

• Similarity / Metric Learning 

• Cross-Modality Representations



Feature Space Representation
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Task 1 
Task 2 
Task 3 

...

Data:

✦ Suppose we are interested in high-level (semantic tasks). What would we like good 
features to do? 

• Keep useful information (for all relevant tasks) 

• Discard unnecessary information (view point, lighting, etc.). Or maybe separate? 

• Meaningful metric in the feature space: similar representations should correspond to 
semantically similar objects (useful for many tasks)

Feature Space

...

Mapping

✦ With good features many tasks are easy:  

• E.g. logistic regression or kNN atop of deep features can perform very well (cf. fine-
tuning experiments) 

• Finding similar objects can be done by nearest neighbor search



Examples
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✦ Classification: 

• SVM 

• Logistic regression 

• Nearest neighbor classifier 

• Fine-tune the whole model  
(same or different data)

Many tasks become easier if we have good feature
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✦ Classification: 

• SVM 

• Logistic regression 

• Nearest neighbor classifier 

• Fine-tune the whole model  
(same or different data)

Many tasks become easier if we have good feature

✦ Visual search (retrieval): 

• query with an image  

• retrieve similar objects or views 

• Euclidean nearest neighbor  

• NN graph distance
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✦ Classification: 

• SVM 

• Logistic regression 

• Nearest neighbor classifier 

• Fine-tune the whole model  
(same or different data)

Many tasks become easier if we have good feature

✦ Visual search (retrieval): 

✦ Data exploration 

[Johnson et al. (2017)]

• query with an image  

• retrieve similar objects or views 

• Euclidean nearest neighbor  

• NN graph distance



Word Vectors



Word Vectors
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⌅ Problem Formulation:
• Assume a finite vocabulary I, |I| = n

• Given a word x, predict nearby words y
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⌅ Simple Model:
• Predict one word by categorical distribution p(y|x)
• Let v(x) œ Rd – word vector for x

• x is discrete and not structured — parameterize by a matrix
V of all word vectors of size n◊d: v(x) = Vx,:

• Define categorical distribution:

p(y|x) = eÈu(y),v(x)Í
q

yÕ eÈu(yÕ),v(x)Í

• A di�erent embedding for context words: u(y) = Uy,:

• Learn via maximum likelihood classification:

max
U,V

Et,tÕ

Ë
logp(ytÕ|xt)

È
,

where t, tÕ – nearby positions in the text



Word Vectors
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Prague

Czech Republic

Paris

France

Man

Woman

King

Queen

Emperor
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⌅ Learned a representation of each word x as the embedding v(x) = Vx,: œ Rd
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⌅ Direction of v(x) appears to capture abstract relations:
• Semantic:

“King” - “Man” + “Woman” ¥ “Queen”
“Prague” - “Czech Republic” + “France” ¥ “Paris”
“Czech” + “currency” ¥ “koruna”

• Syntactic:
“quick” - “quickly” ¥ “slow” - “slowly”

⌅ Evaluated on a corpus of relation prediction tasks
⌅ Trained without annotation, very useful representation for more complex task



Deep Similarity/Metric Learning



Similarity Learning
10✦ Goals: 

• learn the concept of similarity of two inputs 

• quantify this similarity

[Khosla et al. (2020) Supervised Contrastive Learning] original graphics edited for visualization

✦ "Similar pairs" must be closer in the feature space than "distinct" wrt learned similarity 

Supervised learning: 

• Given examples of "similar" and 
"distinct" pairs e.g. by class 
label

Self-supervised learning: 

• Generate "similar" pairs by 
identity-preserving transforms 
and random "distinct" pairs



Model
11✦ Approach 1: generic network with two inputs

<latexit sha1_base64="M9xGKx69xEWtx4DhLfShCe1Fcfs="></latexit>x
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sim(x,y)

NN

NN
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„(x)
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„(y)
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sim(x,y) = È„(x),„(y)Í

✦ Approach 2: network creates representations (embeddings / features)

first layers extract generic features -- can be shared

<latexit sha1_base64="d16FW+dC/luyJd/x7Wg9PKSc7TE="></latexit>

• Inner product: È„(x),„(y)Í can approximate any kernel K(x,y)



Similarity Function
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NN

NN

<latexit sha1_base64="M9xGKx69xEWtx4DhLfShCe1Fcfs="></latexit>x

<latexit sha1_base64="7XFWH8+xv9LnDxnzNLnfoCRML9c="></latexit>y

<latexit sha1_base64="LtPCH4r9OreZWevM7s9Pf0ULMjA="></latexit>

„(x)
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„(y)
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sim(x,y) = È„(x),„(y)Í

✦ Network creates representations (embeddings / features)

<latexit sha1_base64="e9g/h1VsNjV+0hwmIxP+FAO14SI="></latexit>

⌅ All equivalent if Î„(x)Î = 1 for all x

⌅ There are known mappings to approximate Èu,vÍ with ÎP (u)≠Q(v)Î2 or ÈP (u),Q(v)Í
ÎP (u)ÎÎQ(v)Î

<latexit sha1_base64="+gHIlzcu4290p9gNmxRg/wH1+3g="></latexit>

• Inner product: sim(x,y) = È„(x),„(y)Í
Retrieval: Maximum Inner Product Search (MIPS) is more di�cult (no triangle
inequality)

• Euclidean: sim(x,y) = ≠Î„(x)≠„(y)Î2

Retrieval: nearest neighbor search (NNS), sub-linear approximate methods

• Correlation: sim(x,y) = È„(x),„(y)Í
Î„(x)ÎÎ„(y)Î

Retrieval: correlation-NNS, sub-linear approximate methods



Model
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NN

NN
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„(x)
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„(y)
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sim(x,y) = È„(x),„(y)Í
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rm
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✦ Convenient common model: normalize representations (equivalent to using 
correlation for similarity)

Representations live on a hypersphere



Instance Classification
14

<latexit sha1_base64="MgNrY7qilc6y9v3RQllLur0wN6Q="></latexit>xi
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xÕ
i

<latexit sha1_base64="nN9z/Pd9OxVTA0MrYOFEOJAXd14="></latexit>xj

Dosovitskiy et al. (2014): Discriminative unsupervised feature learning with convolutional neural networks 

Wu et al. (2018): Unsupervised Feature Learning via Non-Parametric Instance Discrimination] 

Chen et al. (2020): A Simple Framework for Contrastive Learning of Visual Representations

Contrastive learning: "contrasting positive pairs against negative pairs"

<latexit sha1_base64="6NNK8ARtUOmG7mdwArA7gQrVQLE="></latexit>

⌅ Training data: x1 . . .xN

• Anchor: xi

• Positive: xÕ = T (xi) – random transform
⌅ Model as classification:

• As many classes as there are instances (data points)
• Score of instance i: si = „(xi)T„(xÕ)

• p(y=i|xÕ) = esiq
j e

sj

• Learning formulation: likelihood of classifying corectly
• Large sum in the denominator æ common solution is to restrict to a min-batch

⌅ Properties:
• Ensures instances can be discriminated
• Enforces invariance to transformations



Triplet Losses
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need a negative violating the constraint the most --> hard negative mining

<latexit sha1_base64="Gw//QXtVFKz7Eh20wTYPiRa8Ga8="></latexit>

⌅ Training data: x1 . . .xN

• Positive pairs: xi ≥ xj for (i, j) œ P
• Negative pairs: xi ”≥ xj for (i, j) œ N
• Example: known class label æ similar if same class

⌅ Desired separation property:

• a – anchor (any data point)

• p – positive sample for a

• n – negative
• let Dp = d(a,p) and Dn = d(a,n)

• Want:

Dp < Dn ’p,n

Dp ≠Dn < 0

• Hinge loss 1: l =
q

nœN (a)

max(0,Dp ≠Dn)

• Hinge loss 2: lÕ =max(0, max
nœN (a)

(Dp ≠Dn)) = max
xœN (a)fi{p}

(Dp ≠Dx)

<latexit sha1_base64="4phbdEHZKz7e0jVfEHnpCj16bNU="></latexit>

d(a,p)

<latexit sha1_base64="m/iHo/t/9Rg4n82sUiBiNApFugM="></latexit>

d(a,n)

<latexit sha1_base64="rHE2eZUT52W6XkkgjO6n0IUpk9Q="></latexit>a

<latexit sha1_base64="WpXs1RzlrLf7fAZ42pWiS/sfQqc="></latexit>p
<latexit sha1_base64="FvWdhpNxZ7sQ7U5sh2nAi81gqv8="></latexit>n



Smooth Triplet Loss = Log Likelihood Classification
16<latexit sha1_base64="gd+Q3v2AiZJpe6YkfG1LmUtmthA="></latexit>

⌅ Hinge loss variant 1: l =
q

nœN (a)

max(0,Dp ≠Dn)

NLL of logistic regression, all positive vs negative pairs, used in e.g. [Sohn 2016]

NLL of softmax classification, predicting the positive out of all candidates

<latexit sha1_base64="f7YYCaTHV+k8V8VQ9nhKVNf2OXo="></latexit>

Smooth Maximum:
smax·(x,y) = · log(ex/· +ey/·)

Z ≥ Logistic(0,·)

E[max(0,x+Z)] = smax·(0,x) = · log(1+ex/·)
<latexit sha1_base64="2+gCI4/Iu0lwrq7eDLmNNdrDTWg="></latexit>

· = 1

<latexit sha1_base64="iQYhi0kYlLjtJi/LDXdzGyqqsTw="></latexit>

· = 0.1

<latexit sha1_base64="SAgKAdT0pMcrTf/z91qV5OEyw7c="></latexit>

smax·(0,x)
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Smooth hinge loss 1: l =
q

nœN (a)

log(1+eDp≠Dn)

<latexit sha1_base64="i4ihywdOOnsyYeiE/tFn9lRtvUI="></latexit>

smax
xœN (a)fi{p}

(Dp ≠Dx) = log(1+
ÿ

xœN (a)

eDp≠Dx) = log(1+ eDp
ÿ

xœN (a)

e≠Dx)

= ≠ log
1

1+eDp
q

xœN (a)e
≠Dx

= ≠ log
e≠Dp

q
xœN (a)fi{p} e≠Dx

<latexit sha1_base64="MaCmWn0o+Cu9RbgOoexOCxaOy+4="></latexit>

⌅ Hinge loss variant 2: lÕ = max
xœN (a)fi{p}

(Dp ≠Dx)

There is a noisy max interpretation as well



Cross-Modality Representations



CLIP: Connecting Text and Images
18

[Radford et al. 2021: Learning Transferable Visual Models From Natural Language Supervision]

<latexit sha1_base64="/8pXwMl2/Bhhbr5vqnRQMpJZAvU="></latexit>

⌅ In each batch of image-text pairs with embeddings Ii, Tj:
• Predict which text corresponds to image i, model: p1(j|i) = e

ÈIi,TjÍ/·

q
jÕ e

ÈIi,TjÕÍ/·

• Predict which image corresponds to text j, model: p2(i|j) = e
ÈIi,TjÍ/·

q
iÕ e

ÈIiÕ,TjÍ/·

• Learning: symmetric cross-entropy loss:
<latexit sha1_base64="y0q1qDoU6HBl5u9lZ47cxw5ig0E="></latexit>

≠
ÿ

i

1
logp1(j|i)+ logp2(i|j)

2



Summary
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<latexit sha1_base64="EfMvJsU4WEdL6ivv5LM0E0YQVRE="></latexit>

⌅ Word Vectors:
• Non-parametric features, similarity sim(x,y) = ÈUy,VxÍ
• Softmax classification = smooth triplet loss

⌅ Contrastive Learning methods:
• Deep normalized features, similarity sim(x,y) = È„(x),„(y)Í
• Triplet loss variants (hard /smooth)

⌅ Instance Classification:
• Softmax classification = smooth triplet loss

⌅ CLIP:
• Two encoders: for images I(y) and text T (x), similarity sim(x,y) = ÈI(x),T (y)Í
• Softmax classification with anchors of both kinds

⌅ Family of triplet losses, smoothness controlled by hyperparameter ·



Probabilistic Latent Representations



Latent Variable Models
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<latexit sha1_base64="+PnrAAbppJ9xmLsT99E4VFGAq8Q="></latexit>x
<latexit sha1_base64="47CKJtNSJ98P2FUKC87hog9gIF4="></latexit>

v(x)
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u(y)
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p(y|x)

Observed

Conditioning
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softmax

✦ Word Vectors
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u(y)

Observed

Conditioning
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softmax

✦ Multi-sense Word Vectors

Supervised Learning

<latexit sha1_base64="oy3hKi7mG0BCdyf4u2okUsiKkbs="></latexit>zLatent meaning
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v(x,z)
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p(y|x,z)

Semi-Supervised / Unsupervised Learning

probability

probability

<latexit sha1_base64="ZlB32kkiOIkHje2L/G7CHdtiZFI="></latexit>

p(z|x)



Multi-sense Word Vectors
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Ã exp(sim(u(x),v(z,c)))

table

<latexit sha1_base64="merSAfvYpHI48HDgGSCARQ7Bwk4="></latexit>

Observation y

<latexit sha1_base64="8E7k37F8b518xcRf6P56E/MEA24="></latexit>Conditioning word, x
<latexit sha1_base64="QXrTdcciAdSUk26Pm9KMvbmghO4="></latexit>

Latent meaning z œ {1, . . .5}
<latexit sha1_base64="xXr1dBoKwOSX5HOUKCHsgP1Z3Ak="></latexit>

Word embedding u(y), word embedding v(x,z)

<latexit sha1_base64="vwWTXBp8sBEO+NBXHHBWCeFBgpM=">AAAE1nicjVNba9swFHaybO28S9vtcS9izSABNyRlNwqFQinsYYWMrheoQ5DlE0fEkjxLaZ243tvY637e9mfGJNvNnBTGhEFH3znfd47PkbwopFJ1u79q9XuN+w/W1h/ajx4/ebqxufXsTIppTOCUiFDEFx6WEFIOp4qqEC6iGDDzQjj3JofGf34FsaSCf1azCAYMB5yOKMFKQ8Ot2hfXg4DylCpgdA6Z7RoLHQsfwj171fkq91 </latexit>

⌅ Model:
p◊(y|x,z) – model of observations knowing the latent state
p◊(z|x) – model of latent states
Conditional generative model: p◊(y,z|x) = p◊(y|z,x)p◊(z|x)

<latexit sha1_base64="SSLO7EramhHGfcoF7ZkotGASVXQ=">AAAE5XicjVNdaxNBFN3EqDVabRX0wZfBRogQQlLESqFQKAUfWo3UfkA3LLOzN7tD5mPZmW032Sz4B3wTX/1d/gL/hrPJNummWhwW9sy595w7c2fGDRlVutP5Vaneqd29d3/lQf3ho9XHT9bWn54oGUcEjolkMjpzsQJGBRxrqhmchRFg7jI4dYd7efz0AiJFpfiiRyH0OfYFHVCCtaGc9cpX2wWfipRq4HQMWd3OETrECeUxR4 </latexit>

⌅ Maximum likelihood learning:

Observed: conditioning word x, neighboring word y

Marginal likelihood p◊(y|x) =
q
z

p◊(y,z|x) =
q
z

p◊(y|x,z)p◊(z|x)

NLL: l(◊) =
q
i
log

q
z

p◊(yi|z,xi)p◊(z|xi)



Multi-Sense Word Vectors
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Closest word:
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⌅ Learned prior distribution
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p(z|x)
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⌅ Inference p(z|x,y)


