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State Space Models

✦ Deep Causal Backbones 

• Limitations of transformers and RNNs 

✦ State Space Models 

• Recurrent and convolutional forms 

• Similar filters / kernel decomposition, prefix sum form 

• Variable step size / continuous time 

• Positional encoding form 

✦ Linear Attention Models
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Deep Causal Backbones

<latexit sha1_base64="Wb2qMEpu2fpUpoRBdADXcdei/c8="></latexit>

÷t æ ≠ logphead(yt |÷t)

<latexit sha1_base64="7W6hx212Z0DFG8eQmMpodMnDlWs="></latexit>x1
<latexit sha1_base64="5EkSOGrCZ0IoWQfQCXevqascN64="></latexit>x2

<latexit sha1_base64="OeKn/SbPe7LRcbtxKzjCiIizDgU="></latexit>xt<latexit sha1_base64="mGn0zc9n+kqCp+DfdGfh5A//kEg="></latexit>. . .

MLP

MLP

MLP
Attention

Recurrent NN

SSM layer

<latexit sha1_base64="TpIpjEnnEc1yt+hurBdTWR5FuDE="></latexit>

⌅ Sequence / temporal modeling tasks. Our setup:

• Discrete time (will link to continuous time later)

• Causal model: p(yt |x1, . . .xt) = phead(yt;÷(x1, . . .xt)),

• e.g. yt = xt+1 – autoregressive
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Motivation: Why not Transformers?

<latexit sha1_base64="mGn0zc9n+kqCp+DfdGfh5A//kEg="></latexit>. . .

<latexit sha1_base64="jrIVAS9Z4LidNoQ09bPHSwG/4mM="></latexit>

ht
<latexit sha1_base64="ySg4e/KHoi7MHjwr8EsGxXDKQck="></latexit>

h1
<latexit sha1_base64="XLsaRLvsfX0R8X3LjPjSCbgpnMo="></latexit>

h2 <latexit sha1_base64="mGn0zc9n+kqCp+DfdGfh5A//kEg="></latexit>. . .

<latexit sha1_base64="FpaCiSogX1AjTej0auqNyoC2sec=">AAAFj3icjVTbbtNAEHUD4RKuhUdeVrRICUqjpOKmSqBKqBIVUIJ6Aaku1Xo9sVfZi7W7bmssfwRfwyt8Bn/DbJ2WJFzEvnh89szxzJlJokxw6/r9HwuNCxebly5fudq6dv3GzVu3F+/sWZ0bBrtMC20+RtSC4Ap2HXcCPmYGqIwEfIjGL/39hyMwlmu144oMDiRNFB9xRh1Ch4uNh2EECVcldyD5Z6haoY9IGUYjsqlGYEAxIG </latexit>

⌅ Inference (autoregressive):
• KV cache stores all past keys and values (every layer)
• O(Nd) memory and compute per step
• N grows without bound at inference time — memory, speed and energy concerns

⌅ Training:
• O(Nd) memory (with flash attention), O(N 2

d) operations and IO – might be
problematic for long context

• Highly parallel – lower bound on latency is O(logN)

<latexit sha1_base64="SlHDnoEdkv4BVlDGl3XJgoLvhBc="></latexit>u1
<latexit sha1_base64="aieAgKvtnwsI/dv/7deCY1woVIc="></latexit>u2

<latexit sha1_base64="3Dqmu23y2JJPLBpepltvGMTnyME="></latexit>ut

<latexit sha1_base64="9i0C7gopxD/u6eZw5Ne347lYALA=">AAAEPnicjZNbb9MwFMfTlcsItw0eeYlYkfZQVc00BkIbKpomIQFSp7GLNHeRk562Vn0jPikrVr4bXwM+AG+IVx5xlnZrO4SwIvnk5//52z45iTVnBpvNb5Wl6o2bt24v3/Hv3rv/4OHK6qMjo7I0gcNEcZWexNQAZxIOkSGHE50CFTGH43i4W6wfjyA1TMmPONbQEbQvWY8lFB2KVr6TGPpMWoYg2BfIfVJEgSVxL3iDCLKQvX </latexit>

⌅ Attention:
• ks = W Kus, vs = W V us, qt = W Qut

• ht Ã
ÿ

s<t

eÈqt,ksÍvs
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Motivation: Why not Recurrent Neural Networks?

<latexit sha1_base64="jrIVAS9Z4LidNoQ09bPHSwG/4mM="></latexit>

ht
<latexit sha1_base64="ySg4e/KHoi7MHjwr8EsGxXDKQck="></latexit>

h1
<latexit sha1_base64="XLsaRLvsfX0R8X3LjPjSCbgpnMo="></latexit>

h2 <latexit sha1_base64="mGn0zc9n+kqCp+DfdGfh5A//kEg="></latexit>. . .

<latexit sha1_base64="mGn0zc9n+kqCp+DfdGfh5A//kEg="></latexit>. . .<latexit sha1_base64="SlHDnoEdkv4BVlDGl3XJgoLvhBc="></latexit>u1
<latexit sha1_base64="aieAgKvtnwsI/dv/7deCY1woVIc="></latexit>u2

<latexit sha1_base64="3Dqmu23y2JJPLBpepltvGMTnyME="></latexit>ut

<latexit sha1_base64="nmyRh24DNuorjtuozDG5/aY2hUo=">AAAFznicjVRbaxNBFN6mRmu866Mvg42QQhqSolWUglAKCjXGS1XotmV292x26FyWmZPWdFl89ef56h/xVc8kaZtEKw4Le/ab79y+ObNRLoXDdvvHQmXxUvXylaWrtWvXb9y8dfvO3Y/ODGwMO7GRxn6OuAMpNOygQAmfcwtcRRI+RYebfv/TEVgnjP6Awxz2FO9rkYqYI0EHdyoijKAvdCEQlDiBshZ6ixVhlLJ33e4zAv5KqG </latexit>

⌅ RNN:
• ht = f(ht≠1,ut;◊)

• ht – hidden state in Rm

• Updated locally
⌅ Inference:

• Constant memory usage O(m)

• O(m2) operations per step
• Limited representation of the past

⌅ Training:
• O(Nm), O(Nm

2) operations
• RNN is a depth N model – forward-backward stability is a concern (addressable)
• No parallelization over N
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Motivation: Expressive Power of Linear Causal Layers?

1 1 1 1 1 1 1 1

1 2 3 4 5 6 7 8

<latexit sha1_base64="NMQoq2devdXrgxzZfO2EVB8uWJs="></latexit>

⌅ Recall the architecture designs earlier in the course:
• CNN recipe (universal approximation for translation-equivariant functions): interleave

- linear translation-equivariant layers (convolutions)
- point-wise non-linearities

• DeepSet recipe (universal approximation for permutation-equivariant functions):
interleave
- linear permutation-invariant transforms Aut+B

q
s ”=t us

- point-wise nonlinearities
<latexit sha1_base64="sRMYl5Ut5f5V922QQcmpAzVSkGg="></latexit>

⌅ The simplest causal linear layer – cumulative sum:

• ht = ht≠1+ut

• ht =
q

sÆt ut

- order blind: for position t cannot

distinguish if the sequence was permuted

• But:

- One layer can implement position counting:

ht =
q

sÆt1 = t

- Two layers with a non-linearity in between

can implement a generic position-dependent aggregation

<latexit sha1_base64="i84TTXe7adTLxd8kvW+t1RBhu24="></latexit>us

<latexit sha1_base64="bllZbmB2MX7trwoCEX2/C+fVn84="></latexit>

f(us,s)
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Linear State Space Model

<latexit sha1_base64="lLDNc2TongUxCoIdXwlcCXqj3EM="></latexit>

⌅ Universality of reservoir computers Grigoryeva & Ortega, arXiv:1712.00754

Setting: Input: semi-infinite sequence u= (. . . ,u≠1,u0). Target: any causal,

time-invariant filter F with fading memory (distant past influences output less and less).

Goal: approximate F to within Á uniformly over all inputs.

State update Readout Universal?

ht = Aht≠1+B ut linear Cht No

ht = Aht≠1+B ut polynomial „(ht) Yes

ht = A(ut)ht≠1+B ut, at least a�ne A(u) linear Cht Yes

• Universality is achieved either by a nonlinear readout (requires larger m), or by

making A input-dependent (c.f. structure of Mamba and Gri�n)

• Caution: says nothing about how large m needs to be

<latexit sha1_base64="eBJQ1CTYWhQUEBtZzNCZbpN6c1U="></latexit>

⌅ Definition: SSM Layer (Linear Recurrent Filter)
ht = Aht≠1+B ut, h0 = 0,

yt = C ht.

• ut œ Rd: input, ht œ Rm: state, yt œ Rp: output
• A œ Rm◊m: state transition matrix, B œ Rm◊d: input injection matrix, C œ Rp◊m:

readout matrix



Unrolled (Convolution) Form
7<latexit sha1_base64="R5k8g2+J4ID0iHn/R6CFySB6s14=">AAAHlXicjVXdbhtFFN4Gg4v5a+CCC25GZKnSYhuvAwUFmTYJiagKjVGTplImsWbXx/bIM7PLzKxTs9rn4Gm4hWfgbTizu3ZsV0KsLzw+853vnO/8rMNEcGM7nX/ubL1Ve/ud+t13G++9/8GHH93b/viliVMdwXkUi1i/CpkBwRWcW24FvEo0MBkKuAinR+7+Ygba8Fid2XkCV5KNFR/xiFk0DbZrHRrCmKuMW5D8d8gb1J3Iud </latexit>

⌅ Unroll the recurrence ht = Aht≠1+But starting from h0 = 0:

h1 = Ah0+B u1 = B u1,

h2 = Ah1+B u2 = AB u1+B u2,

h3 = Ah2+B u3 = A
2
B u1+AB u2+B u3,

...

ht =
t≠1ÿ

s=0

A
s
B ut≠s.

• Apply the output map: yt = Cht =
t≠1q
s=0

C A
s
B¸ ˚˙ ˝

Ks

ut≠s

• For scalar input and output (d = p = 1), Ks = C
T
A

s
B is a scalar and the filter is a

convolution with kernel K: y = K úu.
⌅ Parallel training v1: use the convolution form — parallel across the entire sequence:

O(N logN) compute and memory, O(logN) time with FFT. But: need to compute the
kernel / its FFT. Is it work-e�cient for limited m? What about d > 1?

⌅ Inference: use the reccurence per step — sequential O(m) memory, O(m2) compute.



Similar Filters / Kernel Decomposition
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First and 2nd Order Filters

⌅ Recall 1st order EWA:

h(1)
t = r1h(1)

t≠1+ut

Unrolled: h(1)
t =

q
sØ0

rs
1ut≠s

⌅ Apply the second EWA on top:

h(2)
t = r2h(2)

t≠1+h(1)
t

= r2h(2)
t≠1+ r1h(1)

t≠1+ut

• Can write in a matrix form:
A

h(1)
t

h(2)
t

B

¸ ˚˙ ˝
ht

=

A
r1 0

r1 r2

B

¸ ˚˙ ˝
A

A
h(1)

t≠1

h(2)
t≠1

B

¸ ˚˙ ˝
ht≠1

+

A
1

1

B

¸ ˚˙ ˝
B

ut

Obtained a 2nd order filter

9

First and 2nd Order Filters
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Harmonic 2nd Order Filters
10/20

Harmonic 2nd Order Filters

⌅ A di�ernt 2nd order filter:
A

h
(1)
t

h
(2)
t

B

¸ ˚˙ ˝
ht

= r

A
cosÊ ≠sinÊ

sinÊ cosÊ

B

¸ ˚˙ ˝
A = r R(Ê)

A
h
(1)
t≠1

h
(2)
t≠1

B

¸ ˚˙ ˝
ht≠1

+

A
1

0

B

¸ ˚˙ ˝
B

ut

Kernel (for readout yt = h
(1)
t ):

Ks =

3
1
0

4T

A
s
B = r

s cos(sÊ)

• r æ 1: sustained sinusoid, no decay

• r < 1: exponentially damped oscillation

• Ê sets the frequency



Prony Decomposition: Filter
1112/21

General Case: Prony Decomposition

⌅ A general linear filter of m’th order: ht = Aht≠1+But, yt = Cht

⌅ Equivalent representation: write A = V ⇤V ≠1, then
ht = V ⇤V ≠1ht≠1+But

V ≠1ht¸ ˚˙ ˝
h̃t

= ⇤(V ≠1ht≠1)¸ ˚˙ ˝
h̃t≠1

+(V ≠1B)¸ ˚˙ ˝
B̃

ut readout: yt = CV¸˚˙˝
C̃

h̃t

⌅ Can reduce to ⇤= diag(⁄1, . . . ,⁄m), where ⁄j are eigenvalues of A (generically true if
A has distinct eigenvalues). Complex eigenvalues come in conjugate pairs ⁄j = rje±iÊj.

⌅ This corresponds to the real decomposition

A = VRJRV ≠1
R , JR =

Q

cccccccccca

⁄1
. . .

⁄p

rj

3
cosÊj ≠sinÊj

sinÊj cosÊj

4

. . .

rm

3
cosÊm ≠sinÊm

sinÊm cosÊm

4

R

ddddddddddb
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General Case: Prony Decomposition

⌅ For any m-th order real LTI system the kernel is a linear combination of EWA
filters and dumped harmonic filters (per readout dimension):

Ks =
pÿ

j=1

–j rs
j

¸ ˚˙ ˝
real eigenvalues

+
qÿ

j=1

2flj rs
j cos(Êjs+„j)

¸ ˚˙ ˝
conjugate pairs

Real positive: EMA. ⁄ = 1: flat average. ⁄ < 0: alternating sign. Complex pair inside unit circle:
damped sinusoid. Unit circle: sustained sinusoid. Outside of the unit circle: unstable, diverging
response.

Prony Decomposition: Kernel
12



Parallel Training v2
13

<latexit sha1_base64="2J9qr22WcTgpnsadZJPdV2QuVd0="></latexit>

⌅ Prefix Scan: for an associative operator ü

compute all prefixes
„1,

„1ü„2,

„1ü„2ü„3,

. . .
• Binary reduction tree: depth O(logN), work O(N)

— works for any associative ü (addition, max, matrix product, . . . )

<latexit sha1_base64="UMdq3m7XXY+Q/yyB6gCpYvLGfIg=">AAAIFXicjVVbb+NEFPaWLVnCZbfwwAMvR9RFiUirOMsuqKjSXlQuUiuCSndXqqtobJ/Eo4w9w8y4bbDM3+Bv8Ad4Q7zyzL/hjJ10k7Ss8EPmzHeu881nJ1KCG9vv/3Nn4627m2+37r3Tfve99z+4/2DrwxdGFjrG01gKqV9FzKDgOZ5abgW+UhpZFgl8GU2fO//LC9SGy/wnO1N4nrFJzsc8Zpag0dbd38MIJzwvucWM/4JVO3 </latexit>

⌅ SSM step as a�ne map:
• bt = B̃ut

• ht = Atht≠1+ bt …
A

ht

1

B
=

A
At bt

0 1

B

¸ ˚˙ ˝
�t

A
ht≠1

1

B
… ht = �t�t≠1 . . .�2�1

A
0

1

B

⌅ Matrix product is associative: �1(�2�3) = (�1�2)�3 (could also say that composition
of a�ne maps is associative — more direct but less clear)
• In the Prony basis each A block is 1◊1 (scalar multiply) or 2◊2 (damped rotation)

— cheap matrix products



Parallel Training v2
14

<latexit sha1_base64="oPcBa6NeEMw5g0dlE3M1hnoPzAM=">AAAHCXicjVRfbxtFEL8mwZTjT5vy2JcVcSpHJMa2oEUgpEohEn2Ia0jTVuql0d7u2Lfy/rnu7iU1p/sESHwX3hCvfAo+CO/M+mzHdtKKlSXP/WbmN7Nzv7k0l8L5TuefWxubWx80Prz9UfzxJ59+dufu9r3nzhSWwSkz0tiXKXUghYZTL7yEl7kFqlIJL9LxYfC/uADrhNHP/CSHM0VHWgwFox6h8+3N38skHTqwAhw5NM4TVy </latexit>Cost summary

Model Training work Training depth Infer work/step Infer memory

Transformer O(N 2d) O(logN) O(Nd+d2) O(Nd)

Deep RNN O(Nm2) O(N) O(m2) O(m)

SSM (scan) O(Nm) O(logN) O(m2) O(m)

N : sequence length; d: model dimension; m: SSM state size.

⌅ SSM-based models o�er parallel training (faster than Transformers – work IO bounded)

combined with constant-memory recurrent inference (like RNNs)



Variable Step Size
15<latexit sha1_base64="+IwvOFsoNnYsjQI+l1tGvltFqKI=">AAAII3icjVVdc9tEFFVLg4v5aAOPvNwhYsYeFGNnaGHCBJqUzJAHwCRN02mUeFbStbTj1a66u7JjNPo5zPBfeGN44YH/wpVlJ7ZDC3rR1dG5V/fj7FWQCW5st/vXnbtv3dt4u3H/nea7773/wYOHmx8+NyrXIZ6GSij9ImAGBZd4arkV+CLTyNJA4Fkwelq9PxujNlzJZ3aa4UXKYsmHPGSWoMHmvd8KPxga1BwNvESttpWOUE </latexit>Zero-order hold: the bridge to physical time

⌅ Input held constant for � œ N steps: uk = u, k = 1, . . . ,�. Unrolling the recurrence

gives a cumulative update:

h� = Ā(�)h0+ B̄(�)u, Ā(�) = A�, B̄(�) = (I ≠A)≠1(I ≠A�)B

⌅ Tokens at irregular gaps �k: replace (A,B) with (Ā(�k), B̄(�k)) at each step

In the Prony basis no matrix power / inverse needed:

⌅ Scalar EWA block r: Ā(�) = r�; B̄(�) =
1≠ r�

1≠ r
b

⌅ Rotation block (r,Ê): Ā(�) = r�R(�Ê); B̄(�) = (I ≠ rR(Ê))≠1(I ≠ r�R(�Ê))B

One model handles: discrete text (�=1), downsampled audio (small �), irregular sensor

logs (variable �k).

Straightforward to generalise to � œ R (we avoided continuous integration and matrix

exponentiation).



SSM Reduction to A=I (xPos / RoPE trick)
16

<latexit sha1_base64="I12XT+J+iX9+u8EW7nL6BWOUfcw="></latexit>

EWA channel hs = rhs≠1+ bus, yt = cht, r œ (0,1). Define zs = r≠shs (i.e. hs = rszs).
Plug into the recurrence:

rtzs¸˚˙˝
hs

= r rs≠1zs≠1¸ ˚˙ ˝
hs≠1

+bus
◊r≠s

≠≠≠æ zs = zs≠1+ r≠sb¸ ˚˙ ˝
input enc.

us, yt = crt
¸˚˙˝

output enc.
zt

Harmonic block hs = rR(Ê)hs≠1+ bus, R(Ê) is 2◊2 rotation.

Same substitution hs = rsR(sÊ)zs gives:

zs = zs≠1+ r≠sR(≠sÊ)b¸ ˚˙ ˝
input enc.

us, yt = rt z€
t R(≠tÊ)c¸ ˚˙ ˝

output enc.

⌅ Fully reduced to the basic case A = I (with a position-dependent input / readout)
⌅ Parallel training v3: prefix sums only, no matrix products
⌅ E�ectively derived RoPE (channels split in pairs and rotated)
⌅ Irregular time steps and Mamba are reducible to this form as well (need to compute

cumulative time positions first)



Linear Attention Models



Retentive Networks (RetNet)
18

<latexit sha1_base64="DcJR3p366E1ah4Y3GOPTBroQyE8="></latexit>Sun et al., Retentive Network: A Successor to Transformer for Large Language Models,
2023 [arXiv:2307.08621]

Key idea: make B and C input-dependent via linear projections with positional rotation
(cf. A=I reduction):

kt = R(tÊ)WKut œ Rm, qt = R(tÊ)WQut œ Rm, vt = WV ut œ Rd

With Bt = kt, Ct = q€
t , and A = “I, the SSM state Ht œ Rm◊d:

Ht = “ Ht≠1+kt v€
t , yt = H€

t qt

unrolls to a scaled-dot-product-like form:

yt =
tÿ

s=1

“t≠s
!
q€

t ks

"
vs … Y = (Q€K §D)V, Dts =

Y
]

[
“t≠s s Æ t

0 s > t

⌅ Parallel (training): O(N 2(m+d)) – matrix multiplications.
⌅ Recurrent (inference): Ht = “Ht≠1+ktv€

t , yt = H€
t qt, O(md) mem and work per



Linear Attention
19

<latexit sha1_base64="/7ouGoWQ4lDXM8XFr1PxQc+w1/M="></latexit>Katharopoulos et al., Transformers are RNNs: Fast Autoregressive Transformers with
Linear Attention, ICML 2020 [arXiv:2006.16236]

Standard causal (softmax) attention:

yt =

q
sÆt exp(q

T
t ks)vsq

sÆt exp(q
T
t ks)

Key idea: exp(qTk) is a PD kernel, use „(q)T„(k) instead (e.g. „ = elu(x)+1)

yt =
„(qt)T

q
sÆt „(ks)v

T
s

„(qt)T
q

sÆt „(ks)

⌅ The sums can be accumulated left-to-right:

Ht = Ht≠1+„(kt)v
T
t , yt Ã „(qt)

T
Ht

— up to normalization, a linear SSM layer with A = I, matrix-valued state Ht œ Rd◊d;
no positional encoding used



Performer
20

<latexit sha1_base64="RfzjoiYWRRYBWI0nfAD8RojgAUs="></latexit>Choromanski et al., Rethinking Attention with Performers, ICLR 2021 [arXiv:2009.14794]

Goal: find „ such that „(q)T„(k) ¥ exp(qTk)

Key tool — Gaussian moment generating function: for Ê ≥ N (0, I),

EÊ

#
eÊTx

$
= eÎxÎ2/2

so, using linearity of Ê in the exponent,

EÊ

#
eÊTq eÊTk

$
= EÊ

#
eÊT(q+k)

$
= eÎq+kÎ2/2 = eÎqÎ2/2eqTk eÎkÎ2/2

Feature map (draw Ê1, . . . ,Êr
iid≥ N (0, I)):

„(x) =
e≠ÎxÎ2/2

Ô
r

!
eÊT

1 x, . . . ,eÊT
r x

"


