Advanced Deep Learning (BEV033DLA)
Lecture 5
Regularization

Czech Technical University in Prague

4+ Explicit Regularization:
e Parameter Regularization (L1, L2, general norms)
e Data Augmentation (random transforms, noises, mixup)
e Injected Noises (Dropout)

4+ Discussion:

e |mplicit regulation



Overfitting in the Overparameterized Mode @
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Validation loss starts growing
Validation accuracy may still be improving but the model becomes overconfident

Clearly, the training method and its hyper-parameters (e.g. batch size) going to have effect



4+ BN has a strong regularization effect!

e Standard
are coup

e The mod

BN as Regularization

izes pre-activations using the current batch --> predictions within batch

ed

el trains to be robust to particular batch formation (which is random)

e At test time we replace statistics with whole-dataset averages
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Parameter Regularization



Parameter Regularization @

® Regularized training objective: 5
min £(0) + AR() = min Z 1;(0) + AR(0)

e [;(0) - loss function for the data point (x;,y;)
e R(0) - function not depending on data

e ) - regularization strength

¢ Bayesian view: Regularizer is our our prior about reasonable models

e Bayesian posterior p(6|7T) o< p(0) [ [, e7P(vil2i,0)
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[c.f. RPZ lecture 3: Parameter Estimation]



L, Regularization @
¢ Ly-regularization: R(0) =1[/0? 6

¢ Linear Regression:
e Ridge regression: ming >, (QT:ci—yi)2+%H6’H2
e Solution: 6= (XTX+AI)" Xy
e Assuming standardized data (Zﬂ?zk — 0»27;5’3@2,1@ — 1) equivalent to multiplicative
noise on inputs: min@ngN(L%[) > (0, £ 0 ;) )
e Even small A\ helps with over-parameterized problems
¢ Linear Classifiers:
e SVMs maximize margin HTlﬂ by minimizing ||w||* under constrains

e Generalization guarantees improve with larger margin

¢ Sigmoid NNs: = Sl

e Small ||#]| = sigmoid outputs are close to linear

= smoother classification boundary

¢ Deep NNs: some explanation throguh the NTK theory (beyond our scope)



L, Regularization: Weight Decay @

—VoL(0) I

¢ min£(0) +30|
¢ Gradient descent:
e ¢":=VyL(0)+ N0

° 6)t+1 — Qt—()zgt

o 011 = (1—aX) 0t — aVyL(6)

A\ v/
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(0,0)

4 In neural networks there is typically a manifold of
optimal solutions

e Evan a small regularization may have effect 6 — smallest L5 solution

©* — manifold where loss is zero



L, Regularization

Function level sets

s

Unregularized solution

Regularized solution

Regularizer level sets

¢ L, regularization effect (approximately quadratic loss):

Sq
Sit+A

e Parameter shrink along eigenvectors of the loss Hessian by

e s, — eigenvalue, curvature along 7'th eigenvector

Shrinks parameters proportionally to their curvature




L, Regularization: Simulated Data Example @

Neural Network - 10 Units, No Weight Decay Neural Network - 10 Units, Weight Decay=0.02
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Hastie, Tibshirani and Friedman: The Elements of Statistical Learning

https://web.stanford.edu/~hastie/ElemStatlLearn//



https://web.stanford.edu/~hastie/ElemStatLearn/

L; Regularization @ 0

10

COR() = =y
"R(!)=sign(!)

Function level sets

A

X ! ng[,(H) Regularized solutiol
" Y R(!) '

Regularizer level sets

Unregularized solutiot

(O’ O) > (/O/@( >

4 L1 regularization effect:
® promotes sparsity

o for a better generalization we typically do not want sparsity (= less parameters)



L, Regularization

~. More General Nornps: 41

¥ Lpnorm:!tl,= [P °
I
¥ p < 1is closer to counting non-zero weightise. sparsit

¥ p=" results InR(!')=max;!;

11
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L, Regularization and Max p-Margin @

12

Binary classibcation

¥ Training set{x;,yi}}L; with y; ! {1," 1}.

Linear predictor

¥ Score:s(x)= w'! (x),

¥ Decision:y =sign(s),

¥ Regularized loss solutiow’ (") = arg m\jvn !i [(yis(xi)) + " #w#H.

Theorem [Rosset et al. 2003]:

¥ Assume that data is linear separable ahts monotone and decreasing "quick
(includes SVM hinge loss, logistic regression loss, AdaBoost exponential Ic

¥ Then

lliumo#wl " =$,
owi (")
lim o wM |

wherewM =arg max miny;w'! (x;) is the max-margin separating hyperpla
#WHp=1 |



Data Augmentation



Data Augmentation (Image Classification) @ 0

| Random transforms: 17
¥ the transformed input should be as likely in the data distribution
¥ the class label should stay the same

¥ original image should be kept with sufficient probability

,(‘ e \‘," - \.“,{ ,
\‘J" N (s \)

I | S\ Zx é q
T— A

P . &

/o E €&
B RS | ue | IR
Geometric: scale, crop, rotation, non-rigid  Filters: blur, sharpen, low-pass
Photometric : brightness, contrast Simulation : acquisition noise, fully synthetic
| Pros: ' Cons:
¥ Can improve genera]izaﬂon ¥ altering the true data distribution too

much could worsen performance

¥ Can improve model robustness / . .
(e.g. too much noise, synthetic-real gap)

enforce invariances of features
¥ Increases training time



Data Augmentation vs Symmetries @ o

4+ Symmetries tighten a generalization bound (kernel regression): 15

A s/(s+dinv/2) o
E |R(f) - R(f)] <0 (C’d026f}l(/:t/ 2 ), g d 12

vol(M)/|G| for finite groups

4 Intuitive understanding:

* Sets, m elements, with permutation invariance: f (. ] ) =
effective #samples n X m/ f(. M )
* Graphs on m nodes, with permutation invariance: o d
effective #samples n X m/ g A\ K
o .| o !

® m Eigenvectors, with invariance to sign flips (SignNet)
effective #samples n X 2™ s

® m X m images, with 2d translation invariance
effective #samples #n X m? B 3

Takeaway: in order to learn symmetries from data it will take more samples

[S. Jegelka: “Benefits of learning with symmetries: eigenvectors, graph representations and sample complexity']



Data Augmentation (Image Classification) @ o

I Mixup (Zhang et al .2018) 18

T=x;+ (1— Nz, where x;, z; are raw input vectors
g=Ay; + (1 — )\)yj, where y;, y; are one-hot label encodings

Label [1.0, 0.0] [0.0, 1.0] [0.7, 0.3]

cat dog cat dog cat dog

Inductive bias towards linear predictors -- smoother confidences and decision boundaries

ERM mixup .
Dataset Model ERM  mixup
WSS PreAct ResNet-18 5.6 4.2
S A CIFAR-10 ~ WideResNet-28-10 3.8 2.7
S ) DenseNet-BC-190 3.7 2.7
L. . G PreAct ResNet-18  25.6  21.1
. Fy CIFAR-100 WideResNet-28-10 19.4  17.5
Yoo oge ™ Yoo oge ™ DenseNet-BC-190  19.0 16.8

Powerful idea to augment an image: use other images (labelled or not)

(1) Cross-entropy is linear in the targst! reduces to regular data augmentati



Injected Noises: Dropout

4 Injected Noises:
® Inputs
e deep features
® parameters

_ Bayesian learning, robust local minima
e gradient updates



20

‘;‘.
A
7
N

[

%
S
X

N

\

Q
:
X
/)

N, \ N,
\Ne
\/ \/
AX

"'Zzé‘\‘\
)
XR~3
Xg-4
X34
““ L/
i

7

a
K
J
7
V

X
W
AKX
&
[

(a) Standard Neural Net (b) After applying dropout.

[Hinton et al. (2012) Improving neural networks by preventing co-adaptation of feature detectors]
[Srivastava et al. (2014) Dropout: A Simple Way to Prevent Neural Networks from Overfitting]
' During training:

¥ Randomly, "drop" some neurons -- set their outputs to zero

¥ This results in the associated weights not being used and we obtain a (random)
subnetwork

¥ When learning, the network develops robustness to units being dropped
' During testing:

¥ Use all units -- approximates ensemble of all random subnetworks



Mathematical Model
What does it mean mathematically? l 21

o ,  with probability p,
¥ Introduce random Bernoulli variables; =

$0, with probability 1! p,
multiplying outputs of the preceding layer

¥ Can interpret outputs multiplied withD as dropped
¥ Drop probabilityg=1"! p

¥ Next layer activationsa= W (x" Z) — —X1— ! le

Prediction is random now? — NN xe—! Z3 —W—

¥ Denote the network output a$ (x,Z;!) %

_)(3_ | 23 —>

¥ We have two choices how to make predictions: _
| _ Zi ' Bernoulli©.3)
- Randomized predictor: p(y|x,Z)=f (x,Z;!)
I
- Ensemble: p(y|x) = EZ[f (x,Z;1)]= p(2)f (x,z;!)
Z
' We use randomized predictor for training (easier)

' We use ensemble (or its approximation) for testing

Note: Gaussian multiplicativéN (1,! %) noises work as well (Gaussian Dropc



Training

Expected loss of randomized predictor: |

¥ Double expectation in noises and datBz Exy, daa (Y, (X,.Z;!))

¥ Same as:Ez: ernoull(q), (x.y)! data I(y, T (X,Z;1))

What it means practically:
¥ Draw a batch of data
¥ For each data point independently sample noises

¥ Unbiased loss estimate using a batch of sMe
¥
(L T (X0, 2zi0))

i=1
¥ Compute forward and backward pass

¥ Will have increased variance of the stochastic gradient

20



\0

Testing

Use allpproximatjon (common defaul

¥E; T(X,Z2;1) ! f(X,EZ[Z];))

¥ SinceEz[Z] = p, we have
a=W(x" E[Z]) =( pW)X

¥ I.e. need to scale down the weig|

~ Use §amp|ing: .
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¥ Generalizes slightly better than the above

¥ Can be used to also estimate model uncerta

Both variants achieve a "committe

or "ensembling” Eect

Zi ! Bernoulli0.3)
E[Z]=p

averaging of many well fitting models:

More accurate analytic approximations than the Prst option are pos

23




Model Uncertainty with Dropout @

[Louizos and Welling 2017] 24
,Outputy = f(x,Z;!)
100
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CIFAR10 Example: Dropout @

Training Loss
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Typically need to train longer due to

higher gradient variance

¥ There are technigues to approximate

the effect analytically:

Fast Dropout, Analytic Dropout (AP2)
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