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⌅ Practical labs: implementation of selected methods (Python/PyTorch),
⌅ Theoretical labs: solving theoretical assignments

assignments are published in advance, you are expected to present/discuss solutions
⌅ More details at the lab

Recap of Machine Learning, Multi-Layer Perceptron Lab 1: Double Descent + MLP

Backpropagation Seminar 1

History + CNN + DeepSet Lab 2: CNN:  Fine-Tuning & Visualization + More

Training Deep Models (Init, Norm, etc.) Seminar 2

Regularization Methods for NNs Lab 3: From Scratch: Initialization & regularization

Stochastic Gradient Descent (SGD) Seminar 3

Self-Attention, Transformers Lab 4: Transformers

Adaptive Optimization Methods Seminar 4

Learning Representations I: Word Vectors, Metric 
Learning

Lab 5: Metric Learning

Adversarial Patterns, Biases, Security, Responsible AI Seminar 5

Graph Neural Networks Lab 6: Graph Neural Networks

Learning Representations II: VAE + diffusion Seminar 6

– Rektorský den –

TBA (Recurrent / Autoregressive / SSM) Hackathon (TBA)

https://cw.fel.cvut.cz/b242/courses/bev033dle/labs/lab3_fromscratch/start
https://cw.fel.cvut.cz/wiki/courses/bev033dle/labs/lab7_gnn/start


Czech Technical University in Prague

Deep Learning (BEV033DLA)  
Lecture 1.  

Recap of ML, Multi-Layer Perceptron

! Machine Learning 

¥ Regression and classification (logistic, multinomial logistic models) 

¥ Test and training losses 

¥ Maximum likelihood 

¥ Bias-Variance trade-off 

¥ Generalization and overfitting 

! Artificial Neuron, MLP, Perceptron 

¥ Universal approximation and capacity



Shallow Learning



Regression
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Training Algorithm
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Predictor y = f (x)
e.g. y = wTx + b Ñ linear model

<latexit sha1_base64="DT8UYhmu8DSyC98YPqmNNJbQF1g="></latexit>

! Assumey statistically depends onx in nature according top! (y|x)

(functional dependence corrupted by noise, uncontrolled e! ects of other inputs)

e.g. y = f ! (x) + ! , ! ! N (0, " 2)

! Training (abstractly):

¥ Training setT = { xi ,yi } N
i =1 i.i.d. from p!

(xi are given somehow andyi is drawn fromp! (y|xi ))
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! Test loss Ñ how well are we predicting?

¥ Could be an application-speciÞc loss (e.g. IoU in detection)

¥ MSE loss (default choice, mathematical convenience):

For a test inputx, L MSE(x) = Ey! p" (y | x )[(y ! f (x)) 2],

then can take a sum overx where we want to predict (not essential here)

¥ Performance of the predictor, not of the algorithm, it depends onT

<latexit sha1_base64="qxWfjjcGB707yb1pi9XO5+jiHuQ="></latexit>x
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Regression: Bias-Variance Decomposition
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Irreducible 
data variance

Learning squared bias Learning variance
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f ! (x) = Ey" p! (y | x )[y] Ñ true mean
<latexit sha1_base64="xh/J+jgKz1XB17kdJs/0tc0d1Rc="></latexit>

øf (x) = ET [f (x)] Ñ average predictor

<latexit sha1_base64="bCgEHCWbb9egn31JCqvTfetyUYc="></latexit>

= Ey! p" (y |x )[(y ! f " (x)) 2]
! "# $

+ ( f " (x) ! øf (x))2
! "# $ + ET [( øf (x) ! f T (x))2]! "# $

Classical Illustration:

Model + learning induce a preferred solution (inductive bias) Ñ it may or may not be good 
for the data at hand
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! How well the Algorithm performs?

¥ In expectation overT :

ET [L MSE(x)] = ET
!
Ey! p" (y | x )[(y ! f T (x))2]

"



Regression: Bias-Variance Decomposition
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! But: 

• Bias depends on the model, learning method and the true dependence 

• Variance depends on the model, learning method and data distribution, but can be reduced 
with more training samples 

! Classical paradigm:  

• Too simple models have high bias  

• Too complex models will overfit to the noise and as a result will have high variance

=> Can regularize instead of complexity control  
    /design the learning to use complexity adaptively



Regression: Training
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µ! (x)

<latexit sha1_base64="fiGffTQ0hwpFVk0EkhjI/XQRoA8="></latexit>

! ! (x)
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Which training criterion to minimize?

! 1) same loss we used to measure the test performance

¥ MSE loss:min!
1
N

! N
i =1 (yi ! f ! (xi )) 2, f ! Ñ parametric predictor

¥ More di! cult with IoU loss

! 2) Likelihood of aProbabilistic Predictor

¥ p! (y | x) Ñ parametric conditional distribution

¥ Maximum Likelihood training:max! p! (T ) = max !
"

i p! (yi | xi )

e.g., for p! (y | x) = pN (y;µ! (x), ! 2
! (x)) ML: min!

#
1
N

!
i

(yi ! µ ! (x i ))
2

2" 2
! (x )

+ log ! ! (x)
$

(coincides with MSE loss when! ! is constant)

Ñ consistent, asymptotically e! cient

¥ Predictor: f (x) = Ey" p! (y |x )[y] = µ! (x),

Ñ mean function of p! (y|x)

! ! (x) Ñ scatter estimate (uncertainty)

! Fundamental Idea in Machine Learning



Classification
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yi s(xi )

MSE
SVM

0-1

Logistic regression

Training loss functions
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! Nature: p! (y,x), y ! Y Ñ Þnite set

¥ Binary classiÞcation: Y = { " 1,1}

! ClassiÞer: x #$s(x) ! R Ñ score, e.g. s(x) = wTx + b

y = f (x) = sign( s(x))
! Test 0-1 loss (error rate):L = E(x,y )" p! [[y %= f (x)]] & 1

N

!
i [[yi %= f (xi )]]

(general decision making:f (x) ! D %= Y, l(y,d), Risk R = E(x,y )" p! [l (y, f (x))] )

! Training criterion?

¥ ! Ð vector of parameters to train

¥ 0-1 loss (error rate) is not Òdi! erentiableÓ

¥ A loss function of the score,e.g.

MSE: L MSE(! ) = 1
N

!
i (yi " s(xi )) 2,

ML approach: Logistic regression

. . .



Classification: Logistic Regression
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! Logistic Regression

¥ Probabilistic ClassiÞer:p(y | x), y ! { " 1,1}

¥ Logistic regression model:log
p(y=1 |x)

p(y= " 1|x)
= s(x)

(score interpretability as log odds + math convenience)
<latexit sha1_base64="HRqs3fG6ttOOY4weebSglHbo64c="></latexit>

! p(y = 1 |x) = 1
1+e! s =: S(s) Ñ logistic sigmoid function

(S! 1(! ) = log !
1! ! Ñ logit function)
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! Multinomial (Logistic) Regression

¥ Y Ñ Þnite set, p(y | x) Ñ categorical distribution

¥ s(x) ! R|Y| Ñ vector of scores (score per class)

¥ Model: log
p(y= k |x)
p(y= l | x)

= sk " sl # p(y = k |x) = esk!
j esj =: softmax( s)k

(same interpretation, independence of irrelevant alternatives)

<latexit sha1_base64="833Drdq/PYiDp2Io+QNCGi6/J9o="></latexit>

! Maximum Likelihood:

¥ L (! ) = !
!

i logp! (yi | xi ) =
!

i log(1 + e! yi s! (x i )) Ñ log. regression loss

¥ ClassiÞer, maximum a posteriori (MAP):y = argmaxy p(y |x) = sign( s(x))



Classification: Multinomial Regression
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! Multinomial (Logistic) Regression

¥ Y Ñ Þnite set, p(y | x) Ñ categorical distribution

¥ s(x) ! R|Y| Ñ vector of scores (score per class)

¥ Model: log
p(y= k |x)
p(y= l | x)

= sk " sl # p(y = k |x) = esk!
j esj =: softmax( s)k

! ML: L (! ) = "
!

i logp(yi | xi ) =
!

i "$ t i , logsoftmax(s(xi ))%" #$ %
<latexit sha1_base64="z26nKL9X6odP7kZW576z7yak7Zs="></latexit>

t i = onehot(y i) e.g., t i =
! 0

1...
0

" <latexit sha1_base64="vsn3j53YM4jSUIMIvNTzhtztaOY="></latexit>

Cross-entropy of categorical
distributionst i and softmax(s(xi ))

<latexit sha1_base64="a3+ehkCMuwLfRuS5Sh5/o0BnIh8="></latexit>

! ClassiÞer

¥ MAP: argmaxk p(y = y |x) = argmax k s(x)k Ñ highest score is most likely prediction



Empirical Risk and Generalization
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! Risk vs. Empirical Risk

¥ Predictor or classiÞerf (x), validation setT of sizeN

¥ Risk: R(f ) = E(x,y )! p" [l (y, f (x))] ! 1
N

!
(x,y )# T l (y, f (x)) =: R ! (f )

How good is this approximation?

! Concentration Inequalities

¥ l(y, f (x)) is random, sum of random numbers tends to Normal distribution.

¥ ChebyshevÕs Inequality:P(|R (f ) " R T (f )| > ! ) <
V[l(y, f (x))]

N ! 2

¥ Hoe! dingÕs Inequality:P(|R (f ) " R T (f )| > ! ) < 2exp
"

"
2N ! 2

! l2

#
,

where! l = lmax " lmin (if loss is bounded)

! What if T is the training set?

¥ Consider choosingf from a setF

¥ Need auniform bound: P(#f $ F |R (f ) " R T (f )| > ! ) < ?



Empirical Risk and Generalization
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! Motivates structured risk:

Learning should minimize combination

of loss and complexity Capacity

underfitting overfitting

Automatic  
capacity selection

<latexit sha1_base64="Eis17mdEZ6HZFNS4RH4gKFexhH4="></latexit>

Training RiskR T
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Upper bound on the true RiskR
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Di! erent bounds exist,B (N, F , ! )
- typically decreases withN as 1!

N
- quickly grows with1! !
- grows with ÒcapacityÓ ofF

(e.g. VC dimension, fat shattering dimension,...)

<latexit sha1_base64="9D6f929OWfJAywKs0bGWU/TNsQc="></latexit>

! Guarantees for the risk while selectingf from a setF ?

¥ Example: Hoe! dingÕs inequality + Union Bound:

P(! f " F |R (f ) # R T (f )| > ! ) < 2|F| exp
!

# 2N ! 2

! l 2

"

¥ For better interpretability, can be converted to the upper bound form:

R(f ) $ R T (f ) + B (N, F ," ) with probability (conÞdence)" over randomT



Neural Networks



Artificial Neuron
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y = ! (a) Ñ activation (neuron output)
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a = wTx + b Ñ pre-activation

Neuron: combination of a linear transform and a non-linear function

! McCulloch-Pitts (MCP) Neuron, 1943: 

• A computational model of the brain 

• Inputs: excitatory or inhibitory and firing or quiet = {-1,0,1} 

• Weights: present / absent connections = {0,1}
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two-layer network
• A two layer network can implement any Boolean 

function (via CNF) Ñ but this may require 
exponentially many neurons 

• Any!finite state machine!can be simulated by a MCP 
neural network with discrete time and feedback 
connections 

Interesting facts:

https://en.wikipedia.org/wiki/Finite-state_machine


Perceptron
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"Devices of this sort are expected ultimately to be capable of concept formation, language 
translation, collation of military intelligence, and the solution of problems through inductive 
logic."

potentiometer

F. Rosenblatt
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! Mark I Perceptron Machine (1958):

¥ Input: 20x20 input (sensory) units

¥ First layer: 512 hidden (association) units, randomly connected

¥ Output layer: 8 units (response), adjustable weights

¥ Sensory and association units have continuous response



Multi-Layer Perceptron
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! Theorem (Cybenko, 1989) Every smooth function on[0,1]n can be approximated

arbitrarily well by a network with sigmoid units and two layers. In other words, given a

smooth functionf : [0,1]n ! R and an! > 0, there is a sum

G(x) =
N!

j =1

" j S(wT
j x + bj )

s.t. |f (x) " G(x)| " ! for all x # [0,1]n .

Remark:

¥ There are also ÒdualÓ universal approximation theorems that restrict the width of the

network (i.e. number of units per layer) and allow arbitrary network depth.

¥ We limit the expressive power once we Þx a network architecture.
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Learning Neural Networks: Generalisation & Overfitting
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! Zang et al. (2018): Understanding deep learning requires rethinking generalization 

(a) learning curves (b) convergence slowdown (c) generalization error growth

Figure 1: Fitting random labels and random pixels on CIFAR10. (a) shows the training loss of
various experiment settings decaying with the training steps. (b) shows the relative convergence
time with different label corruption ratio. (c) shows the test error (also the generalization error since
training error is 0) under different label corruptions.

To gain further insight into this phenomenon, we experiment with different levels of randomization
exploring the continuum between no label noise and completely corrupted labels. We also try out
different randomizations of the inputs (rather than labels), arriving at the same general conclusion.

The experiments are run on two image classiÞcation datasets, the CIFAR10 dataset (Krizhevsky
& Hinton, 2009) and the ImageNet (Russakovsky et al., 2015) ILSVRC 2012 dataset. We test the
Inception V3(Szegedy et al., 2016) architecture on ImageNet and a smaller version of Inception,
Alexnet (Krizhevsky et al., 2012), and MLPs on CIFAR10. Please see Section A in the appendix for
more details of the experimental setup.

2.1 FITTING RANDOM LABELS AND PIXELS

We run our experiments with the following modiÞcations of the labels and input images:

¥ True labels: the original dataset without modiÞcation.

¥ Partially corrupted labels: independently with probabilityp, the label of each image is
corrupted as a uniform random class.

¥ Random labels: all the labels are replaced with random ones.

¥ Shufßed pixels: a random permutation of the pixels is chosen and then the same permuta-
tion is applied to all the images in both training and test set.

¥ Random pixels: a different random permutation is applied to each image independently.

¥ Gaussian: A Gaussian distribution (with matching mean and variance to the original image
dataset) is used to generate random pixels for each image.

Surprisingly, stochastic gradient descent with unchanged hyperparameter settings can optimize the
weights to Þt to random labels perfectly, even though the random labels completely destroy the
relationship between images and labels. We further break the structure of the images by shufßing
the image pixels, and even completely re-sampling random pixels from a Gaussian distribution. But
the networks we tested are still able to Þt.

Figure 1a shows the learning curves of the Inception model on the CIFAR10 dataset under vari-
ous settings. We expect the objective function to take longer to start decreasing on random labels
because initially the label assignments for every training sample is uncorrelated. Therefore, large
predictions errors are back-propagated to make large gradients for parameter updates. However,
since the random labels are Þxed and consistent across epochs, the network starts Þtting after going
through the training set multiple times. We Þnd the following observations for Þtting random labels
very interesting: a) we do not need to change the learning rate schedule; b) once the Þtting starts,
it converges quickly; c) it converges to (over)Þt the training set perfectly. Also note that Òrandom
pixelsÓ and ÒGaussianÓ start converging faster than Òrandom labelsÓ. This might be because with
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Experiment:

¥ CIFAR10 Dataset:! 5á104 training images (32x32), 10 classes

¥ Network with ! 105 parameters

¥ The network learned by SGD and additional

regularization (data augmentation dropout, etc.)

¥ Archived> 95% test accuracy

¥ Capacity tests:

- train with random labels

- shu! e pixels, same in all images

- shu! e pixels in each image

- Random Gaussian pixels with statistics matching the image mean and variance

Training Loss


