
DEEP LEARNING (SS2024)
EXAM T1 (120 MIN / 21P)

Assignment 1 (Partially supervised learning 4p). We want to train a feedforward classi-
fier network to output the posterior class probabilities p(y |x), y ∈ {1, . . . , k} for given
feature vectors x. Therefore, it has softmax as activation function in its last layer.

However, the training data T m provide incomplete class information only. Each example
xj comes along with a subset Aj of classes to which it belongs. I.e., yj is unknown but
belongs to the set Aj . The probability of the unknown label yj belonging to the set Aj

according to the model is
∑

y∈Aj
p(y |x).

a) Define the training loss for a single training example (x,A) as its negative log-likelihood
and express it as a function of the scores.

b) Compute the gradient of the loss term w.r.t. the scores.

c) Express the gradient in terms of predictive class probabilities.

Assignment 2 (KL divergence 3p). Compute the Kullback-Leibler divergence of the two
univariate normal distributions N (µ1, 1) and N (µ2, 1).

Assignment 3 (Normalization and SGD 4p). Normalization is often employed in neural
networks (batch norm, layer norm, normalized features in representation learning). The
result of the normalization is invariant to the scale of the weights in the preceding layer.
Consider the normalization operation ϕ = y

∥y∥ , where y ∈ Rn.

a) Compute its Jacobian matrix J = dϕ
dy

. Write the expression for Jij in coordinates or in
vector notation.

b) Assume that the gradient of the loss in ϕ is g = dL
dϕ

∈ Rn. Write the chain rule for the
gradient of the loss in y. Show that the direction of this gradient is invariant to ∥y∥ but its
magnitude is not. Conclude that the scale of y matters for the training dynamics.

Assignment 4 (Proximal p-norm Step 4p). Let the loss function L(θ) be linearly ap-
proximated around θ0 as L(θ0 + ∆θ) ≈ L(θ0) + ⟨g,∆θ⟩. Recall that the p-norm is
∥x∥p = (

∑
i |xi|p)

1
p . Solve the following proximal problem (a step of the p-norm steepest

descend):

min
∆θ

(
⟨g,∆θ⟩+ λ∥∆θ∥pp

)
. (1)

Note that p-norm is taken to the power p. Check your solution for the case p = 1.

Assignment 5 (Initialization 3p). To ensure good signal propagation in training (i.e. avoid-
ing vanishing or exploding gradients) initialization is important. Assume that xi ∼
N (µ, ν2) and wi ∼ N (0, σ2) for i = 1 . . . n are independent. Compute the mean and
variance of wTx.
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Assignment 6 (Dropout 3p). Consider a neuron y = wTx, where x ∈ Rn. Its weights
should be trained with dropout regularisation. This means that the components of the
input vector x are randomly dropped with probability 1− p at training time.

a) Define the neuron output y with randomly dropped input components by introducing
random dropout variables.

b) In contrast, we use all inputs at test time. Compute the necessary rescaling of the
inputs.

c) Move the rescaling to the training time so that at test time we can perform y = wTx.
(Hint: This can be achieved by redefining the values of the dropout variables.)
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