
Czech Technical University in Prague

Advanced Deep Learning (BEV033DLA)  
Lecture 8 

Adaptive Optimization Methods

✦ Loss Landscape 

• Local optimization in high dimension 

✦ Reparameterizations 

• Change of Basis 

• Neural Teleportation, Path SGD, Natural Gradient 

✦ Adaptivity by Normalization 

• Trust Region Problem, Adam-like methods



Loss Landscape



Local Minima
4✦ There are several reasons for local minima 

• Symmetries (Permutation invariances) 
- Fully connected layer with n hidden units:  
n! permutations 
- Convolutional layer with c channels:  
c! permutations 
- In a deep network many equivalent local minima,  

but all of them are equally good -- no need to avoid 

• Loss function is a sum of many non-convex terms:
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<latexit sha1_base64="DQJNgyPVIxlDawD2wBcfDYu8cGg="></latexit>

often convex non-linear
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Stationary Points in High Dimensions
5

saddle point
2D1D

local min

local max

inflection (saddle)

<latexit sha1_base64="IWMISks8SjUfxQG/LnYlC4w4xn0="></latexit>

Let f(x) : Rn æ R – di�erentiable,
Stationary point: the gradient at x is zero
Saddle point: the gradient at x is zero but not a local extremum

<latexit sha1_base64="Sr9hXWF/MtQG8Ai0g2M+eaZYA7I="></latexit>

Let f(x+�x) ¥ f(x)+J�x+�x
T
H�x

Let H have eigenvalues ⁄1, . . .⁄n

Index: – — the fraction of negative eigenvalues
– = 0 ∆ local minimum
– = 1 ∆ local maximum
0 < – < 1 ∆ saddle point

<latexit sha1_base64="VC0LXUFfJ4bjOroFiBYK1zIHOTw="></latexit>

⁄1 > 0

<latexit sha1_base64="fp69op1SdEmxGrdkq71q7u6BghQ="></latexit>

⁄2 < 0
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Stationary Points in High Dimensions
6

✦ Insights from Theoretical Physics --- Gaussian Random Fields: 
• local minima are exponentially more rare than saddle points 

• they become likely at lower energies (loss values) 

Eú
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–
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average energy of a st. point

Index  
(fraction of  negative 

  eigenvalues)

[Bray & Dean (2007) The statistics of critical points of Gaussian fields on large-dimensional spaces]

<latexit sha1_base64="vExSUrJDYYR551srxwPzXJqOdKg="></latexit>
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E ≠Eú

Asymptotic relation for small alpha:
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CIFAR-10

MNIST

Stationary Points in High Dimensions
7✦ Experimental Confirmations in Neural Networks

Geometry of Neural Networks
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(a) Index of critical points versus energy (b) Energy of minimizers versus parameters/data points

Figure 6. Empirical observations of the distribution of critical points in single-hidden-layer tanh networks with varying ratios of param-
eters to data points, �. (a) Each point represents the mean energy of critical points with index ↵, averaged over ⇠200 training runs. Solid
lines are best fit curves for small ↵ ⇡ ↵0|✏� ✏c|3/2. The good agreement (emphasized in the inset, which shows the behavior for small
↵) provides support for our theoretical prediction of the 3/2 scaling. (b) The best fit value of ✏c from (a) versus �. A surprisingly good fit
is obtained with ✏c = 1

2 (1� �)2. Linear networks obey ✏c = 1
2 (1� �). The difference between the curves shows the benefit obtained

from using a nonlinear activation function.

We discard any run for which the final Jg > 10�6;
otherwise we record the final energy and index.

We consider relatively small networks and datasets in
order to run a large number of experiments. We train
single-hidden-layer tanh networks of size n = 16, which
also equals the input and output dimensionality. For each
training run, the data and targets are randomly sampled
from standard normal distributions, which makes this
a kind of memorization task. The results are summa-
rized in fig. 6. We observe that for small ↵, the scaling
↵ ⇡ |✏ � ✏c|

3/2 is a good approximation, especially for
smaller �. This agreement with our theoretical predictions
provides support for our analytical framework and for the
validity of our assumptions.

As a byproduct of our experiments, we observe that the
energy of minimizers is well described by a simple func-
tion, ✏c = 1

2 (1� �)2. Curiously, a similar functional form
was derived for linear networks (Advani & Ganguli, 2016),
✏c = 1

2 (1 � �). In both cases, the value at � = 0 and
� = 1 is understood simply: at � = 0, the network has
zero effective capacity and the variance of the target distri-
bution determines the loss; at � = 1, the matrix of hidden
units is no longer rank constrained and can store the entire
input-output map. For intermediate values of �, the fact
that the exponent of (1 � �) is larger for tanh networks
than for linear networks is the mathematical manifestation
of the nonlinear network’s better performance for the same
number of parameters. Inspired by these observations and
by the analysis of Zhang et al. (2016), we speculate that
this result may have a simple information-theoretic expla-
nation, but we leave a quantitative analysis to future work.

7. Conclusions
We introduced a new analytical framework for studying
the Hessian matrix of neural networks based on free
probability and random matrix theory. By decomposing
the Hessian into two pieces H = H0 + H1 one can
systematically study the behavior of the spectrum and
associated quantities as a function of the energy ✏ of a
critical point. The approximations invoked are on H0 and
H1 separately, which enables the analysis to move beyond
the simple representation of the Hessian as a member of
the Gaussian Orthogonal Ensemble of random matrices.

We derived explicit predictions for the spectrum and
the index under a set of simplifying assumptions. We
found empirical evidence in support of our prediction
that that small ↵ ⇡ |✏ � ✏c|

3/2, raising the question of
how universal the 3/2 scaling may be, especially given the
results of (Bray & Dean, 2007). We also showed how
some of our assumptions can be relaxed at the expense of
reduced generality of network architecture and increased
technical calculations. An interesting result of our numeri-
cal simulations of a memorization task is that the energy of
minimizers appears to be well-approximated by a simple
function of �. We leave the explanation of this observation
as an open problem for future work.
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„ = #parameters
#samples

<latexit sha1_base64="5+0N5Dw6ock0r3emzn12/6aPohw="></latexit>

[Pennington & Bahri 2017]

• 1 hidden layer 
• good agreement for small alpha (as expected) [Dauphin et. al. 2017]

[Pennington & Bahri (2017) Geometry of Neural Network Loss Surfaces via Random Matrix Theory]
[Dauphin et. al. (2017) Identifying and attacking the saddle point problem in high-dimensional non-
convex optimization]
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Stationary Points in High Dimensions



High Dimensionality Helps Optimization
8

[Choromanska et al. (2015):  
The Loss Surfaces of Multilayer Networks]

• =

Network Size as Capacity Control?

In Search of the Real Inductive Bias: On the Role of Implicit Regularization in Deep Learning
Behnam Neyshabur, Ryota Tomioka, Nathan Srebro. 

TTI-Chicago

Implicit Regularization

Matrix Factorization Analogy

Network Size as Inductive Bias?

• Computationally intractable even for small networks: Even if target can be 
exactly represented by a network with a single hidden layer and log(𝑑) units, 
no poly-time for learning even using much larger networks (or any other 
representation).�/

• Being representable by NN is not enough as an inductive bias: In fact, any 
𝑂 𝑇 time computable function can be represented by 𝑂 𝑇2 size network 
(Sipser, 2006).�.

Without any regularization, even with zero training error (and zero 
approximation error), increasing the number of hidden units reduces
estimation error.

a) Reducing #samples: Reducing the size of training set to 2000.
b) Censoring Labels: Switching the labels to the predictions of a network with a small number 
𝑯𝟎 of hidden units that is trained on the entire dataset (training+validation+test).

c) Label Noise: Adding 5 percent noise to the labels.

What is happening here? A possible explanation:
Implicit regularization introduced by the optimization.
Converging �š�}�������P�o�}�����o���}�‰�š�]�u�����Á�]�š�Z���^low complexity�_�U���‰���Œ�Z���‰�•����low norm.

Insights from a simpler model: linear activations

Trace-norm as an inductive  bias:   𝑊 𝑡𝑟 = min𝑊=𝑈𝑉
1
2
( 𝑈 𝐹2 + 𝑉 𝐹2)

Infinite Size, Bounded Norm Networks

A simple experiment: Learning a feed-forward network with a single 
hidden layer without any regularization.

We expect: �E���š�Á�}�Œ�l���^�]�Ì���X⟹ ���‰�‰�Œ�}�Æ�]�u���š�]�}�v�����Œ�Œ�}�Œ���Y, ���•�š�]�u���š�]�}�v�����Œ�Œ�}�Œ�X

How can we explain this phenomenon?

𝑧 𝑖 = ∑𝑣 𝑖, 𝑘 𝑥 𝑖

𝑥[1]

𝑥[2]

𝑥[3]

𝑥[𝑑]

⋯

𝑦 𝑗 = ∑𝑢 𝑘, 𝑗 𝑧 𝑘 𝑦 = 𝑈 ⋅ 𝑉𝑥 = 𝑊𝑥
𝑧
𝑊 = 𝑈𝑉

𝑟 hidden units ⇔ 𝑟𝑎𝑛𝑘 𝑊 ≤ 𝑟

Matrix Factorization Low 𝒓: intractable Trace-norm Higher rank  lower trace-norm better generalization

Feed-forward Networks Low 𝒓:   intractable Some norm? More hidden units lower norm better generalization?

Minimum norm: Infinite-sized networks?

Theorem 1. For a feed-forward network with a single hidden layer, weight 
decay (i.e. regularizing ∑𝑒∈𝐸 𝑤(𝑒)2) is equivalent to bounding the L2 norm of 
the incoming weights to each hidden unit and regularizing the L1  norm of the 
incoming weights to the output unit.

Corollary. As long as 𝑟 > #𝑠𝑎𝑚𝑝𝑙𝑒𝑠, weight decay regularized network is 
equivalent to convex NN (Bengio et al., 2005)

The fact that we can present data with a small network is 
NOT enough to ensure that we can learn it efficiently. 

Why do we succeed in learning using neural networks?
What property (inductive bias) makes them possible to learn?

Could we bound the capacity of a bounded-norm network 
with infinite number of hidden units?

Group-norm regularization. For any directed graph 𝐺, consider the following 
norm:

𝐿𝑝,𝑞 𝐺 =  
𝑣∈𝑉

 
𝑢→𝑣 ∈𝐸

𝑤 𝑢 → 𝑣 𝑝
𝑞
𝑝
1/𝑞

Theorem 2. For any 1 ≤ 𝑝 ≤ 2, if 1
𝑝
+ 1
𝑞
≥ 1, can bound the sample complexity 

required for learning, even if unbounded (infinite) number of units, as long as 
𝐿𝑝,𝑞 bounded, as:

sample complexity ∝ 𝟐𝑳𝒑,𝒒
𝒅

𝟐𝒅

and this is tight up to multiplicative factors multiplying 𝑑 (i.e. up to replacing 𝑑
with C𝑑 for some constant 𝐶).

Examples:
• 𝑝 = 𝑞 = 2 weight decay
• 𝑝 = 𝑞 = 1 overall sum of absolute weights
• 𝑝 = 1, 𝑞 = ∞ per unit ℓ1 norm
• If 1

𝑝
+ 1
𝑞
< 1, class of NN of depth ≥ 3 with unbounded #units and bounded 

𝐿𝑝,𝑞 has infinite capacity. 
--------------------------------------------------------------------------------------------------------
Norm-Based Capacity Control in Neural Networks.
Behnam Neyshabur, Ryota Tomioka, Nati Srebro.
!"#$%&'"$()*+#,#*-#$)*$.#/,*0*1$!"#),2$3(4.!5, 2015 (to appear).

CIFAR-10MNIST

MNIST

Reducing #Samples Reducing #Samples
+ Censoring Labels

Reducing #Samples
+ Censoring Labels
+ Label Noise

CIFAR-10

MNIST

𝐻0 = 4 𝐻0 = 4

𝐻0 = 16 𝐻0 = 16

[Neyshabur (2015)]

Histogram of SGD trials (MNIST)

! Summary: 
¥ Local minima are rare and appear to be good enough  
¥ But we need (highly) over-parameterized models to have this easy training 
¥ We hope that over-parameterized models will still generalize well 
¥ Maybe, optimization should worry a bit about efficiency around saddle points

Achieve 0 training error  
with sufficiently large networks

7

✦ Summary: 

• local minima are rare amongst stationary points 

• in over-parameterized mode the optimization is easier  

• we can still obtain good generalization through inductive biases 

• The remaining challenge of optimization is handling imbalanced curvature in high 
dimensions



Modes Connectivity
8✦ Good solutions can be often connected by a path: 

• low loss/ high accuracy along the path 

• there could be many such paths in different dimension 

plane through  
3 independent solutions   

(different seeds)

plane through 2 solutions and a found connecting path

The l2-regularized cross-entropy train loss surface of a ResNet-164 on CIFAR-100

[Garipov et al. 2018]

✦ Large models (LLM, DINO, CLIP) have similar properties 

• often even the convex combination of (fine-tuning) solutions works [Wortsman et 
al. 2022] 

✦ Thanks to over-parameterization, optimization is easier and the set of solutions is 
large (high-dimensional, connected)



Reparameterizations



Recall: GD Under Reparameterization
10

<latexit sha1_base64="uK+GRx611/6Ln+odVmezoXyOlGE="></latexit>

! Example 2:min
w

1
2wTHw

¥ ! f = Hw
¥ GD: wt +1 = wt " ! ! w f
¥ Reparameterize:÷w = H

1
2w # min ÷w

1
2$ ÷w$2

¥ GD in ÷w is equivalent to:wt +1 = wt " ! H ! 1! f

<latexit sha1_base64="1kniez8FRMG2B620+8lqPETpRMo="></latexit>

! Example 1: ÷w = sw
¥ Reparameterized function:g( ÷w) = f ( ÷w

s ) = f (w)
¥ Gradient: ! ÷wg( ÷w) := 1

s! w f (w)
¥ GD in ÷w is equivalent to:wt +1 = wt " ! 1

s2! w f (wt )

<latexit sha1_base64="Gl2sBarHtnVFA4M3CPhqTfSDarg="></latexit>

Let f : Rn ! R
! Change of coordinates (linear reparameterization)÷w = Aw

¥ Reparameterized function:g( ÷w) := f (A! 1 ÷w) = f (w)
¥ Gradient: " ÷wg( ÷w) = " ÷w f (A! 1 ÷w) = A! 1" w f (w)
¥ SatisÞes:#" ÷wg( ÷w), ÷w$= #" w f (w),w$
¥ GD in reparameterized coordinates:

÷wt +1 = ÷wt %! " ÷wg( ÷wt )
is equivalent to preconditioned GD:
wt +1 = wt %!

!
ATA

" ! 1
" w f (wt )



Gradient Descent under Reparameterization

12! In ReLU networks we can rescale the weights without affecting the output:

! Can lead to completely different SGD behavior

X1

X2

X3

! s
<latexit sha1_base64="9j3u7EHw50Njs2ERIhDlNppBG2k="></latexit>

! 1
s

<latexit sha1_base64="XAyogyECMCKELj3LQ0zC8XI0GVI="></latexit>

¥ ReLU units are1-homogenous:
for s > 0: ReLU(sx) = max(0 ,sx) = smax(0,x)

¥ Can rescale inputs and outputs of each unit
(channels in conv networks)

<latexit sha1_base64="oZKigm2JVqIGn1cB6dz1MfITQ5Q="></latexit>

<latexit sha1_base64="wkisZmMd1ZJ6YGWWj0A0yazUW8w="></latexit>

f (Aw) = f (w), but ! f (Aw )
! w != ! f (w )

! w

! Importance of weight initialization: 

¥ controls forward statistics (prevent activations from saturating) 

¥ controls effective local learning rate

<latexit sha1_base64="jKqp1+ccgbgsZvKf78G0YUCcQnU="></latexit>

! w3 ! 10! 2

<latexit sha1_base64="yTXGkTyko8cPVFzd0NJV89RQz9M="></latexit>

! w2 ! 104

<latexit sha1_base64="QN/ntgCiAJRMyDQlKo79qFsOigU="></latexit>

! w1 ! 10! 2

<latexit sha1_base64="z7C/fgIRF+3N7zTUJRSO8+/Ol6Y="></latexit>w3

<latexit sha1_base64="ydxuX8IJoyQ/5unnlujkplhdYXk="></latexit>w2

<latexit sha1_base64="9ntKKxh8oH/+8/FbNQz45jVGacM="></latexit>w1

! Another good example is BN: forward is invariant to weight scale, but backward is not

<latexit sha1_base64="zaNLVTHbE8DUy80CtiTLUBUzJIE="></latexit>

! ÷w1 ! 10! 2

<latexit sha1_base64="Rc82/3NCPGoLFU4RWXRD6xTphc8="></latexit>

! ÷w2 ! 104

<latexit sha1_base64="gqoNBJbbg08ebtlZYu/+C8dhVfE="></latexit>

! ÷w3 ! 10! 2
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✦ Unbalanced initialization (like in the example above): 

• pre-activation statistics are changed, but this has no effect 

• preconditioning of GD, changing the local learning rate

Example: Network Reparameterizations

[Neyshabur et al. (2015) Path-SGD: Path-Normalized Optimization in Deep Neural Networks]

Gradient Descent under Reparameterization

12! In ReLU networks we can rescale the weights without affecting the output:

! Can lead to completely different SGD behavior

X1

X2

X3

! s
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! 1
s
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¥ ReLU units are1-homogenous:
for s > 0: ReLU(sx) = max(0 ,sx) = smax(0,x)

¥ Can rescale inputs and outputs of each unit
(channels in conv networks)
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<latexit sha1_base64="wkisZmMd1ZJ6YGWWj0A0yazUW8w="></latexit>

f (Aw) = f (w), but ! f (Aw )
! w != ! f (w )

! w

! Importance of weight initialization: 

¥ controls forward statistics (prevent activations from saturating) 

¥ controls effective local learning rate
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! w3 ! 10! 2
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! w2 ! 104
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! w1 ! 10! 2
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! Another good example is BN: forward is invariant to weight scale, but backward is not

Gradient Descent under Reparameterization

12! In ReLU networks we can rescale the weights without affecting the output:

! Can lead to completely different SGD behavior

X1

X2

X3

! s
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! 1
s
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¥ ReLU units are1-homogenous:
for s > 0: ReLU(sx) = max(0 ,sx) = smax(0,x)

¥ Can rescale inputs and outputs of each unit
(channels in conv networks)
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f (Aw) = f (w), but ! f (Aw )
! w != ! f (w )

! w

! Importance of weight initialization: 

¥ controls forward statistics (prevent activations from saturating) 

¥ controls effective local learning rate
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! Another good example is BN: forward is invariant to weight scale, but backward is not

✦ Example:

<latexit sha1_base64="Svo9nt3KjLQ4+IX17iWIFVztIHE="></latexit>

! Special case,
¥ mappingw !" ÷w, preserving the function value:f ( ÷w) = f (w)

<latexit sha1_base64="+Wh3Qha0n8A2UMQIyWrBF5AhmXw="></latexit>

¥ ReLU activation function is1-homogenous
for s > 0 ReLU(sx) = max(0 ,sx) = smax(0,x)

¥ scale can be di! erent per unit (per channel in conv network)
¥ f ( ÷w) = f (w)
¥ df ( ÷w)

d ÷w = df (w)
dw

dw
d ÷w



<latexit sha1_base64="0kPPFSh3eXXjhHR8OaX1eH8vi5k="></latexit>

! We know why GD changes:
¥ Gradient: dg( ÷w)

d ÷wij
= df (w)

dw ij

! i
! j

¥ GD equivalent to:wt +1
ij = wt

ij ! !
! ! i

! j

" 2
" wij f (wt )

di! erent (randomized) learning rates per weight

12

(*) Example: Neural Teleportation
Neural Teleportation

Figure 1: (a) Network quiver Q as introduced by Armenta and Jodoin (2020). (b) Neural
network based onQ with weights W and activation functions f . Input, hidden,
bias, and output neurons are in yellow, gray, orange and red, respectively. (c)
Same neural network but with a change of basis (CoB)! ! at each neuron". (d)
Neural teleportation of the weights attached to neurond. The resulting activation
function is gd(x) = ! df d(x/ ! d).

Our Þndings can be summarized as follows:

1. Neural teleportation can be used to explore loss level curves;

2. Micro-teleportation vectors have the property of being rigorously perpendicular to
back-propagated gradients computed with any kind and amount of labeled data, even
random data with random labels;

3. Neural teleportation changes the ßatness of the loss landscape;

4. The back-propagated gradients of a teleported network scale with respect to the scal-
ing factor;

5. Randomly teleporting a network before training speeds up gradient descent (with and
without momentum). Actually, we also found that one teleportation can accelerate
training even when used at the middle of the training.

2. Neural teleportation

In this section, we explain what neural teleportation is and the implications it has on
the loss landscape and the back-propagated gradients. For more details on the theoretical
interpretation of neural networks according to quiver representation theory, please refer to
the work of Armenta and Jodoin (2020).

2.1 Isomorphisms and Change of Basis (CoB)

Neural networks are often pictured as oriented graphs. Armenta and Jodoin (2020) show
that neural network graphs are a speciÞc kind of quiver with a loop at every hidden node.
They call these graphsnetwork quivers (c.f. Fig. 1(a)). They also mention that neural
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! Neural Teleportation is a change of basis:
¥ assign scale! to each neuron (at random)
¥ change weights as÷wi ! j = ! j

! i
wi ! j

¥ change activation function as÷" (x) = ! i " ( x
! i

)
¥ the resulting networkg( ÷w) with activations ÷" is equivalent

to the original networkf (w) with activations"

✦ Can change flatness of minima and learning dynamics (improves?):

Neural Teleportation

Figure 12: Validation accuracy for VGG [Left] and ResNet[Right]. We plot two curves for
each model, the orange curves are the usual SGD training and the blue curves
are SGD with one teleportation at epoch 30.

Figure 13: Validation accuracy for ResNet [Left] and DenseNet[Right]. We plot four curves
for each model each one corresponding to applying one teleportation at epoch
30 with di ! erent CoB-ranges.

network once at epoch 30. We can clearly see the jump in accuracy right after the telepor-
tation in Fig. 12. And in Fig. 13 we compare the training curve of a model with a training
were we teleport once at epoch 30 with di! erent CoB-ranges of 0.7, 0.8 and 0.9. We can see
how the bigger the Cob-range the higher the impact on validation accuracy. Experiments
of Figs. 12 and 13 where run with a learning rate of 0.0001 on CIFAR-10.

6. Conclusion

In this paper, we provided empirical evidence that neural teleportation can project the
weights (and the activation functions) of a network to an inÞnite amount of places in the
weight space while always preserving the network function. We show that : (1) network
teleportation changes the feature maps learned by a network (Fig. 2); (2) It can be used to
explore loss level curves; (3) Micro-teleportation vectors are always perpendicular to back-
propagated gradients (Fig. 4); (4) teleportation reduces the landscape ßatness (Fig. 3) and
increases the magnitude of the normalized local gradient (Figs. 6 and 13) proportionally to
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Armenta and Judge et al

Figure 5: (a) Loss/accuracy proÞles obtained by linearly interpolating between two opti-
mized MLP A and B . Network A is for x = 0 and B for x = 1 (green vertical
lines). Dotted lines are for training and solid lines for validation. Remaining plots
are similar interpolations but between teleported versions ofA and B with CoB
range ! of (b) 0.6, (c) 0.9, and (d) 0.99.

Figure 6: Mean absolute di! erence (± std-dev) between the back-propagated gradientsÕ
magnitudes of teleported networks and their original non-teleported network.
Larger CoB generate larger gradients. Results are for CIFAR-10. Plots for these
same models on CIFAR-100 can be found in the appendix.

measures for ßatness can be manipulated to obtain a sharper minimum with the exact same
network function. We empirically show that neural teleportation systematically sharpens
the found minima, independently of the architecture or the activation functions.

A commonly used method to compare the ßatness of two trained networks is to plot the
1D loss/accuracy curves on the interpolation between the two sets of weights. It is also well
known that small batch sizes produce ßatter minima than bigger batch sizes. We trained
on CIFAR-10 a 5 hidden-layer MLP two times, Þrst with a batch size of 8 (networkA) than
with a batch size of 1024 (networkB ). Then, as done by Li et al. (2018), we plotted the 1D
loss/accuracy curves on the interpolation between the two weight vectors of the networks
(c.f. Fig. 5(a)). We then performed the same interpolation but between the teleportation of
A and B with CoB-ranges ! of 0.6, 0.9, and 0.99. As can be seen from Fig. 5, the landscape
becomes sharper as the CoB-range increases. Said otherwise, a larger teleportation leads
to a locally-sharper landscape. More experiments with other models can be found in the
appendix.

5. Optimization
In the previous section, we showed that teleportation moves a network along a loss level
curve and sharpens the local loss landscape. In this section, we show that teleportation
increases the magnitude of the local normalized gradient and accelerates the convergence
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[Armenta et al. (2021) Neural Teleportation]

before teleport after teleport teleport at epoch 30, ResNet on CIFAR10
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Challenges
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✦ Perfect optimization algorithm : 

• First order (using gradients only) 

• invariant to reparameterizations 

• effectively dealing with curvature differences 

• efficient to compute 

✦ What we can get:  

• Try achieving good conditioning by the architecture design 

- normalizations 

- residual connections  

- layer combinations (like inception) 

• Design an optimizer satisfying FO and efficiency requirements 

- partial / approximate invariances /robustness 

- approximately accounting for curvature 

- might need adjusting local learning rates per architecture design



15

Proximal problem: p-norm SGD
<latexit sha1_base64="QKx8wuMeEBbFI2crk61N1H2+m1c="></latexit>

! LetÕs revisit how we Þnd the step! ! for SGD:

¥ ApproximateL (! t + ! ! ) ! L (! t ) + J ! !

¥ This linear approximation is local

! Find the step by solving theproximal problem :

min
! !

!
J ! ! +

1
2"

" ! ! " 2
2

"

0 = d
d! ! = J + 1

" ! ! T

! ! = # " J T

! t +1 = ! t # " J (! t )T Ð common SGD

! p-norm SGD,p > 1:

min
! !

!
J ! ! +

1
p"

" ! ! " p
p

"

! ! i = # " sign(Ji )|Ji |
1

p! 1 Ñ di ! erent implicit regularization



Roadmap
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! Proximal step problem :

! t +1 = argmin !

!
!" L , ! # ! t $+ 1

" D (! , ! t )
"

¥ D(! , ! t ) = %! # ! t %2 #& SGD

¥ D(! , ! t ) = %! # ! t %p
p #& p-norm SGD

¥ D(! , ! t ) Ð path norm #& PathSGD

¥ D(! , ! t ) Ð KL divergence#& Natural Gradient #& KFAC, . . .

! Trust region problem :

! t +1 = argmin !

!
!" L , ! # ! t $

"
s.t. D (! , ! t ) ' "

¥ D(! ! ) = %! # ! t %! #& Adagrad, RMSProp,Adam

¥ D(! , ! t ) = %! # ! t %" Ñ spectral matrix norm for weight tensors#& Muon



<latexit sha1_base64="knHRJb1KTRncKO4rBHWDW0pG/SQ="></latexit>

! Idea: consider path-based divergence:

D(w,wt ) =
! "

path !

! #
edgee! ! we !

#
edgee! ! wt

e

$p$ 2
p

invariant to rescaling (of both arguments)
! Proximal step:

wt +1 = wt + argmin
! w

%
"# wf (wt ), ! w$+ 1

2" D (wt + ! w,wt )
&

! w equivariant to rescaling Ñ
it does not matter in which reparameterization we make steps,
we get equivalent sequences (and performance)

17

(*) Path-SGD

[Neyshabur et al. (2015) Path-SGD:  
Path-Normalized Optimization in Deep Neural Networks]

Path-SGD

15! In ReLU networks we can rescale the weights without affecting the output:

[Neyshabur et al. (2015) Path-SGD : Path-Normalized Optimization in Deep Neural Networks] 

X1

X2

X3

! s
<latexit sha1_base64="9j3u7EHw50Njs2ERIhDlNppBG2k="></latexit>

! 1
s

<latexit sha1_base64="XAyogyECMCKELj3LQ0zC8XI0GVI="></latexit>

! Path-SGD considers metric invariant to equivalent transformations

Prox. problem:

¥ An efficient approximate solution is found 

! Outcomes: 

¥ Invariant (robust due to approximation) to all inner rescaling 

¥ Specialized for ReLU networks 

¥ Probably no substantial advantage in case the initialization is good

Path

✦ Limitations: 

• Hard to solve exactly =>  
efficient approximation (equivariance preserved) 

• Specialized to ReLU / Leaky ReLU networks 

• Architecture-specific

Table 1: General information on datasets used in the experiments.

Data Set Dimensionality Classes Training Set Test Set
CIFAR-10 3072 (32! 32color) 10 50000 10000
CIFAR-100 3072 (32! 32color) 100 50000 10000

MNIST 784 (28! 28grayscale) 10 60000 10000
SVHN 3072 (32! 32color) 10 73257 26032
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Figure 2:Learning curves using different optimization methods for 4 datasets without dropout. Left panel displays
the cross-entropy objective function; middle and right panels show the corresponding values of the training and test
errors, where the values are reported on different epochs during the course of optimization. Best viewed in color.

(10000 randomly chosen points that are kept out during the initial training) and picked the one that reaches
the minimum error faster. We then trained the network over the entire training set. All the networks were
trained both with and without dropout. When training with dropout, at each update step, we retained each

7



Natural Gradient
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<latexit sha1_base64="8ji+G8IjhtfcdDiGRKVlJ4W/q/I="></latexit>

! Setup:

¥ Probabilistic predictorp! (y|x)

¥ Maximum likelihood learning:L (! ) = ! E(x,y )! p" logp! (y|x) " min!

! Proximal problem:

min
! !

!
#$ ! L (! t ), ! ! %+ 1

" Ex ! p"

"
DKL (p! t (á|x) &p! t + ! ! (á|x))

#

$ %& '
invariant to reparameterizations

(

¥ optimal step! ! is equivariant to reparameterizations

¥ If " " 0 then ! ! " 0 and

Ex ! p"

"
DKL (p! t (á|x) &p! t + ! ! (á|x))

#
" 1

2! ! TF (! t )! ! + o(&! ! &2) Ð locally quadratic,

whereF is the (expected) Fisher information matrix:

F (! ) = Ex ! p"
)
Ey! p! (y |x )

)
ggT

**
, whereg = d logp! (y |x )

d!

Natural Gradient step:! ! = ! " F (! t )# 1$ ! L (! t )

! Practical aspects:

¥ needs only gradients for estimation, unstable if too stochastic

¥ F is a large matrix Ñ cannot maintain and invert (diagonal, KFAC approximations)
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! Similar to proximal problem, but constrained optimization form:

min
! ! x ! 2" !

!
f (x0) + J ! x

"

Equivalent to:

max
" # 0

min
! x

#
J ! x + ! (! ! x! 2

2 " "2)
$

Step direction:! x = " 1
2" J T

! ! xT! 2 = "2 # ! = 1
2! ! J ! 2

Trust region step:! x = " " J T

! J ! 2

Trust Region Problem

17

<latexit sha1_base64="O5SjC3r2VvJXniS972wGZ/7UEl4="></latexit>

! J T

<latexit sha1_base64="ZSjVUN3fi22QMA69BiLQmWxyDZ8="></latexit>

! ! J T

! J !

x1
<latexit sha1_base64="NwyuOJNSp5rzXa0rU6w2Mr17TXE="></latexit>

x2
<latexit sha1_base64="Tnyr5lm/SNp8y7IYsMcKn6fPgL4="></latexit>

Trust region
<latexit sha1_base64="LcqF5A1NdZAaj+6C6Ww1c6boMkQ="></latexit>

! ! x! " !

¥ We can choose the metric / trust region differently from Euclidean 

¥ The step length is controlled explicitly and is invariant to gradient magnitude

19

<latexit sha1_base64="/UEMaWB3kf5hzJR9tCfIESLuedY="></latexit>

! How does it behave under change of basis?

¥ In reparameterized coordinates:÷x = sx, ÷J = 1
sJ , ÷! x = ! ! ÷J

! ÷J ! 2

¥ Equivalent to! x = 1
s! ÷x = ! ! 1

s
÷J

! ÷J ! 2
= ! ! 1

s
J

! J ! 2
Ð not equivariant, but better than1

s2



Differences of Convex vs. Non-Convex

18Why to step proportionally to the gradient:

Strictly Convex

accelerate here

be careful here

Non-Convex

! Gradient carries no global information
¥ Need bigger steps where gradient and

curvature are low
¥ Need smaller steps when gradient and

curvature are high
! Makes sense to usetrust region steps :

¥ ! x = ! ! f
"! f "

¥ If the trust region is ok, should guarantee
a steady progress

<latexit sha1_base64="B2EQyH5pb0tsTGIAHjngx3gAqX8="></latexit>

Why to normalize:

<latexit sha1_base64="cnkmUENGhw4L+/bPLro0uaHVsD4="></latexit>

! No other stationary points than global
minima

! The further we are from the optimum,
the larger is the gradient : ! µ > 0
¥ "# f (x)" 2 $ µ(f (x) %f ! )
¥ "# f (x)" $ µ|x %x! |

! Negative gradient points towards the
optimum:
¥ &%#f,x ! %x' $ f %f ! + ÷µ" x %x! " 2

¥ Optimization need not be monotone inf

20



Box Trust Regions
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x1
<latexit sha1_base64="NwyuOJNSp5rzXa0rU6w2Mr17TXE="></latexit>

x2
<latexit sha1_base64="Tnyr5lm/SNp8y7IYsMcKn6fPgL4="></latexit>

Trust region ! x! ! " !
<latexit sha1_base64="OgPEtcro0F/uYob0EmvM8o1XkV0="></latexit>

<latexit sha1_base64="6kMHRbCzs22fPnZnn2JLOfX0100="></latexit>

! This time solve for step as:

¥ min
! ! x i ! " ! #i

!
f (x0) + J ! x

"

(In overparametrized models expect many parameters to have independent e! ect)

¥ Equivalent to:

max
" $ 0

min
! x

#
J ! x +

$
i ! i (! ! xi ! 2 " " 2)

%

2! i ! xi = " Ji

Step direction : ! xi = " 1
2" i

(# f (x)) i

Trust region step : ! xi = " " (%f (x )) i
|(%f (x )) i |

21

Box Trust Region



Non-Convex Stochastic

15

Slope -3 Slope 1

Slope 1

If we normalize stochastic gradients, 

will move in the wrong direction! 

! x = 1
<latexit sha1_base64="lmEEGNM10LwMfA1bqGadDb7R+14="></latexit>

! Example
f (x) = ( ! 3x) + ( x) + ( x + 1) , chose 1 summand at a time with equal probability

<latexit sha1_base64="FqPtx4ZKP0QKZnQo4zNX4Dx0UM8="></latexit>

! x = ! 1
<latexit sha1_base64="kE5O44C8wbGLHlL1Fy95mh2wsBk="></latexit>

! Want the steps to follow the descent direction on average 

¥ Cannot adjust the stochastic gradient Òtoo much nonlinearlyÓ 

¥ This example was used to show that Adam may fail to converge to a stationary point and 
motivated theoretical improvements

<latexit sha1_base64="qyTTufQOjjEprZZI98BrV9TqGzs="></latexit>

! Trust region steps:! xi = ! ! (! f (x )) i
|(! f (x )) i |

! Problem: breaks in the stochastic setting

22



Adaptive Methods
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! RMSProp :

! t +1 ,i = ! t,i ! " ÷gt,i!

EWA
"

÷g2
1:t,i

#
<latexit sha1_base64="hbhBBfWGgMnDCMtBCl+yoFmg7wE="></latexit>

! Adam:

! t +1 ,i = ! t,i ! "
EWA! 1

!
÷g1:t,i

"
#

EWA! 2

!
÷g2

1:t,i

"
<latexit sha1_base64="ZjyUZf1uduEi51vw4G7BoqOtKko="></latexit>

! Adagrad:

! t +1 ,i = ! t,i ! !!
t

÷gt,i!

Mean
"

÷g2
1:t,i

#
<latexit sha1_base64="scmh/IA/wNW9rk5Jar37SHeL1P8="></latexit>

<latexit sha1_base64="ZyszkF0+8SkFncxHxpLpWWnAAVQ="></latexit>

¥ In Adagrad:
1!
t

guarantees convergence. Other methods would also need this in theory but are
typically presented and used with constant!
The ßat average appears not very practical

¥ In Adam:
EWA with " 1 = 0 .9 works as common momentum ( 20 batches averaging)
EWA with " 2 = 0 .999 ( 2000 batches averaging) makes the normalization smooth
enough

<latexit sha1_base64="+Kf+YQvSfHeZrp/SE2tQofiAzok="></latexit>

! Practical Solution : approximate expectations with running averages:

! x = ! ! E[! f ]
" E[! f ]"

Furhter approximate" E[# f ]" =
!

(E[# f ])2 $
!

(E[(# f )2])

23

Adam



Muon (MomentUm Orthogonalized by Newton-Schulz)
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! Setup:

¥ ParameterW ! Rm ! n Ð matrix of a linear layer

¥ Gradient: G := " W L (W ) ! Rm ! n

! Trust region problem:

! W = argmin
! W

#G, ! W $ s.t. %! W %op & !

¥ %W %op := sup
" x " 2# 1

%W x%2 = " max(W ) Ð operator norm, maximum stretching factor

! Closed-form solution:

¥ Let G = U" V $ be the SVD ofG

¥ Optimal update:

! W = ' ! UV$ Ñ the Òpolar factorÓG

¥ UVT can be found with NewtonÐSchulz iteration:

X 0 = G
" G" 2

, X k+1 = 1
2X k

!
3I ' X $

k X k
"

( UVT

¥ Needs a large batch size for stability (otherwise too-much non-linear and can fail to

descent in expectation)


