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Demotivace

Prototypovani numerickych algoritmu

Performance baselines: ResNet50 on ImageNet

TF_CNN_Benchmark on Summit; ResNet50
batch-size = 256 per GPU
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https://www.olcf.ornl.gov/wp-content/uploads/2020/02/MLDL-on-
Summit-June2020.pdf



Motivace

Prototypovani numerickych algoritmu

#include <iostream>
#include <vector>
#include "mkldnn.hpp"

using namespace mkldnn;

int main (int argc, char **argv) {
try {
simple net();
std::cout << "ok\n";
} catch (error &e) {

std::cerr << "status: " << e.status << std::endl;
std::cerr << "message: " << e.message << std::endl;
}
return 0;

https://oneapi-src.github.io/oneDNN/v1.0/cpu_rnn_inference_int8_cpp.html



Motivace

Prototypovani numerickych algoritmu

#include <iostream>
#include <vector>
#include "mkldnn.hpp"

using namespace mkldnn;
using dim t = mkldnn::memory::dim;

int main(int argc, char **argv) {
try {
const dim t n = 64;
// column-major order (sloupce souvisle)
std::vector<float> A(n*n, 1.0f);
std::vector<float> B(n*n, 1.0f);
std::vector<float> C(n*n, 1.0f);
// https://oneapi-src.github.io/oneDNN/v0/group cC
mkldnn status t status = mkldnn sgemm('N', 'N',_E,_B, n,
1.f, A.data(), n, B.data(), n,
0.f, C.data(), n);

api blas.html

std::cerr << "status: " << status << std::endl;

} catch (error &e) {
std::cerr << "status: " << e.status << std::endl;
std::cerr << "message: " << e.message << std::endl;

}

return 0;



Motivace

Prototypovani numerickych algoritmu

Developer Reference for Intel® oneAPI Math Kernel Library - C

Developer Reference

Version: 2021.2 Last Updated: 03/26/2021

Search this document

v Developer Reference for Intel® oneAPI Math
Kernel Library

Getting Help and Support
What's New
Notational Conventions
> Overview
> OpenMP* Offload
v BLAS and Sparse BLAS Routines
v BLAS Routines
Routine Naming Conventions

C Interface Conventions

Public Content Download as PDF

cblas ?gemv

Computes a matrix-vector product using a general matrix.

Syntax

void cblas_sgemv (const CBLAS LAYOUT Layoutconst CBLAS TRANSPOSE transconst MKL_ INT mconst MKL INT nconst
float alphaconst float *aconst MKL INT ldaconst float *xconst MKL INT incxconst float betafloat *yconst
MKL INT incy);

void cblas_dgemv (const CBLAS LAYOUT Layoutconst CBLAS TRANSPOSE transconst MKL INT mconst MKL_ INT nconst
double alphaconst double *aconst MKL_ INT ldaconst double *xconst MKL INT incxconst double betadouble
*yconst MKL_INT incy);

void cblas_cgemv (const CBLAS LAYOUT Layoutconst CBLAS TRANSPOSE transconst MKL INT mconst MKL INT nconst
void *alphaconst void *aconst MKL_ INT ldaconst void *xconst MKL INT incxconst void *betavoid *yconst

MKL_INT incy);



Motivace

Prototypovani numerickych algoritmu

Level 1 BLAS

dim scalar vector vector scalars S-element array prefixes
SUBROUTINE xROTG ( A, B, C, S) Generate plane rotation S,D
SUBROUTINE xROTMG( D1, D2, A, B, PARAM ) Generate modified plane rotation S, D
SUBROUTINE xROT ( N, X, INCX, Y, INCY, C, S) Apply plane rotation S, D
SUBROUTINE xROTM ( N, X, INCX, Y, INCY, PARAM ) Apply modified plane rotation S, D
SUBROUTINE xSWAP ( N, X, INCX, Y, INCY ) Ty S,D,C,Z
SUBROUTINE xSCAL ( N, ALPHA, X, INCX ) T+ az S, D, C, Z, CS, ZD
SUBROUTINE xCOPY ( N, X, INCX, Y, INCY ) Yy S,D,C,Z
SUBROUTINE xAXPY ( N, ALPHA, X, INCX, Y, INCY ) y+azty S,D,C,Z
FUNCTION xDOT ( N, X, INCX, Y, INCY ) dot  zTy S, D, DS
FUNCTION  xDOTU ( N, X, INCX, Y, INCY ) dot + zTy C,Z
FUNCTION  xDOTC ( N, X, INCX, Y, INCY ) dot + xHy C,Z
FUNCTION  xxDOT ( N, X, INCX, Y, INCY ) dot + a+ 2Ty SDS
FUNCTION xNRM2 ( N, X, INCX ) nrm2 « ||z|2 S, D, SC, DZ
FUNCTION  xASUM ( N, X, INCX ) asum < ||re(z)|1 + |[im(z)|]1 S, D, SC, DZ
FUNCTION  IxAMAX( N, X, INCX ) amaz + 15tk 3 |re(zy,)| + [im(zy))| S,D,C,7Z
=maa(jre(z;)| + [im(z:)|)
Level 2 BLAS
options dim  b-width scalar matrix vector scalar vector
XGEMV ( TRANS, M, N, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y 4+ Az + By,y «— aATz + By, y + aAHz + By A—m xn S,D,C,7Z
XGBMV ( TRANS, M, N, KL, KU, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y — aAz + By,y + aATz 4 By, y + aAfz 4 By, A—m xn S,D,C,7Z
xHEMV ( UPLO, N, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y <+ aAz+ By C,Z
xHBMV ( UPLO, N, K, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y + aAz + By C,Z
xHPMV ( UPLO, N, ALPHA, AP, X, INCX, BETA, Y, INCY ) y + Az + By C,Z
xSYMV ( UPLO, N, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y < aAz+ By S, D
xSBMV ( UPLO, N, K, ALPHA, A, LDA, X, INCX, BETA, Y, INCY ) y < aAz+ By S, D
xSPMV ( UPLO, N, ALPHA, AP, X, INCX, BETA, Y, INCY ) Yy aAz+ By S, D
xTRMV ( UPLO, TRANS, DIAG, N, A, LDA, X, INCX ) x4 Az,z +— AT,z + Az S,D,C,Z
xTBMV ( UPLO, TRANS, DIAG, N, K, A, LDA, X, INCX ) T+ Az,z + ATz, + AHg S,D,C,Z
xTPMV ( UPLO, TRANS, DIAG, N, AP, X, INCX ) z 4+ Az,z + ATz, + AHg S,D,C,Z
xTRSV ( UPLO, TRANS, DIAG, N, A, LDA, X, INCX ) z+ A"z AT,z + A= Hg S,D,C,Z
xTBSV ( UPLO, TRANS, DIAG, N, K, A, LDA, X, INCX ) z+ A"lzx — A T,z « A= Hg S,D,C,Z
xTPSV ( UPLO, TRANS, DIAG, N, AP, X, INCX ) s+ A"z, x +— A Te,x +— A~ Hy S,D,C,7Z
options dim  scalar vector vector matrix
xGER  ( M, N, ALPHA, X, INCX, Y, INCY, A, LDA ) A+ aryT + A,/A—mxn S, D
XGERU ( M, N, ALPHA, X, INCX, Y, INCY, A, LDA ) A+ azyT + A, A—mxn C,Z
XGERC ( M, N, ALPHA, X, INCX, Y, INCY, A, LDA ) A+azyl + AJ/A—mxn C,Z
xHER ( UPLO, N, ALPHA, X, INCX, A, LDA ) A+ azxf +A C,Z
xHPR  ( UPLO, N, ALPHA, X, INCX, AP ) A+ oazzf +A C,Z
xHER2 ( UPLO, N, ALPHA, X, INCX, Y, INCY, A, LDA ) A+ azy? + ylaz)? + A C,Z
xHPR2 ( UPLO, N, ALPHA, X, INCX, Y, INCY, AP ) A+ azy? + ylaz)? + A C,Z
xSYR  ( UPLO, N, ALPHA, X, INCX, A, LDA ) A+—azxT + A S, D
xSPR  ( UPLO, N, ALPHA, X, INCX, AP ) A—azxT + A S, D
xSYR2 ( UPLO, N, ALPHA, X, INCX, Y, INCY, A, LDA ) A — azyT + ayzT + A S, D
xSPR2 ( UPLO, N, ALPHA, X, INCX, Y, INCY, AP ) A+ azyT + ayzT + A S, D

http://www.netlib.org/blas/blasqgr.pdf
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Maticove operace

Nasobeni matice vektorem

all al2 al3
a2l

al4 al5 x1
X2

X X3

x4

as55 x5

aji-Xi
{i=1,...,5}

Y1



Maticove operace

Nasobeni matice vektorem

« Jak paralelizovat?

all al2 al3
a2l

al4 al5 x1
X2

X X3

x4

as55 x5

aji-Xi
{i=1,...,5}

Y1



Maticove operace

Nasobeni matice vektorem

« Zrejma paralelizace — vypocet kazdé slozky y je nezavisly a
vsechny mohou byt spocteny paralelné

PL —— all al2 al3 al4 al5 x1 yl
P2 —— a2l .. X2 y2
X x3 = y3

x4 y4

a55 x5 y5

Y1 aqi-Xi

{i=1,..,5}



Maticove operace

Nasobeni matice vektorem

« Zrejma paralelizace — vypocet kazdé slozky y je nezavisly a
vsechny mohou byt spocteny paralelné

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];
3
}
}




Maticove operace

Nasobeni matice vektorem

« Zrejma paralelizace — vypocet kazdé slozky y je nezavisly a
vsechny mohou byt spocteny paralelné

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];
3
}
}

« Co muzeme zlepsit?



Maticove operace

Nasobeni matice vektorem

« Zrejma paralelizace — vypocet kazdé slozky y je nezavisly a
vsechny mohou byt spocteny paralelné

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];
3
}
}

« Co muzeme zlepsit?
« Lze vyuzit vektorizaci?



Maticove operace

Nasobeni matice vektorem

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];

}
}
3
all x1 all x1
al2 X2 al2 x2
al3 x3  _ al3x3 — |4+ =|yl

ald x4 ald x4 /

als al5 x5




Maticove operace

Nasobeni matice vektorem

« Co kdyz budeme nasobit po sloupcich?

P1 P12
|
all al2 al3 ald4 al5 x1 yl
a2l .. X2 y2
a3l X x3 = y3
a4l x4 y4
a51 a55 x5 y5

Zjj = Qij. Xj Yi = Zij



Maticove operace

Nasobeni matice vektorem

all  xl alixd O

a2l  x1 a21.x1

a3l = x1 _ a3lxl

a4l x1 a4l.xl allxl al2.x2 yl

a51 a2l.x1 a22.x2 y2
22 a3lxl , a32x2 , 4 = y3

e B alzxz adlxl  ad2x2 y4

= B a22x2 a5lxl  a52.x2 y5

a32  x2 _ a32x2

a42 X2 a42.x2

ab52 ab2.x2




Maticove operace

Nasobeni matice vektorem

« Bude to fungovat?



Maticove operace

Nasobeni matice vektorem

« Bude to fungovat?

« Operace sice mohou byt vektorizovany, nicméné pristup neni
vhodny pro cache (mnoho dotazl)

« Muzeme data v matici usporadat po sloupcich

all al2 al3 ald4 al5

a2l

a3l » all a2l a3l a4l a51
a4l

abl ab5



Maticove operace

Nasobeni matice vektorem

« Bude to ted fungovat?

// data has to be ordered by columns in memory
for (int i =0;i < COLS; i++) {
x[i] = rand() % 1000;
for (int j = 0; j < ROWS; j++) {
A[i * ROWS + j] = rand() % 1000;
}
3

void multiply_column(std::vector<int> &A, std::vector<int> &x, std::vector<int> &y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (inti=0;i<COLS;i++){
for (int j = 0; j < ROWS; j++) {
y[i]1 += A[i * ROWS + jI*x[i];
3

}
}




Maticove operace

Nasobeni matice vektorem

« Lze dale zefektivnit puvodni pristup?
« Vzpomente si na falsesharing ...

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];
3
}

}




Maticove operace

Nasobeni matice vektorem

« Lze dale zefektivnit puvodni pristup?
« Vzpomente si na falsesharing ...

void multiply(std::vector<int>& A, std::vector<int>& x, std::vector<int>& y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
y[i] += A[i * COLS + jI*x[j];
3
}
}

« Nahradime pole lokalni proménnou



Maticove operace

Nasobeni matice vektorem

« Lokalni proménna

void multiply(std::vector<int> &A, std::vector<int> &x, std::vector<int> &y) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

int tmp;
#pragma omp parallel for num_threads(thread_count) reduction(vec_int_plus : y)
for (int i=0; i<ROWS; i++) {
tmp = 0;
for (int j=0; j<COLS; j++) {
tmp += A[i * COLS + j1*x[j];
3
y[i] += tmp;




Maticove operace

Nasobeni matice vektorem

Computer Languages, Systems & Structures 51 (2018) 158-175

Contents lists available at ScienceDirect

Computer Languages, Systems & Structures

journal homepage: www.elsevier.com/locate/cl

Effective Implementation of Matrix-Vector Multiplication on
Intel’s AVX multicore Processor

Somaia A. Hassan®* Mountasser M.M. Mahmoud?, A.M. Hemeida®,
Mahmoud A. Saber?
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Maticoveé operace

Nasobeni dvou matic

all al2 al3 bll bl2 bl3 cll cl12 13
a2l .. x b21 .. - c21

Vypocet prvkl c je opét nezavisly a Ize paralelizovat

Cij = Ak - by

{k=1,...n}

Nevyhody?
Velké mnozstvi uloh, malé ulohy



Maticove operace

Nasobeni dvou matic

all al2 al3  bll bl2 bl3 1l cl12 cl3
a2l .. x b21 .. _ <21

MuUzeme zvétsit ukoly spojenim nékolika radku

void multiply(std::vector<int>& A, std::vector<int>& B, std::vector<int>& C) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

int tmp;
#pragma omp parallel for collapse(2) num_threads(thread_count) reduction(vec_int_plus : C)
for (int i=0; i<ROWS; i++) {
for (int j=0; j<COLS; j++) {
tmp = 0;
for (int k=0; k<ROWS; k++) {
tmp += A[i * COLS + k] * B[k * COLS + j];
3
C[i * COLS + j] += tmp;




Maticove operace

Nasobeni dvou matic

« Rozdeleni na bloky

« 1 ukol odpovida
castecnému vysledku
submatice



Maticoveé operace

Nasobeni dvou matic

« Rozdéleni na bloky
bll bl2 bl3 bil4

« 1 ukol odpovida

¢aste¢nému vysledku b21
submatice ( napr.
cll,cl2,c21,c22)
all al2 al3 al4 cll «cl2 «cl13 «cl4 c11 += aq1.b11 + aq2. by

Cip += aq1.by> + a1-.b
T il 12 11- P12 12- D22



Maticove operace

Nasobeni dvou matic

void multiply_blocks(std::vector<int>& A, std::vector<int>& B, std::vector<int>& C) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

const int ROWS_IN_BLOCK = 10;
const int BLOCKS_IN_ROW = ROWS/ROWS_IN_BLOCK;
int tmp;

#pragma omp parallel for collapse(2) num_threads(thread_count) reduction(vec_int_plus : C) private(tmp)
for (int br1=0; br1<BLOCKS_IN_ROW; br1++) {
for (int bb=0; bb<BLOCKS_IN_ROW; bb++) {
for (int bc2 = 0; bc2 < BLOCKS_IN_ROW; bc2++) {
for (int r = br1 * ROWS_IN_BLOCK; r < (br1 + 1) * ROWS_IN_BLOCK; r++) {
for (int ¢ = bc2 * ROWS_IN_BLOCK; c < (bc2 + 1) * ROWS_IN_BLOCK; c++) {
tmp = 0;
for (int k = 0; k < ROWS_IN_BLOCK; k++) {
tmp += A[r * COLS + (k + bb*ROWS_IN_BLOCK)] * B[(bb*ROWS_IN_BLOCK + k) * COLS + c];

}
C[r * COLS + c] += tmp;




Maticoveé operace

Nasobeni dvou matic

all al2 al3  bll bl2 bl3 1l cl12 cl3
a2l .. x b21 .. _ <21

« A co dal? Lze vyuzit vektorizaci?
- Mulzeme najednou spocitat vektor ¢astecnych hodnot?



Maticoveé operace

Nasobeni dvou matic

all al2 al3  bll bl2 bl3 1l cl12 cl3
a2l .. x b21 .. _ <21

« A co dal? Lze vyuzit vektorizaci?
- Muzeme najednou spocitat vektor ¢astecnych hodnot?

« Co kdyz budeme nasobit radek / matice A a radek y matice B?

all al2 al3 bll bl2 bil3

a2l .. y b21 . | z21




Maticove operace

Nasobeni dvou matic

all al2 al3 bll bl2 bil3

a2l ... x b21 ... _| z21

« Opéet mame vektor dilcich vysledku z
« Nasobeni je vektorové, soucet ruznych vektoru z Ize take
vektorizovat

void multiply(std::vector<int>& A, std::vector<int>& B, std::vector<int>& C) {

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)

#pragma omp parallel for collapse(2) num_threads(thread_count) reduction(vec_int_plus : C)
for (int r1=0; r1<ROWS; r1++) {
for (int r2=0; r2<ROWS; r2++) {
for (int k=0; k<ROWS; k++) {
C[r1 * COLS + k] += A[r1 * COLS + r2] * B[r2 * COLS + Kk];
3
}
3
3




Maticove operace

Gaussova eliminace

 Dalsim typickym ukolem je reseni soustavy linearnich rovnic
« Lze vyuzit Gaussovu eliminaci

all al2 al3 bl all al2 al3 bl
a2l .. b2 » 0 a22 a23 b2
b3 0 0 a33 b3

 Jak mUzeme paralelizovat?
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Gaussova eliminace

« Jakeé jsou zavislosti mezi hodnotami?
« Po vybeéru pivota se zmeéni vsechny hodnoty
pro radky a sloupce vétsi nez pozice pivota



Maticove operace

Gaussova eliminace

« Jaké jsou zavislosti mezi hodnotami?
« Po vybeéru pivota se zmeéni vsechny hodnoty
pro radky a sloupce vétsi nez pozice pivota

« Kterou cast muzeme paralelizovat?

1 Pivat

void gauss(std::vector<double>& A) {
for (int i=0; i<ROWS; i++) {
// Make all rows below this one 0 in current column
for (int k=i+1; k<ROWS; k++) {
double ¢ = -A[k * COLS + i]J/A[i*COLS + i];
for (int j=i; j<ROWS; j++) {
if (i==]) {
A[k * COLS + j] =0;
} else {
A[k * COLS + j] +=c * A[i * COLS +j];

' row/column

. Updated
entries

. Unused
entries




Maticove operace

Gaussova eliminace

« Jakeé jsou zavislosti mezi hodnotami?
« Po vybeéru pivota se zmeéni vsechny hodnoty
pro radky a sloupce vétsi nez pozice pivota

void gauss_par(std::vector<double>& A) {

#pragma omp declare reduction(vec_int_plus : std::vector<double> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<double>())) \
initializer(omp_priv = omp_orig)

for (int i=0; i<ROWS; i++) {
/1 Make all rows below this one 0 in current column
#pragma omp parallel for num_threads(thread_count)
for (int k=i+1; k<ROWS; k++) {
double ¢ = -A[k * COLS + iJ/A[i*COLS + i];
for (int j=i; j<ROWS; j++) {

if (i==j) {
A[k * COLS + j] = 0;

} else {
A[k * COLS + j] +=c * A[i * COLS +ij];

}

}
}
}




OpenMP: Novinky za poslednich 5 let

Ze treti prednasky

« OpenMP je specifikace, ktera se vyviji (podobne jako C++):

Performance Comparison: OpenMP Loops, Tasks, and Dependences
2 X 24-core Intel Xeon Platinum 8160 CPU (48 cores total)

45 | omp-for mmmm—m
omp-tasks m—m
40 | omp-tasks-deps mmmmm

35
30
25 |

—h
(&)
T

Speedup against serial version
n
o

—
o
T

o O,
I

Cholesky Gauss-Seidel

Benchmark

“The Ongoing Evolution of OpenMP”
https://www.osti.gov/pages/servlets/purl/1465188



OpenMP: Novinky za poslednich 5 let

Offloading na GPGPU:

fporagma omp target data map (to: pPA[0:N*N],pB[0:N*N]) map
(tofrom: pC[O0:N*N])
#fpragma omp target
fpragma omp teams distribute parallel for collapse(2)
private (i, j, k)
for (1=0;i<N;i++) {
for (J=0;3<N;Jj++) {
for (k=0;k<N;k++) {
pC(i,]J)+=pA(1,k)*pB(k,]J);

https://developeribm.com/technologies/systems/articles/gpu-programming-with-openmp/



y v I

Shrnuti paralelni casti

« Zakladni nastroje pro psani paralelniho programu
vlakna a prace s nimi

Atomické proménneé

OpenMP

(Vektorizace, SIMD paralelizace)

« Zakladni techniky paralelizace
« Rozdéluj a panuyj
« Threadpool
« Dekompozice, nalezeni co mozna nejvic paralelne
bezkonfliktné vykonatelnych operaci

» Zakladni algoritmy
« Razeni
« Maticové operace



y v I

Shrnuti paralelni casti

 Paralelizujete s cilem zefektivnit beh programu/algoritmu

« Musite (alespon castecn€) rozumet vykonavani programu na
HW
« Falsesharing
« Cache optimization

* Vynechali jsme spoustu veci
« Uvodni kurz, aby jste ziskali zakladni znalosti a zkusenosti

« Pokud Vas paralelni programovani zaujalo
 Paralelni algoritmy (B4M35PAG)
« Obecné vypocty na grafickych procesorech (B4M39GPU)



Odpovidajici statnicové otazky

Paralelni cast

Hardwarova podpora pro paralelni vypocty:
(super)skalarni architektury, pipelining,
spekulativni vyhodnocovani, vektorove
instrukce, vlakna, procesy, GPGPU.
Hierarchie cache pameti.

Komplikace v paralelnim programovani:
soubéh (race condition), uvaznuti (deadlock),
iluze sdileni (false sharing).

Podpora paralelniho programovani v C a
C++: pthreads, thread, jthread, atomic,
mutex, lock_guard.

Podpora paralelniho programovani v

(task region), rizné implementace
specifikace. Direktivy parallel, for, section,
task, barrier, critical, atomic.

Techniky dekompozice programu: statické a
paralelni rozdéleni prace. Threadpool a fronta
ukoll. Balancovani a zavislosti
(dependencies).

Techniky dekompozice programu na
prikladech z razeni: quick sort, merge sort.

Techniky dekompozice programu na
prikladech z numerické linearni algebry a
strojového uceni: nasobeni matice vektorem,

OpenMP: sériove-paralelni model usporadani nasobeni dvou matic, reseni systému

vlaken (fork-join), paralelizovatelna uloha

linearnich rovnic.



y v I

Shrnuti paralelni casti

« Pro implementacni zkousku — programujte, programuijte,
programujte!
« Dostanete problém + sériovy algoritmus
« Cilem bude zrychlit algoritmus diky paralelizaci
« Paralelizace musi byt korektni! (musite premyslet, ne
vsechny chyby se projevi, paralelni programovani je
nedeterministické)

« V dalsim studiu/praci — paralelizujte, pokud je to potrebal!
« Pracujte iterativne — nejdriv je potreba mit korektni sériovou
variantu
« Pokud je pomala - zrychlujeme, paralelizujeme, atd.



Shrnuti paralelni casti

IFST511 model on 192 CRAY XC-30 Nodes
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https://confluence.ecmwf.int/download/attachments/46600240/Intro_Parallel_Computing.pdf?api=v2



