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7.A: Definition of structured classification task and its solution via generative and
discriminative learning

7.B: Implementation of ERM learning using Perceptron algorithm

7.C: Learning of max-sum classifier
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7.A: Structured Output Classification

The setting
� x ∈ X is input (also observation or measurement)
� y ∈ Y is output (also hidden state or label)
� (x,y) are assumed to be realizations of random variables (X,Y ) with p.d.f. p(x,y)
� ` : Y × Y → [0,∞) loss function

The task is to find the optimal (Bayes) classification strategy h : X → Y achieving the
minimal expected risk

R∗ = inf
h : X→Y

R(h) where R(h) = E(x,y)∼p[`(y, h(x)]

Taxonomy based on the set Y:

1. (Flat) classification: Y = {1, . . . ,K}

2. Structured output classification: Y is a finite set of structured objects

E.g. y = (yi ∈ Yi | i ∈ V) ∈ Y = Y1 × · · · × Y|V| is a labeling of a set of parts V.

http://cmp.felk.cvut.cz
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7.A: Learning: using examples to solve the task

� Typically, p(x,y) is unknown but we are given training set

T = {(xi,yi) ∈ X × Y | i ∈ I = {1, . . . ,m}}

drawn from i.i.d. random variables with p.d.f. p(x,y).
� Given training set T , the learning algorithm A : ∪∞m=1 (X × Y)m → H selects a
classifier hT from a fixed class of strategies H ⊆ YX .

� The learning algorithm is characterized by the excess error:(
R(hT )−R∗

)
︸ ︷︷ ︸
excess error

=

(
R(hT )−R(hH)

)
︸ ︷︷ ︸
estimation error

+

(
R(hH)−R∗

)
︸ ︷︷ ︸

approximation error

where hH denotes the optimal classifier within the class H, i.e

R(hH) = inf
h∈H

R(h)

� Selection of the class of strategies H controls the trade-off between the estimation error
(depends on H and m) and the approximation error (depends on H).
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7.A: Generative learning (lectures 3-7)

1. Use the training set T = {(xi,yi) ∈ X × Y | i ∈ {1, . . . ,m}} to approximate p(x,y) by
p̂(x,y).

For example, use the Maximum-Likelihood method:

(a) Guess the shape of the distribution, e.g. p̂u(x,y) =
1

Z(u) exp〈u,Ψ(x,y)〉, u ∈ U
(b) Find the ML estimate

uT ∈ argmax
u∈U

m∑
i=1

log p̂u(x
i,yi)

2. Construct a plug-in classifier

hT (x) ∈ argmin
h : X→Y

E(x,y)∼p̂[`(y, h(x))]

http://cmp.felk.cvut.cz
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7.A: Discriminative learning

� Replace R(h) by a surrogate risk RT (h) which can be evaluated on the training set
T = {(xi,yi) ∈ X × Y | i ∈ {1, . . . ,m}} and find the classifier by solving

hT ∈ argmin
h∈H

RT (h)

where H ⊆ YX is a fixed class of strategies.

� For example, the Empirical Risk Minimization (ERM) learning uses the empirical risk

RT (h) =
1

m

m∑
i=1

`(yi, h(xi))

http://cmp.felk.cvut.cz
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7.A: Statistical Consistency

Definition 1. Let H ⊆ YX be a class of strategies. Let A : ∪∞m=1 (X × Y)m → H be a
learning algorithm which returns a classifier hT ∈ H for given training set
T = ((xi,yi) ∈ X × Y | i ∈ {1, . . . ,m}} generated from i.i.d. with p(x,y). The algorithm
A is statistically consistent in H w.r.t. p(x,y) if for all ε > 0 it holds that

lim
m→∞

PT ∼pm
(
R(hT )−R(hH) ≥ ε

)
= 0

If A is consistent for all p(x,y) then A is so called universally consistent in H.

In words, with the number of examples going to infinity the estimation error converges in
probability to zero.

http://cmp.felk.cvut.cz
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7.A: Consistency of ERM

The estimation error of ERM can be upper bounded as follows:

R(hT )−R(hH) =

(
R(hT )−RT (hT )

)
+

(
RT (hT )−RT (hH)

)
︸ ︷︷ ︸
non-pos. due to ERM

+

(
RT (hH)−R(hH)

)

≤
(
R(hT )−RT (hT )

)
+

(
RT (hH)−R(hH)

)
≤ 2 sup

h∈H

∣∣∣∣R(h)−RT (h)∣∣∣∣
Therefore ε ≤ R(hT )−R(hH) implies ε2 ≤ suph∈H

∣∣∣∣R(h)−RT (h)∣∣∣∣ and thus

PT ∼pm
(
R(hT )−R(hH) ≥ ε

)
≤ PT ∼pm

(
sup
h∈H

∣∣∣∣R(h)−RT (h)∣∣∣∣ ≥ ε

2

)
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7.A: Uniform convergence of emprical risk

Definition 2. The empirical risk converges uniformly to the expected risk in H ⊆ YX if for
all ε > 0 it holds that

lim
m→∞

PT ∼pm
(
sup
h∈H

∣∣∣∣R(h)−RT (h)∣∣∣∣ ≥ ε) = 0

Corrolary: The uniform convergence of the empirical risk in H implies the consistency
of ERM in H as we see from previous slide.

http://cmp.felk.cvut.cz
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7.A: Uniform convergence of emprical risk

Two examples of H when the empirical risk converges uniformly:

1. H is a finite set. Then,

PT ∼pm
(
max
h∈H

∣∣∣∣R(h)−RT (h)∣∣∣∣ ≥ ε) ≤ 2|H| exp
(
−2mε2

lmax

)
where lmax = maxy,y′ `(y,y

′).

A similar bound for the ML learning was explained in Lecture 6, section 5.

2. `(y,y′) = [[y 6= y′]] and VC-dimension of H is finite.

VC-dimension (capacity) of H is the maximal number of inputs which can be classified by
strategies from H in all possible (that is |Y|d) ways.
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7.B: Learning linear classifier from separable examples

Let us consider H composed of all linear classifiers

h(x;w) = argmax
y∈Y

〈w,Ψ(x,y)〉

where w ∈ Rn are the parameters and Ψ : X × Y → Rn is a fixed function (feature map).

Definition 3. (Linearly separable examples) The examples
{(xi,yi) ∈ X × Y | i ∈ I = {1, . . . ,m}} are called linearly separable if there exists w ∈ Rn
such that

〈w,Ψ(xi,yi)〉 > 〈w,Ψ(xi,y)〉 , ∀i ∈ I,y ∈ Y \ {yi}

Implementation of ERM: For a loss function `(y,y) = 0, y ∈ Y, the linearly separable
examples imply that there exists a linear classifier given by w ∈ Rn with zero empirical risk,
i.e.,

h(xi;w) = yi , ∀i ∈ I
hence the ERM can be translated to solving a set of m(|Y| − 1) linear inequalities.

http://cmp.felk.cvut.cz
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7.B: Perceptron algorithm

Task: given a set of point {ai ∈ Rn | i ∈ I} we want to find w ∈ Rn which satisfies the
linear inequalities

〈w,ai〉 > 0 , ∀i ∈ I .
If the task has a solution then the points are linearly separable.

Algorithm 1 Perceptron

1: Set w0 = 0, t← 0

2: t← t+ 1

3: Find index j ∈ I of a violating inequality such that

〈wt,aj〉 ≤ 0

4: If there is no violating inequality return wt. Otherwise update

wt+1 = wt + aj

and go to Step 2.

http://cmp.felk.cvut.cz
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7.B: Convergence of Perceptron

Theorem 1. For any linearly separable points {ai ∈ Rn | i ∈ I}, the Perceptron algorithm
terminates in

A2

γ2

steps at most where

A = max
i∈I
‖ai‖2 and γ = max

w∈Rn
min
i∈I

〈w,ai〉
‖w‖2

Note that the upper bound A2

γ2
does not depend on the number of points m = |I|.
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7.B: Perceptron applied for learning linear classifier

Task: Given linearly separable training set {(xi,yi) ∈ X × Y | i ∈ I = {1, . . . ,m}} find
parameters w ∈ Rn of linear classifier

h(x;w) = argmax
y∈Y

〈w,Ψ(x,y)〉

such that h(xi;w) = yi, i ∈ I.

Algorithm 2 Perceptron

1: Set w ← 0

2: Find erroneous example j ∈ I such that

yj 6= ŷj where ŷj = h(xj)

3: If there is no erroneous example return w. Otherwise update

w ← w + Ψ(xj,yj)−Ψ(xj, ŷj)

and go to Step 2.

http://cmp.felk.cvut.cz
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7.B: Perceptron applied for learning linear classifier

� By Theorem 1 we have a guarantee that for linearly separable training set
{(xi,yi) ∈ X × Y | i ∈ I} the Perceptron terminates after at most A

2

γ2
iterations where

A = max
i∈I,y∈Y\{yi}

‖Ψ(xi,yi)−Ψ(xi,y)‖

and
γ = max

w∈Rn
min

i∈I,y∈Y\{yi}

〈w,Ψ(xi,yi)−Ψ(xi,y)〉
‖w‖2

� Perceptron requires only the classification oracle h(x;w) which does the hard task of
searching for the violating inequality among |Y| options.

http://cmp.felk.cvut.cz
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7.C: Max-sum classifier

Setting:

� (V, E) is undirected graph; V are parts and E ⊆
(
|V|
2

)
pairs of related parts

� each part v ∈ V described by observation x ∈ X and label y ∈ Y; X and Y are finite
� qv : X × Y → R quality of label yv given xv; q = (gv(x, y) ∈ R | x ∈ X , y ∈ Y, v ∈ V)
� gvv′ : Y × Y → R quality a label pair (yv, yv′);

g = (gvv′(y, y
′) ∈ R | (y, y′) ∈ Y2, {v, v′} ∈ E)

Max-sum classifier: Given observations x = (xv ∈ X | v ∈ V) ∈ XV, the max-sum classifier
h : XV → YV returns labeling y = (yv ∈ Y | v ∈ V) ∈ YV with the maximal overall quality

h(x; q, g) ∈ argmax
y∈YV

f(x,y; q, g)

where
f(x,y; q, g) =

∑
v∈V

qv(xv, yv) +
∑

{v,v′}∈E

gvv′(yv, yv′)

The max-sum classifier is an instance of the linear classifier since
f(x,y; q, g) = 〈Ψ(x,y),w〉 where w = (q, g) and Ψ : XY × YV → R|Y||V|+|E||Y|2 is
constructed appropriately.
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7.C: Relation between Max-sum classifier and Gibbs
distribution

� (V, E) is undirected graph

� {(Xv, Yv) | v ∈ V} is a field of random variables taking values from
(xv, yv) ∈ X × Y, v ∈ V

� the random variables are distributed according to the Gibbs distribution

pq,g(x,y) =
1

Z(q, g)
exp

(∑
v∈V

qv(xv, yv) +
∑

{v,v′}∈E

gvv′(yv, yv′)

)
=

1

Z(q, g)
exp f(x,y; q, g)

� The optimal (Bayes) classifier minimizing the expected risk under the 0/1-loss

R(h) = E(x,y)∼pq,g[[y 6= h(x)]]

is the max-sum classifier

h(x; q, g) ∈ argmax
y∈YV

f(x,y; q, g)

http://cmp.felk.cvut.cz
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7.C: Learning max-sum classifier from linearly separable
examples

Task: Given linearly separable training set T = {(xi,yi) ∈ XV × YV | i ∈ I = {1, . . . ,m}}
find quality functions q, g of the max-sum classifier such that

yi = h(xi; q, g) = argmax
y∈YV

[∑
v∈V

qv(x
i
v, yv) +

∑
{v,v′}∈E

gvv′(yv, yv′)

]
, i ∈ I .

The max-sum problem P = (E ,V, q, g,x) associated with the classification h(x; q, g) is
tractable if:

1. (V, E) is acyclic graph

2. Y is fully ordered and −gvv′, {v, v′} ∈ E are submodular w.r.t the ordering: for each
(yv, y

′
v, yv′, y

′
v′) ∈ Y

4 such that yv > y′v and yv′ > y′v′ it following inequality holds

gvv′(yv, yv′) + gvv′(y
′
v, y
′
v′) ≤ gvv′(yv, y

′
v′) + gvv′(y

′
v, yv′)

3. P = (V, E , q, g,x) have a strictly trivial equivalent, that is, the LP relaxation is tight and
the max-sum problem has unique solution

http://cmp.felk.cvut.cz
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