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GPU (Graphics processing unit)
GPGPU (General-purpose computing on GPU)

=

Ceské vysoké udeni technické, Fakulta elektrotechnicka
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Motivace

 Tianhe-1A - Chinese Academy of Sciences' Institute of Process
Engineering (CAS-IPE)

« Molekularni simulace 110 miliard atomu (1.87 / 2.507 petaflops)

« Rmax: 2.56 Pflops, Rpeak: 4,7 Pflops

e 7168 Nvidia Tesla M2050 (448 Thread processors, 512 Gflops FMA)

14 336 Xeon X5670 (6 jader / 12 vlaken)

o lfthe Tianhe-1A were built only with CPUs, it would need more than
50,000 CPUs and consume more than 12MW of power per hour. As it is,
the Tianhe-1A consumes 4.04MW per hour.”

http://www.zdnet.co.uk/news/emerging-tech/2010/10/29/china-builds-worlds-fastest-supercomputer-40090697/

z cehoz plyne: 633 GFlop/kWatt (K Computer - 830 GFlop/kWatt)

* Pouziva vlastni propojovaci sit: Arch, 160 Gbps

« V Ciné jsou nyni tfi superpoditade vyuzivajici grafické karty, Tianhe-1
(AMD Radeony HD 4870 X2), Nebulae (nVidia Tesly C2050) a Tianhe-1A

e http://i.top500.0rg/system/176929
o http://en.wikipedia.org/wiki/Tianhe-|
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Motivace

Estonia Donates Project:. Our GPGPU supercomputer is GPU-based massively
parallel machine, employing more than thousand parallel streaming processors.
Using GPU-s is very new technology, very price- and cost-effective compared to
old CPU solutions. Performance (currently):

6240 streaming processors + 14 CPU cores

23,2 arithmetic TFLOPS (yes, 23 200 GFLOPS)
http://estoniadonates.wordpress.com/our-supercomputer

Supermicro: 2026GT-TRF-FM475

» 2x Quad/Dual-Core Intel® Xeon® processor 5600/5500 series
* Intel® 5520 chipset with QPI up to 6.4 GT/s + PLX8648

» Up to 96GB of Reg. ECC DDR3 DIMM SDRAM

* FM475: 4x NVIDIA Tesla M2075 Fermi GPU Cards

* FM409: 4x NVIDIA Tesla M2090 Fermi GPU Cards
http://www.supermicro.com/GPU/GPU.cim#GPU_SuperBlade

,FASTRA: the world’s most powerful desktop supercomp uter*

We have now developed a PC design that incorporates 13 GPUSs, resulting in a
massive 12TFLOPS of computing power.

http://fastra2.ua.ac.be/
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CPU vs. GPU
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Nvidia: ,GPU computing is possible because today's GPU does much more than render
graphics: It sizzles with a teraflop of floating point performance and crunches application tasks
designed for anything from finance to medicine.” Zdroj. www.nvidia.com
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Vykonové metriky — Pamatujete si?

Necht mnozina { R } jsou vykon&vaci rychlosti programu
1=1, 2, ..., m méreny v MIPS (MFLOPS), resp. IPS (FLOPS)

m : 1 m
e Stfedni aritmeticky vykon: R, = 25 - _Z R
= M Moz

R, je rovhomeérne vahovan (1/m) ve vSech programech a je umérny
souctu IPC, avSak ne souctu vykonavacich ¢asu (nepfimo umeérné).

Proto stfedni aritmeticky vykon selhava...

1 1(1c, 1Ic,) 1 IC IC
Ra:2(Rf‘+RZ):2[T1+szzz(lc cPIT. TIC.CPIT j:
1 2 1 1'CLK 2° 2 CLK

1 (|P01+|Pczj: 1 (1C, ,1C,)  _eak IPC12:IC1+ICZ
Tk 2 2C, 2C, 2 C+C,

Pokud vSak C, = C, (stejny celkovy pocCet cyklu; tj. pfi téze frekvenci oba
programy bézi stejné dlouho) je R, pouzitelny

TCLK
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Vykonové metriky — Pamatujete si?

1

m _

e Stredni geometricky vykon: Rg:rl Rim
1 =1

Nesumarizuje realny vykon, nema inverzni relaci k celkovému ¢asu.
Pro porovnavani s normalizovanymi tdaji vzhledem na referenéni stroj.

e Stredni harmonicky vykon: Ry = m
m 1
|:1R|
R= 2 o - 1[ 2 j: 1 2ICIC,
i+i T« \CPL+CPL, ) T, CIC,+C,IC,
R R

Pokud vsak IC, = IC, (oba programy jsou stejné velke) je R,, pouzitelny

« Existuji taktéz vazene verze téchto vykonu...
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3D graficka pipeline

e jde 0 zpusob zpracovani obrazovych dat k dosazeni obrazu
(vstupem je reprezentace 3D scény, vystupem 2D obraz)
« Vv zasadé se prochazi témito stupni:
« transformace (Skalovani, rotace, translace,..) - maticovy soucin,
» osvétleni (pouze vrcholy) — sklalarni soucin vektoru,

* pohledova transformace (do 3D soufadnic kamery) - maticovy soucin,
» ofezani scény, rasterizace a texturovani (odted pixely)

e CO je pro nas dulezite -> vyzaduje se HW podpora — vyvoj GPU
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GPU

e Jak to bylo kdysi?
e Uzce specializovany jednoucelovy HW dle principu 3D grafické
pipeline:
« vertex shader (manipulace s 3D modelem, osvétleni vrcholl),
e geometry shader (pfida/odstrani vrcholy,..)

» pixel shader (Iépe: fragment shader) — (vstupem je vystup z
rasterizace; urcuje barvu ,pixelu” (fragmentu) - textura..)

* ROP unit (vytvoreni pixelu z pixelovych fragmentu, optimalizuje
obraz pro zobrazeni) ROP — Raster OPerator, (ATI: Element
Render Back-End)
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GPU

o Jakto je (a kam to smérfuje) nyni?
« funkce HW v kazdém stupni vice flexibilni, programovatelnost
(nejenom vlastni ,program®, ale i podpora control-flow primitiv)

* nyni podpora 16, 24, 32, 64 floating point precission

 unifikace shaderu (kazdy je schopen plnit funkce ostatnich..) - (ATI
Xenos, GeForce 8800) — vyhoda?
- malo detailni scéna (vertex
shader vs. pixel shader)
- hodné detailni scéna (vertex
shader vs. pixel shader)

« Comame z toho/
CO z toho muzeme vytézit?
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GPU

Less Geometry ureGenmet

Balanced use of
pixel-shader and
vertex shader

High pixel shader use
Low vertex shader use

http://techreport.com/articles.x/11211/3
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GPU

* Princip unifikace shaderu — architektura poskytuje jednu velkou
mnozinu datové paralelnich procesoru v plovouci radové carce
dostate¢né obecnych na to, aby mohli nahradit funkce
jednotlivych shaderu

3D geometric Programmable unified processors
primitives ([ Vertex ] [Geometry} [ Pixels ] [ Compute J

L programs programs programs programs
2\ 2\ \ £\ 2\
7 / 2/
[ . } [Hidden surface]
Rasterization
removal
NS N NS @ N Final

image

GPU Memory (DRAM)
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GPU - GeForce 8800
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GeForce 8800 - hardwarové omezeni

o 512 vlaken v jednom bloku

e 8 bloku na jeden SM

e 768 vlaken na SM > 768x16=12 288 vlaken celkové!
e 128 vlaken souCasné

« 16 384 bytes sdilené cache na jeden SM

e dvé vldkna z riznych blokl nemuzou spolupracovat

Global Block Scheduler

TPCO GBU
‘ h 4
SM Controller 0 SM Controller 1 SM Controller 7

.... [
R

GDDR3 GDDR3 GDDR3 GDDR3 GDDR3 GDDR3
Memory Memory Memory Memory Memory Memory
Controller | | Controller | L Controller | | Controller| | Controller| | Controller
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GPU - GeForce 7800 - porovnani
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http://techreport.com/articles.x/8466/1
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GPU - GeForce 7800

Input Vertex Texture Input Fragment
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http://techreport.com/articles.x/8466/1
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CUDA (Compute Unified Device Architecture)

CPU GPU
Serial
Code
Grid 1
Kernel Block  Block  Block
1 ¥ 00 (1.0 (20
l Block- Block : Block
Serial o4 (1N i@
Cme - 1’ : i
| /" Grid2
Kernel -~
2 A

Block (1, 1)

Kernel — ¢ast aplikace bézici na GPU
Kernel — vykonavan na Gridu

Grid — mfiz bloku vlaken

Blok vlaken — skupina vlaken
zacCinajici na té samé adrese a
komunikujici pfes sdilenou pamét a
synchronizacni bariéry (<=512)
Jeden blok jednomu procesoru
(Streaming Multiprocessor - SM)

Jedno vlakno uvnitf bloku jedné
vykonavaci jednotce (Streaming
Processor core - SP core)

http://www.realworldtech.com/page.cfm?ArticleID=RWT090808195242&p=2
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CUDA (Compute Unified Device Architecture)

GPU Grid

Block (0, 0)

=

Block (1, 0)

=

Thread (0, 0) Thread (1, 0)

Thread (0, 0) ' Thread (1, 0)

CPU

Registre a sdilena pamét —
na Cipu

Lokalni pamét — frame buffer
Constant Mem a Texture
Mem — frame buffer, avSak
jen pro Cteni, keSovany na
Cipu, koherence?

Globalni pamét

cervena = rychla (na Cipu)
oranzova = pomala (DRAM)

http://www.realworldtech.com/page.cfm?ArticleID=RWT090808195242&p=3
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CUDA C

CUDA C je C s rozSifenimi, ale i omezenimi
Kernel — uvedenim _ global
kazdeé vlakno vykonavajici kernel ma sveé unikatni ID

/I Definice funkce souctu vektoru:
void VecAdd(int n, float* A, float* B, float* C)

for(int i=0; i<n; i++)
C[i] = A[i] + BYil;
}

int main()

{

// Soucet vektoru delky N:
VecAdd(N, A, B, C);

}
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CUDA C

« CUDA C je C s rozsSifenimi, ale i omezenimi

 Kernel —uvedenim _ global

« kazdé vlakno vykonavajici kernel ma své unikatni ID

/I Definice Kernelu

__global __ void VecAdd(int n, float* A, float* B, float* C)

{

Int 1 = threadl dx. x;
i1 f(i<n) Ci] = Ai] + B[i];
}

int main()

{

I/ Spust  &ni N vlaken na GPU — soucet vektoru delky N:

VecAdd<<<l, N>>>(N, A, B, O);
}
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CUDA C

e Z duvodu podpory nativni prace s vektory, 2D a 3D maticemi je
proménna threadldx feSena jako 3-slozkovy vektor

* Pro 2D blok dimenze (Dx, Dy), ma vlakno na pozici (x,y) své ID
(x +y Dx)

* Pro 2D blok dimenze (Dx, Dy, Dz), ma vlakno na pozici (X,y,z)
sveé ID (x + y Dx + z Dx Dy)

__global  void MatAdd(float A[N][N], float B[N][N],
float C[N][N])
{
Int 1 = threadldx.x;
int j = threadldx.y;
} C[iu1 = AlJOT + BOIDI;
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CUDA C

int main()

{

// Spust  éni kernelu jako jeden blok N * N * 1 vlaken
int numBlocks = 1;

dim3 threadsPerBlock(N, N);
MatAdd<<<numBlocks, threadsPerBlock>>>(A, B, C);

Pocet vlaken uvnitf bloku je limitovan. VSechna vlakna uvnitr

bloku jsou vykonavana tim samym procesorem (SM) a sdileji
omezeneé pamétove prostredky.

V soucasnosti jeden blok viaken muze obsahovat 1024 vilaken.
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CUDA C

__global  void MatAdd(float A[N][N], float B[N][N],
float C[N][N])

{
int 1 = blockldx.x * blockDim.x + threadldx.x;
int J = blockldx.y * blockDim.y + threadldx.y;
if 1<N&&j<N)
C[ijil = AlDT + BOIDI;
}
int main()
{
dim3 threadsPerBlock(16, 16);
dim3 numBlocks(N /threadsPerBlock.x, N/ threadsPerBlock.y);
MatAdd<<<numBlocks, threadsPerBlock>>>(A, B, C);
}
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CUDA C

Podminkou tedy je, ze bloky museji byt vykonatelné nezavisle
(vykonatelné v libovolném poradi, paralelné nebo sekvencné)

Podpora mnoha dalSich uzite€nych funkci:
« cudaMalloc(), cudaMallocPitch(), cudaMalloc3D()

cudaFree()

cudaMemcpy(), cudaMemcpy2D() , cudaMemcpy3D()
dimBlock(), dimGrid()

e atd.
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Inkrementace prvku pole - CUDA

#i ncl ude <stdi o. h>

}

_global __ void inkrenmentuj (int* out, int* in) {

int idx = blockDhmx * bl ockldx.x + threadl dx. x;
out[idx] = in[idx]+1;

int main (int argc, char** argv)

{

I nt* num_h; / l ukazatel na pole

I nt* num.d; / I ukazatel na pole v globalni paneti

I nt* num.out_d; / I ukazatel na vystupni pole v global ni paneti
size_t numsize = 128*512; //velikost pole

I nt num_threads_per_bl ock = 128; /I pocet vlaken na jeden bl ok
I nt num bl ocks = num si ze/ num t hreads_per_bl ock; //velikost nrizky

size_t numsize bytes = sizeof (int)*numsize; /lvelikost pole v bytech

num_h = (int*)malloc (nun_size bytes);
cudaMal | oc ((void**) &um.d, num size bytes); /| al okace v gl obal ni paneti
cudaMal | oc ((void**) &um out _d, numsize bytes); //al okace v gl obal ni paneti

for (unsigned int i =0; i < numsize; i++) {
numh[i] = 1;

}

cudaMentpy (num.d, num_h, numsize bytes, cudaMentpyHost ToDevi ce);

i nkrenment uj <<<num bl ocks, numthreads _per_ bl ock>>> (num out _d, numd);
cudaThr eadSynchroni ze() ;

cudaMentpy (num_h, numout d, numsize bytes, cudaMentpyDevi ceToHost);

cudaFree(numd); cudaFree(numout _d); free(num.nh);
return O;
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OpenCL

 Je CUDA C jedinou moznosti?

e OpenCL - The open standard for parallel programming of
heterogeneous systems

void VecAdd(int n, float* A, float* B, float* C)
{

for(int 1=0; I<n; i++)
C[i] = A[i] + BYil;

}

OpenCL.:

kernel void VecAdd( gl obal const float* A, gl obal const
float* B, gl obal const float* C)

{

int i= get_global id(0);
Cl[i] = A[i] + BJil;
}
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Jacket

 Podpora pro Matlab

A = gdouble(B); % to push B to the GPU from the CPU
B = double(A); % to pull A from the GPU back to the CPU

X = gdouble( magic(3));
Y = gones( 3, 'double");
A=X*Y

GPU_matrix = gdouble( CPU_matrix );
GPU_matrix = fft( GPU_matrix );
CPU_matrix = double( GPU_matrix );
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Goose
Oznaceni pomoci direktiv

#pragnma goose parallel for |oopcounter(i, j)
for (i=0;i<ni;i++)
for (j=0;j<nj;j++)
for (k=0; k< 3; k++)
C[K] = AQIIK] - BiJIK];

Dale take:

« PGI Accelerator

e CAPS HMPP

 Ctod Intelu

 Podpora: Java, Python, C++, .NET, Mathematica
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Je vSechno tak idealni?

« Control flow — instrukce jsou vykonavany v rezimu SIMD
napri¢ vsemi vlakny jednoho warpu. Divergentni vétveni
ma za nasledek vytvoreni dvou separatnich skupin
vlaken, které jsou vykonany za sebou. Explicitni bod
synchronizace (rekonvergence) muze zvysit propustnost.

 Pamét — ,intenzita® pristupu do paméti (zejmeéna globalni)

» sdileni dat — komunikace mezi viakny

* |e potfeba zvazit Cas straveny usilim vynalozenym pro
dosazeni maximalni propustnosti (optimalizace) vs. ¢as
ziskany samotnou optimalizaci...
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Aplikace

KRUGER J., BURGER K., WESTERMANN R.: Interactive screen-space accurate photon
tracing on GPUs. In Eurographics Symposium on Rendering (June2006), pp. 319-329.
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Aplikace

* linearni algebra

» obycejné a parcialni diferencialni rovnice (vedeni tepla,
proudéni tekutin, namahani mechanickych konstrukci, kmity,..)

e Zzpracovani signald,

e Zpracovani obrazu,

e analyza chemickych sloucenin, hledani lé€iv

« evoluéni a genetické algoritmy

e oOptimalizace

* neuronove sité
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Neuronova sit na CPU

Time [ms] of evaluation of 100 networks with 'n' neurons

for 50 time steps (average of 20 runs)
(CPU implementation on 'HP server')
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Poskytnul: Zdenék Buk
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Neuronova sit na GPU - CUDA

Time [ms] of evaluation of 100 networks with 'n' neurons

for 50 time steps (average of 1000 runs)
(Client — 'MacBook Pro', Server — 'PC", 100Mbit Ethernet)
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