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Introduction




Zero Sum Game

A game where utilities (in the terminal
state) of all players sum up to 0.

Thanks to minimax theorem we know
that in 2 player 0 sum game:

e All equilibria will have the same
value

e Strategies of players in equilibriums

are interchangeable:

We can simply find any equilibrium
strategy and playing it will guarantee

us 0 exploitability

fero Sum Game




Game Al - Overview

Two Player Perfect Two Player Imperfect 3+ Player Non Zero Sum
Information Zero-Sum Information Zero-Sum Games
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Solved via CFR (Counterfactual

Regret Minimization) + Subgame

Solving. [Libratus, DeepStack,

DeepNash, Ataraxos] ®)

Solved via MCTS + Self-Play.
[Alpha Zero, Alpha Go]




Note on multiplayer poker

There is Pluribus that claims to be superhuman multi-player poker solver. But
they do not do any theory they just play against humans, which is still
impressive but leaves an open problem.



Note on Hanabi (Fully cooperative setting)

We are not going to talk about fully
cooperative games here. But | think it's worth
to mention their existence.

Basically when agents are trained together e vy
they get very good performance. If trained

separately, and then have to cooperate with
one another they are bad. ..
o o




Mixed-Motive Games

Definition: Games where utilities of all players do not
sum up to a constant value.

(Theoretically in 3+ players all games can be made 0
sum by adding a dummy player that takes the
difference utility)

Players must cooperate to bake the pie but compete
to divide it.

The Trust Dilemma: Cooperation is risky but necessary.

image source: https://valer.dev/posts/book-strategy-of-conflict-schelling/
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Figure 8.1: A graphical view of Schelling’s classification scheme




Cicero (2022)

Human level play in diplomacy
game




Diplomacy

Game rules:

e 7 Players: 7 European Powers form 1901
(UK, France, Russia, etc., no Czechia Gj)

e The boardis a map of 1901 Europe plus
Turkey, Syria and North Africa. 56 land
regions and 19 sea regions

e 34 land regions have Supply Centers.
Controlling 18+ Supply Centers wins
the game

e Game mechanics: Negotiation in pairs
then Simultaneous Order Submission.




Challenges in Diplomacy

e building trust in environment that encourages players to not trust anyone

e unstructured language used to plan

e mixed-motives and coordination, regarding cooperation(self-play),
problem with self play(compared to AlphaZero etc)

e mixing strategy reasoning and language was hard

e success requires human alignment, not just optimality.

e The "Cheap Talk" Problem: Communication is theoretically "cheap"
(doesn't bind actions), but empirically vital for coordination.



No-Press and Press Diplomacy

Before most of the efforts were focused on No-Press Diplomacy (no
communication). Press Diplomacy is full variant, which allows communication.

For now, we are going to focus on Press Diplomacy.



Cicero - Human level play in Diplomacy

"Strategic Reasoning + LLM"

(That was done in 2022 so before the era of ChatGPT)
First agent to achieve "human-level" performance in Diplomacy.

It is NOT just one big LLM.

“Human-level play in the game of Diplomacy by combining language models with strategic reasoning”, The Meta Fundamental Al Research
Diplomacy Team (FAIR) et al. 2022



Data

Dataset of 125,261 games of Diplomacy
played online at webDiplomacy.net.

From which, 40,408 games contained
dialogue, with a total of 12,901,662
messages.

Player accounts were deidentified.




Overview

Board state & history

Dialogue

AUSTRIA: Hi ltaly! Care to work
together on this one? If you
support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

AUSTRIA: ...

\.

Dialogue history

Planning

Joint action

Policies o Simulator
(all players)

State value Future state

Dialogue-free value model (from RL)

Anchor policies
(all players)

% Dialogue-conditional
action model

Output action

%\ < ) )

Intents

AUSTRIA:VIE+ BOH, ...
ITALY: TYR SVIE® BOH, ...

AUSTRIA: Hi ltaly! Care to work
together on this one? If you

Message candidates

E—

modal (nonsense,
grounding, value)

Message generation

support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

AUSTRIA: Sure thing! | have
ordered SER to support GRE
to BUL.

S

Output message




Strategic Reasoning

We need something to
predict what opponents
(humans) will do and what
cicero should do

Planning)

Board state & history

Dialogue

Ve
AUSTRIA: Hi Italy! Care to work
together on this one? If you
support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

Dialogue history

\

Planning

Joint action

Policies o Simulator
(all players)

State value

Dialogu

Future state

e-free value model (from RL)

Dialogue
model

Output action

Intents

Anchor policies
(all players)

AUSTRIA VIE+ BOH, ..

LY: TYRSVIE» BOH

Dialogue-conditional
action model

Message candidates

Filters
(nonsense,
grounding, value)

Message generation

AUSTRIA:Hi Italy! Care to work\
together on this one? If you
support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

AUSTRIA: Sure thing! | have
ordered SER to support GRE
to BUL.
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Output message




Strategic Reasoning (Planning)

Goal: Predict everyone's moves and choose the best
response.

Algorithm: piKL (Planning with KL Regularization).
Why not standard RL (PPO/AlphaZero)?

In zero-sum, you play to beat the opponent. In
Diplomacy, if you play "weird" optimal moves, humans
won't trust you.

Constraint: You must play likely human moves to be
understood.




piKL: KL-reqularized planning @

Objective: Maximize e@ectw‘lue and stay close to a human anchor policy.

4y

Ui('ﬂ'ia'ﬂ'-i] = Hi(‘?Ti,'?T-i)

Anchor strength (parameter)




piKL: KL-reqularized planning

Objective: Maximize expected value and stay close to a human anchor policy.

Ui(mi, m_;) =ui(mi, m_;)| /\DKL(WI' ||E}

Qi (ai) = ui(as, n"' 7 (ai) o Ti(ﬁf)exp[q:-;{m}]

Assume -1 /3nd

Then the policy is iteratively updated #* = (5+)7"! + (§)7%

Converges to equilibrium in modified utility space



piKL: KL-reqularized planning

Objective: Maximize expected value and stay close to a human anchor policy.

Ui(mi, m_;) =ui(mi, m_;)| /\DKL(WI' ||E}

Result: The agent plays super-humanly(ish) but within the distribution of
normal human behavior.



But how to get this anchor policy?



But how to get this anchor policy?

Train it from human data! (supervised learning)



But how to get this anchor policy?

Train it from human data! (supervised learning)
Specifically the method is called Behavioural Cloning (BC)

Dataset: 125k games from webDiplomacy.net (anonymous human data).



Why not just play this anchor strategy (from BC)?

Pure BC(imitation learning) is brittle. Especially because a supervised model

may learn spurious correlations between dialogue and actions
§ 3 'w : ; :




Distributional Lambda piKL (DiL-piKL)

Replaces the single A parameter in piKL with a probability distribution over A
values

On each iteration, each player samples a A value from their distribution.



Value function estimation - self play RL

Correlated and Shared (CoShar) piKL

a is a vector of actions of all players

7 (@) o< 1(a)exp Zisn Qg_x(ai)-

Allows for regularization toward a joint, correlated anchor policy t shared by all players
rather than toward per-player policies.

Value Function: Trained via self-play.




Dialogue

Board state & history Planning Output action

We need to communicate with :
OtherS. o3 g (all F’;‘;ggi‘s -~ Ao Simulator

State value Future state

Joint action

Dialogue-free value model (from RL) e °°"“V)

Intents

AUSTRIA:VIE+ BOH, ..
ITALY: TYR SVIE» BOH

Anchor policies
(all players)

Dialogue-conditional

. action model
Dialogue ~
AUSTRIA:Hi ltaly! Care to work

™~ together on this one? If you

AUSTRIA: Hi Italy! Care to work support me into BOH | think we'd

together on this one? If you both be able to grow quickly.

support me into BOH | think we'd o

both be able to grow quickly. / Message candidates ITALY: Could you support me

e into BUL in return?

A 4

ITALY: Could you support me u
into BUL in return? Dialogue Filters

AUSTR model (nonsense,

grounding, value)
Dialogue history Message generation Output message

AUSTRIA: Sure thing! | have
ordered SER to support GRE

to BUL.
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Dialogue

We need to communicate with
others.

It does not just "reply". Itis
conditioned on the intent;

Board state & history

Planning

Joint action

Policies
(all players)

o Simulator

State value Future state

Dialogue-free value model (from RL)

Anchor policies

Output action

Intents

AUSTRIA:VIE+ BOH, ..
ITALY: TYR SVIE» BOH

________________ Dlaloguecondltlonal A ___..

(all players)

Input: [Game State] +

[Conversation History] +

Output: [Message]

Dialogue

action model

7
AUSTRIA: Hi Italy! Care to work
together on this one? If you
support me into BOH | think we'd

ITALY: Could you support me
into BUL in return?

Dialogue history

.

both be able to grow quickly. /

Message candidates

; "\
AUSTRIA:Hi ltaly! Care to work
together on this one? If you
support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

Dialogue Filters
modal (nonsense,

grounding, value)

Message generation

A 4

AUSTRIA: Sure thing! | have
ordered SER to support GRE
to BUL.

&

Output message




The Language Model

Base: R2C2 (2.7B parameter Transformer),
pre-trained on internet text.

Fine-tuning: Further trained on Diplomacy logs
using a BART denoising objective. e.g understand
game slang ("Bounce in Bel", "Support Hold").

The LLM is a serving the Strategic Module. It only
says what the planner decides is optimal.

C Dialogue model training
4 — )

— s T - S

Board state & history

ENG:Doyou want NTH to support BEL?

FRA:No. BEL is moving to HOL

Dialogue model

ENG:Alright, I'll
support you in

ENG:.. @4

ENG:NTH S BEL®HOL, ...
FRA:BEL # HOL....

Dialogue history ENG-FRA e

D Dialogue model inference

- o f.

——

Board state & history

ENG: Bounce in the English Channel?

FRA: No, | need to move to MAQ
to protect against italy

Dialogue model

ENG: Okay, I'll move
to North Sea then.

\ ENG;LON + NTH,...

FRA:BRE+ MAO, ..

ENG: ..
Dialogue history ENG-FRA —*w
o /




The Language Model

Where to take these
Intents from?

The LLM is a serving the Strategic Module. It only
says what the planner decides is optimal.

C Dialogue model training

—

Board state & history

ENG:Do you want NTH to support BEL?

FRA:No. BEL is moving to HOL

D Dialogue model inference

——

Board state & history

ENG: Bounce in the English Channel?

FRA: No, | need to move to MAQ
to protect against italy

ENG: ...

L Dialogue history ENG-FRA

Dialogue model

ENG:Alright, I'll
support you in

ENG: ENG:NTH S BEL®HOL, ...
. FRA: BEL # HOL, ..
k Dialogue history ENG-FRA

Dialogue model

ENG: Okay, I'll move
to North Sea then.

ENG:LON + NTH, ...
N FRA:BRE + MAO, .

—~ 2
J




Intent model

Used to annotate intent while training the dialogue
model.

Two problems that make it non trivial:

A. amessage is not honest
B. subsequent messages change the sender’s plans



Intent model

Used to annotate intent while training the dialogue
model.

Two problems that make it non trivial:

A. amessage is not honest
B. subsequent messages change the sender’s plans

To resolve A. a “lie detector” is used to only train
intent model on truthful data.

Board state & history

FRA: No. BEL is moving to HOL

Dialogue history ENG-FRA

A Intent model training
/_ - -

ENG:Do you want NTH to support BEL?

ENG: Alright i'll support you in

Fl

J

Intent model

ENG:NTH S BEL#HOL. ...
FRA:BEL+ HOL, ...

Only trained on
&tuationswhere a zm-slmt
lie detector says the player
wasn't lying about their orders.



Intent model

Used to annotate intent while training the dialogue
model.

Two problems that make it non trivial:

A. amessage is not honest
B. subsequent messages change the sender’s plans

To resolve A. a “lie detector” is used to only train
intent model on truthful data.

To resolve B. history is cut to the current message and
“fake” agreement is added

. el

.

Board state & history

ENG:Do you want NTH to support BEL?
FRA: No. BEL is moving to HOL

ENG: Alright i'll support you in

A Intent model trainin;
;< H

Intent model

ENG:NTHS BEL+HOL. ...
FRA:BEL+ HOL, ...

Only trained on “truthful”

ﬁmgtions where ;ihier?-shot
i i ] e detector says the player
L Dialogue history ENG-FRA ' 't lying about their orders.
B Intent annotation
r B
> .'_f
- ‘," ENG:Doyou want NTH
— s - Annotated to support BEL?
. - intents
Board state & history D _
ENG:NTHSBEL, ...]| | FRA:I've entered those orders |
ENG: Doyou want NTH to support BEL? .| | FRA-BELH. . Artificially injected
= agreement
FRA:No, BEL is moving to HOL g, ENG:...
FRA: ..

ENG: Alright i'll support you in P

ENG:...

Dialogue history ENG-FRA y FRA. |

Intent model




The intents influence on the dialogue

Depicted intents:

England convoys an army to Belgium with the England convoys an army to Norway and also England convoys an army to Norway and supports
support of France and Germany while taking Norway aggressively moves to the Barents Sea against France to gain Belgium, preventing Germany from
in a manner friendly to Russia. Russia. taking Belgium.

Example generations from the dialogue model with these actions as the conditioned intent:

ENG+ FRA Mind supporting Edi - Bel? ENG+ FRA What's the plan for Bel? ENG+ FRA Let me know if you want me to
support you to Bel, otherwise I'll probably poke Hol.

ENG= GER Do youwanna support my convoy to ENG+ GER | will be convoying my army to
Bel? With Italy going aggressive France will fall Norway and moving to Barrents Sea. ENG+ GER Looks like you'll get three builds
quickly and we can make gains off of both Russia unless France bounces you! Are you gonna
and France. ENG# RUS Hey, | moved to Edito keep my bounce Russia or not?

options open. Do you have a problem with me
ENG+ RUS How are you thinking Germany is putting an army in Nwy? ENG# RUS Hey, | moved to Edi to keep my
gonna open? | may have a shot at Belgium, but I'd options open. Do you have a problem with me

need your help into Den next year. putting an army in Nwy?




Controllable dialogue modeling results

DIALOGUE QUALITY RATINGS (%)

Ct_msistent C?nsistent High. Perplexity
with state with plan quality

Language model 61.90 76.19 20.64 8.02

+ game state grounding 84.13 83.33 29.37 7.94

+ intent grounding (CICERO) 87.30 92.86 37.30 /.70




Message Filtering

Board state & history Planning Output action

P u rpose: , Joint action ] - j

Policies o Simulator
(all players)

Don't let the dialogue model
spoil something...

State value Future state

Dialogue-free value model (from RL) kv’\‘\'\\;‘ p °°"“Vy

Intents

Anchor policies
(all players) AUSTRIA: VIE > BOH, ..
ITALY: TYR SVIE®» BOH

Dialogue-conditional
action model

Dialogue

: n )
AUSTRIA: Hi Italy! Care to work
together on this one? If you

Ve
AUSTRIA: Hi Italy! Care to work
together on this one? If you
support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

\

Dialogue history

Message candidatac

Dialogue

(nonsense,
grounding, value)

Message generation

support me into BOH | think we'd
both be able to grow quickly.

ITALY: Could you support me
into BUL in return?

AUSTRIA: Sure thing! | have
ordered SER to support GRE

to BUL.

Output message




Message Filtering

Discriminating between human text and “fiw21ih43fowihf’, “EGG”
counterfactuals (remove nonsensical messages)

“pls support me on attack to

Intent correspondence (be consistent with intent) BEL” (when not planning to
attack it)

“I'm going to stab you in the

Value-based filtering (don't reveal the plan) _
back in 2 rounds”

Others (e.g. toxic language, curb bad behaviours

11 H 7”
like repetition and offtopic messages) Whatls the wether?




Cicero reacting to the opponent’s answer in dialogue

Basically shows that cicero is able to understand the message and reacts to it.

England agrees: England is hostile: England tries to take advantage of Cicero:

ENG= FRA Yes! | will move out of ENG if you
head back to NAO.

ENG= FRA You've been fighting me all game. ENG FRA Yes! I'll leave ENG if you move KIE ->
Sorry, | can't trust that you won't stab me. MUN and HOL -> BEL.

o A

Cicero predicts England will retreat from ENG to NTH Cicero does not back off its fleet but rather attacks EDI Strategic planning rejects the possibility of vacating KIE
85% of the time, backs off its own fleet to NAO as withit, and leaves its armies at the coast to defend and HOL, because it would make Cicero too vulnerable.
agreed, and begins to move armies away from the against an attack from England, predicting that England Cicero backs off its fleet to NAO but keeps armies at
coast. will attack about 90% of the time. the coast to defend.




Result in Anonymous Human Play

e Cicero participated anonymously in 40 games of
Diplomacy in a “blitz" league on
webDiplomacy.net from 19 August to 13 October
2022.

e (icero ranked in the top 10% of participants who
played more than one game and second out of
19 participants in the league that played five or
more games.

e Mean score: Cicero: 25.8%, Opponents (N=82):
12.4%

e Additionally, fist place in a tournament (6 games)
with 21 participants.

e It passed the "Turing Test" of Diplomacy strategy.




Successful Dialogue Examples

Cicero is able to coordinate (left) and negotiate (right) as in “change the

opponent’s mind”
Example of coordination - CICERO is AUSTRIA

Example of negotiation - CICERO is FRANCE

(

N 7
ITALY: What are you thinking long term? FRANCE: I'll work with you but | need Tunis for now.
Should I go for Turkey or head west
TURKEY:Nope, you gotta let me have it
AUSTRIA: Yeah, he went to Armenia which is really
great. You can go either way, but if Turkey is FRANCE: No | need it
committing to Russia you could always lepanto o ’
AUSTRIA: A lepanto into Turkey is really really strong, FRANGE¥aulhave Serhisand Rometailake:
especially since he committed so hard against Russia
TURKEY:they're impossible targets
ITALY:I'm down to go for it. Would . .
definitely need your help in 02 though FRANCE: Greece - lonian lonian - Tyrr
AUSTRIA: Of course, happy to do that! TURKEY: hm, you're right
ITALY: Fantastic! INREY: Sondideos
FRANCE:Then in fall you take Rome and Austria collapses.
P A

\

/




Strengths and Limitations

Strengths: Solved the "coordination problem" by forcing the Al to be
"human-like" (KL term).

Weaknesses:

e Heavy reliance on human data (125k games)

e Modular (The LLM doesn't really "think", it just translates).

e Cannot easily adapt to "out of distribution" meta-games (e.g., a variant
map).

e No long-term thinking



Richelieu (2024)

Self-Evolving LLM-Based
Agents for Al Diplomacy




Can we build an Al agent that excels in the art of

diplomacy without relying on domain-specific human

Aata?
S ——i
Experience
Self-Play Acquisition
3

¥
Evolution

Memory
Update

2019 DipNet 2022 Cicero 2024 Richelieu

RL RL LLMs-based-Agent
No Press Diplomacy Reasoning with Negotiation Evolution in Self-Play
Human Data Human Data No Human Data




Richelieu (2024)

The Shift: From "RL + LLM" (Cicero) to "LLM-Based Agent".

Motivation: Cicero is expensive to train and rigid. Can we make an
agent that learns like a human (from experience, not just big data)?

“Richelieu: Self-Evolving LLM-Based Agents for Al Diplomacy”, Zhenyu Guan, Xiangyu Kong, Fangwei Zhong, Yizhou Wang, NEURIPS (2024)



“Core and essential capabilities” for LLM-based societal
agent

1. Social reasoning: LLM generates plans directly (Chain of Thought)

2. Balance long- and short-term planning

3. Memory management

4. Self-reflection



The Richelieu Architecture
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The "Self-Evolving” Loop

Process:

e Play a game (Self-Play or vs Baseline).

e Trajectory Analysis: After the game, the LLM reviews its own logs.
e Critique: "Why did | lose? | trusted Austria too early."

e Update: Write a "rule" or "heuristic" into long-term memory.
Contrast: Cicero updates weights (gradient descent). Richelieu updates
context/memory (in-context learning).



Result in No-Press Diplomacy

The relative scores
among 7 different agents
when massively playing
on the no-press setting.
Each point shows the
ratio of the model's score
on the vertical axis to the
score gained Dby the
model on the horizontal
axis.

SL-DipNet
RL-DipNet
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SearchBot
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Cicero
Richelieu
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Result Against Cicero - Press Diplomacy

Richelieu’s win rate is approximately 0.7% higher than Cicero’s.

Table 1: The results of our method playing against Cicero.

Model Win? Most SCT  Survived] Defeated Model WinT Most SCT  Survived] Defeated
Richelieu_1 6.20% 9.40% 38.90% 45.50% Richelieu_lI 6.30% 7.90% 39.40% 46.40%
Richelieu_2 6.60% 7.80% 40.80% 44 80% Richelieu_2 6.60% 8.30% 41.20% 43.90%
Richelieu_3 7.10% 9.30% 39.90% 43.70% Richelieu_3 7.20% 8.70% 41.70% 42.40%
e e e i e Cicero_l  580% 670%  4120%  46.30%
Cicero_1 590% 6.50% 41.50% 46.10% Cicero_2 6.50%  7.20% 42.50% 43.80%
Cicero_2 6.30% 7.20% 42.50% 44.00% Cicero_3 6.00%  7.00% 41.60% 45.40%
Cicero_3 590% 7.00% 41.60% 45.50% Cicero_4 6.10% 7.20% 42.30% 44.40%
Richelieu 6.83% 8.63% 39.95% 44.60% Richelieu 6.70% 8.30% 40.77 % 44.23%
Cicero 6.03% 6.90% 41.87% 45.20% Cicero 6.10% 7.03% 41.90% 44.98 %




Richelieu vs LLM Agent (off the Shelf)

Table 2: The results of Richelieu playing against AutoGPT.

Model WinT  Most SCT  Survived] Defeated.
Richelieu_1  9.30% 18.20% 37.90% 34.60%
Richelieu_2  9.90% 19.40% 37.70% 33.00%
Richelieu_ 3  8.10% 17.40% 39.20% 35.30%
AutoGPT_1  1.20% 4.60% 32.40% 61.80%
AutoGPT_2  1.20% 4.20% 34.40% 60.20%
AutoGPT_3  1.50% 4.00% 32.50% 62.00%
AutoGPT_4  2.60% 3.60% 32.30% 61.50%
Richelieu 9.10% 18.33% 38.27% 34.30%
AutoGPT 1.63% 4.10% 32.90% 61.37%




Results with different LLMs
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Ablation study

Table 3: Ablation study: average results of 3 Richelieu vs. 4 Cicero.

M;?;E:g sub-goals N:%g;il?;l:n wﬁﬁf}\i{:;?;y Self-play WinT Most SCT  Survived? Defeated
04% 0.7% 4.3% 94.6%
v 0.7% 1.2% 10.6% 87.5%
v v 33% 4.7% 26.7% 65.3%
v v v 38% 5.8% 33.1% 57.3%
v v v v 52%  6.6% 39.5% 48.7%
v v v v v 6.7% 8.5% 40.4% 44.4%




Comparison: Cicero vs. Richelieu

Training: Cicero (Heavy Offline RL) vs. Richelieu (Iterative In-Context Evolution)
Flexibility: Richelieu adapts faster to new scenarios (promptable)

Performance: Not sure which one is better in the “raw tactics”. This also
relates to question of how to properly evaluate in multi-player games.

Richelieu was not tested against humans.



How does it relate
to what I'm doing?




About my research

This domain is interesting to me because of multiplayer mixed motives.

| was working on strategies abstraction for solving large imperfect information
games.

| am interested on applying these ideas in the mixed-motives multi-player
games.



Solution concepts in mixed-motives games are not obvious

Nash Equilibrium(s) exist(s) but we still don't know which one to play.
Problem with coordination of NE.

Is the chosen NE the most beneficial?



The "Mixed-Motive" Safety Problem

In Zero-Sum, "Safety" = Minimax (unexploitable).

In Mixed-Motive, "Safety" is ambiguous.
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The "Mixed-Motive" Safety Problem

In Zero-Sum, "Safety" = Minimax (unexploitable).

In Mixed-Motive, "Safety" is ambiguous.
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How to play in mixed-motive multi-player games is still an open problem. (from
theoretical point of view)




Al safety and cooperation perspective

Co perat ion?’

Desirabl/ \ndesirable

Objectives? Collusion

Identical Opposing
Mixed

Miscoordination Conflict N/A

Hammond et al. (2025) "Multi-Agent Risks"




Safety vs. Cooperation Trade-off

Concept: "Pro-Social Safety."

e How to build an agent that is maximally cooperative conditional on not
being exploited.

e Cicero does this via piKL (imitating humans implies imitating human
caution).

e (Can we formalize this?
o Perhaps a "Portfolio of Personas" (Trusting, Cautious, Vengeful) that the agent switches

between?



Possible direction

Agents for Multi-Player Mixed-Motive games that are:

e Safe: Bounded worst-case loss (avoiding "sucker's payoffs").
e Cooperative: High social welfare when possible.



Summary

Cicero showed that Al can negotiate by anchoring strategy to human norms.
Richelieu showed LLMs can self-evolve strategy via reflection.
Both systems are not “super-human” yet.

Theory is still an open problem.
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