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Importance and Role of data 
in modern ML



Modern Machine Learning Relies on 
Massive Datasets
Modern AI Models and Training Data

● Language models: Trained on ~10 trillion tokens 
from diverse sources such as books, Wikipedia, 
news, and code (e.g., GPT‑4 which is reported to 
have been trained on ~13 trillion tokens).

● Vision models: Trained on billions of image–text 
pairs (e.g., LAION‑5B).

● Speech models: Trained on thousands of hours of 
transcribed audio (e.g., Whisper, LibriSpeech).

● Reinforcement learning agents: Learn from 
simulated environments with billions of frames (e.g., 
AlphaZero, MuZero).



The Hidden Cost of Poor Data

Modern ML models depend on large datasets — but quantity isn’t enough.
 When data is inaccurate, incomplete, or inconsistent, models inherit 
those flaws.

 This can lead to:

● Bias — the model performs better for some groups than others

● Incorrect decisions — wrong predictions driving wrong actions

● Unreliable performance — strong in the lab, weak in the real world



Diagnosing malignant skin 
lesions: 

● Models trained mostly on light-skin 
images show large performance drops 
on dark-skin lesions — AUROC drop 
by 10–15 % when evaluated on 
underrepresented skin tones

● Some dermatologist‑annotated labels 
contain more errors on dark‑skin 
images, exacerbating bias

● Models may pick up spurious 
artefacts (camera type, lighting, 
image borders) rather than clinically 
relevant features

● Adding just a few hundred 
well‑chosen dark‑skin images + 
better labels closes the performance 
gap



Transition to Data-Centric AI

ML research often focuses on:

● New architectures

● Hyperparameters

● Benchmarks

But models learn only what exists in the data:

● Poor or biased data → biased, unreliable 
models

● High-quality data → fairer, smarter, more 
trustworthy AI



The Difficulty of gathering High-Quality 
Data

Producing datasets is “bespoke manual work” - Liang et al. 
(2022)

● Data work (cleaning, annotation, formatting) is expensive, labor‑intensive, and domain-
specific

● Flatiron Health, a US company that aggregates and curates cancer patient records with the 
help of clinicians, was acquired by Roche-Genentech for over $2 billion

● Rising investment in data is driving the need for methods to value and price datasets



Ethical Dimensions of Data‑Centric AI:

● Data privacy & security → how 
datasets are collected, stored, 
shared, and protected

● Fairness & bias → whether the 
data represents all groups and 
whether biases exist in labels or 
sampling

● Transparency & explainability → 
clarity around data provenance, 
annotation decisions, and model 
reasoning

● Trustworthy data pipelines are 
foundational for building 
trustworthy AI



When AI Ethics Fail: The Amazon 
Recruiting Tool

● AI trained on historical hiring data preferred male 
candidates

● Penalized resumes containing words like “women’s”

● Demonstrates bias and unfairness caused by 
flawed training data

● Tool was abandoned internally once the bias was 
discovered



Equitable Valuation of Data



Data Shapley: Equitable Valuation of 
Data for Machine Learning
 Amirata Ghorbani & James Zou, ICML 
2019

● Introduces a principled method 
to assign value to each training 
example in supervised ML.

● Measures value purely via 
impact on model performance 
—
 does not consider factors like 
privacy, fairness, or cost of 
collection.

● Inspired by the Shapley value 
from cooperative game theory.



Mathematical Setting

Dataset:
 We start with a dataset denoted by  D = { (xᵢ, yᵢ) }ᵢ ⁿ — this represents all input–output pairs   ₌₁ⁿ — this represents all input–output pairs                             
available for training.

Learning Algorithm:
 We consider a learning algorithm  A(S) that trains a model using only a subset of the data  S      ⊆                                                         
D.

Utility / Performance Function:
 The resulting model is evaluated using a performance or utility function  V(f), such as test                               
accuracy or negative loss.

Goal:
 The objective is to assign each data point a value  φᵢ representing its contribution to the overall ᵢ representing its contribution to the overall                               
utility  V(A(D)).                              



Reasonable Axioms

 We start with a dataset denoted by  D = { (xᵢ, yᵢ) }ᵢ ⁿ — this represents all input–output pairs available   ₌₁ⁿ — this represents all input–output pairs                             
for training.

Learning Algorithm:
 We consider a learning algorithm  A(S) that trains a model using only a subset of the data  S      ⊆                                                         
D.

Utility / Performance Function:
 The resulting model is evaluated using a performance or utility function  V(f), such as test                               
accuracy or negative loss.

Goal:
 The objective is to assign each data point a value  φᵢ representing its contribution to the overall ᵢ representing its contribution to the overall                               
utility  V(A(D)).                              



Deriving Data Shapely from the 
Axioms



Intuition behind Shapely

Data Shapley Intuition:
 The Shapley value assigns a value to each data point that represents its weighted average marginal 
contribution to all possible subsets of the dataset.

Weighted Average:
 This weight reflects how often a subset S occurs immediately before point i in all possible permutations 
of the dataset.

Key Idea:
 Data points that yield improvement over lots of subsets get a high Shapley value



Intractability of the Shapley Value and 
Further limitations



Approximation Techniques - MC 
Method





Monte Carlo Estimation

● Unbiased Estimation: Monte Carlo sampling gives an 
unbiased estimate of the Shapley value by averaging 
marginal contributions over random permutations of the 
dataset.

● Procedure:

1. Sample a random permutation of the dataset.

2. Scan the permutation from first to last, computing 
each data point’s marginal contribution.

3. Repeat for multiple permutations and average the 
contributions.



Monte Carlo Estimation



Truncation





Limitations of TMC and a Simple 
Approximation

● TMC greatly reduces computation compared to exact Shapley calculation.

● Remaining challenge: each valuation still requires training a brand-new model, 
which is infeasible for large datasets.

● Practical solution: train the model for only 1 epoch to approximate contributions 
efficiently.





Experimental Results

● Dataset: UK Biobank (Sudlow et al., 2015)

● Task: Predict diagnosis of breast (C50) and skin (C44) malignant neoplasms

● Features: 285 features per individual

● Training: 1000 individuals per task; balanced binary datasets

● Model: Logistic Regression

● Performance (Test Accuracy):

○ Breast cancer: 68.7%

○ Skin cancer: 56.4%

● Evaluation: Accuracy measured on 1000 separate test patients





Rethinking Data Shapley for 
Data Selection Tasks: 
Misleads and Merits



When Shapely can struggle

- Redundant data: Many similar points → small marginal contributions → hard to 
distinguish importance.

- Strong interactions: Points matter only in combination → Shapley underestimates 
contributions.

- Noisy utility estimates: Small validation sets → noisy Shapley values.

- Utility misalignment: Chosen utility may not reflect ultimate goal.



● General case: Without specific structural assumptions about the utility function, Shapley-based 
tests can perform no better than random guessing.

● Well-structured utilities: Shapley values are informative and often optimal for data selection.

● Caveat: Even for seemingly well-structured utilities, Shapley values may sometimes provide only 
modest improvement over random valuation.

Theoretical Limitations



Results with Logistic Regression Classifiers

● Validation accuracy curves are plotted as a function of the most valuable data points added.

● Random (average): sample different size-kkk subsets uniformly at random and compute the average utility.

● Random (maximum): sample different size-kkk subsets uniformly at random and compute the maximum utility.



Heuristic For Utility Functions



Overview

Data Valuation with Shapley Values

● Data is becoming increasingly central to AI and industry applications.

● Data Shapley provides a principled framework for assigning value to individual data points.

● Exact computation is often intractable, but approximations offer high-quality, tractable valuations in many 
practical contexts.

● Applications include:

○ “Dealer: End-to-End Data Marketplace with Model‑based Pricing”

○ “Data Valuation for Medical Imaging Using Shapley Value: Application on A Large‑scale Chest X‑ray 
Dataset”



ChestX-ray14 - Large Chest X-ray 
Dataset 

112,120 frontal‑view chest X‑ray images 
from 30,805 unique patients





Future Research Directions

1. Scaling & Efficiency

● Exact or Monte Carlo computation is costly for large datasets.

● Opportunities: faster approximations, incremental updates, parallel computation.

2. Beyond Accuracy

● Standard Shapley uses a single utility (e.g., accuracy).

● Future work: multi-objective valuations including fairness, robustness, uncertainty.

3. Structured & Dependent Data

● Most work assumes independent identically distributed data points.

● Valuing time-series, graphs, or multi-modal data with interdependencies is more challenging



Thank 
you
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