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Convolutional Neural Networks

• Overview and Rationales of CNN architecture design



Inspiration from Neuroscience
2

✦ the organisation appeared to be 
hierarchical: responses of ‘simple cells’ 
were aggregated by ‘complex cells,’

✦ Hube and Wiesel (1959): Receptive 
fields of single neurones in the cat’s 
striate cortex

Inspiration e.g. for SIFT descriptors



Neocognitron
3

A 7-layer network! Local receptive files with shared weights, pooling layers, ReLU activations.
Trained in an unsupervised manner...

K. Fukushima, Neocognitron: A self-organizing neural network model for a mechanism of 
pattern recognition unaffected by shift in position (1980)

Inspired by neuroscience (Hubel and Wiesel's observation of response to local patterns and idea 
of hierarchical organization, excitation-inhibition mechanism)

By using local receptive fields at each level we achieve more flexibility to geometric 
variations



Convolutional Neural Networks
4

Linear filters, backprop

LeNet 5 (1998)

LeNet 3 (1989)



3.1. The convolutional layer 39

Figure 3.3: Sample Parts Learned by the Multilayer Architecture Proposed by Fidler
et al . 1st row (left-to-right): Layer 2 and layer 3 sample parts. 2nd and

3rd rows: Layer 4 and layer 5 parts learned using faces, cars, and mugs. Figure
reproduced from [47].

Another outlook on the kernel selection process is based on the observation

that many training based convolutional networks learn redundant filters. Moreover,

many of the learned filters at the first few layers of those networks resemble oriented

band pass filters; e.g . see Figure 3.8. Therefore, several recent investigations aim at

injecting priors into their network design with a specific focus on the convolutional

filter selection. One approach proposes learning layerwise filters over a basis set of 2D

derivative operators [75] as illustrated in Figure 3.4. While this method uses a fixed

basis set of filters, it relies on supervised learning to linearly combine the filters in

the basis at each layer to yield the e↵ective layerwise filters and it is therefore dataset

dependent. Nonetheless, using a basis set of filters and learning combinations aligns

well with biological models, such as HMAX [117] and its successors (e.g . [79, 131]),

and simplifies the networks’ architecture, while maintaining interpretability. Also,

as learning is one of the bottlenecks of modern ConvNets, using a basis set also eases

this process by tremendously decreasing the number of parameters to be learned. For

these reasons such approaches are gaining popularity in the most recent literature

[28, 75, 100,148,158].

Interestingly, a common thread across these recent e↵orts is the aim of reducing

redundant kernels with a particular focus on modeling rotational invariance (al-

though it is not necessarily a property of biological vision). The focus on rotation

is motivated by the observation that, often, learned filters are rotated versions of

one another. For example, one e↵ort targeted learning of rotational equivariance

Non-NN Hierarchy of Parts Models
5

✦ [Fidler and Leonardis (2007): “Towards Scalable Representations of Object 
Categories: Learning a Hierarchy of Parts”]

Learning layer-by-layer based on statistics and selection



Convolutional Neural Networks
6

More data & weights, GPU

AlexNet (2012)

ImageNet classification challange

Deep Learning
Engineered features  

(incl. hierarchical) + SVM



VGG
7

✦ Goal: understand building blocks and design principles

[VGG network, Image: Davi Frossard]

[Simonyan and Zisserman (2014): Very Deep Convolutional Networks for 
Large-Scale Image Recognition]

https://www.cs.toronto.edu/frossard/post/vgg16/


⌅ Convolution and Correlation (1D)
• Convolution y = w úx: yj =

hq
k=≠h

wkxj≠k

• Cross-correlation y = w ıx: yj =
hq

k=≠h
wkxj+k

<latexit sha1_base64="HPkiGvENfCzHG8lJxSHmqz3M+Ag="></latexit>

Convolution and Cross-Correlation
8

Easily convertible, more convenient to consider cross-correlation in Deep Learning

x0 x1 x2 x3 x4 x5
<latexit sha1_base64="wGzn92wfPDK/l91SiWkzA5UwTxA="></latexit>
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j = 2
<latexit sha1_base64="0/mZX0Opo0Pwc5X7tlBvCO/BA0k="></latexit>

output inputweight 
kernel

weight kernel

=
hq

k=≠h
w≠kxj+k

<latexit sha1_base64="c1FZWS1PFstxZzaIy9BImE+gLqg="></latexit>

flip of the weight matrix

⌅ Translation equivariance by design
<latexit sha1_base64="3jeH3tABzL9lUQV6wvKuHLfHo20="></latexit>

source pixels

new value (dest. pixels)



Examples (Cross-Correlation)
9KernelInput Output

Blur

Motion Blur



Examples (Cross-Correlation)
10KernelInput Output

Blur

Motion Blur

Shift



Examples (Cross-Correlation)
11KernelInput Output

Blur

Motion Blur

Shift

Edge detector



Multi-Channel Convolution
12✦ Extension: 

• color input images -> convolution kernel needs to have 3 channels 

• stack of filters -> channels of the output

ÿ

c

ÿ

�i

ÿ

�j

xc,i+�i,j+�j wo,c,�i,�j = yo,i,j

<latexit sha1_base64="/bm/T7MnZIqpCIeYpgPCoG/vHQE="></latexit>

⌅ Multi-channel cross-correlation:
<latexit sha1_base64="5CnqlBYw8XgUghUlv98M8YMuHc0=">AAADp3icjVLrahNBGJ1mvdT1lupP/wSDUCENSaxXEAslIEIxUpMGuiHMzn7JDpkbM7O1cdkn8mn8qb6Ej+BMNqZNCuLHwpw9c87ZmW+/WDFqbKv1Y6sSXLt+4+b2rfD2nbv37ld3HgyMzDSBPpFM6mGMDTAqoG+pZTBUGjCPGZzEs0O/f3IG2lApPtu5ghHHU0EnlGDrqHG1G8UwpSKnFjj9CkUYeVQ7ypileyTFQgCrES2N2S NSa2AL35swApFcmMbVeqvZWlTtKmgvQf3db7So3nin8iFKJMk4CEsYNiYnXFnMZu4ABqzMrHIPnsLhUY/SMMoMKExmjjjF+wor0I0awyIxxOEGx9rd4W2b8FE+BcnB6nkRXnblmBuObdpwq5nz2K825cWaxguU5efr1tPMTl6NcirciUCQYjN2IoU166y7gXEYfNDCl1s4HycwMU0HPOtw1M0j/8U4zrtFUVK9FdX7Sx2XFMEsP15x3QvSexc9M1aDJWnebj4vNohOET7xDAMxtWnppSJxvS/ylrIbrQKRcf9nyxQ/g7mQbnv5vszAsTyDhBrF8NzMqFomXZbEwOSXf0vWUlKp7f9EbejK6Xvt68Vq1q6CQafZftbc/9SpH+yWY4i20SP0GO2iNnqJDtB71EN9RNA39B39RL+Cp8HHYBAMS2lla+l5iNYqwH8AqLM9Fg==</latexit>

input channel filter spatial dimensions output channel

• input is 3D tensor, weight is 4D tensor, output is 3D tensor 

• Essentially: a cross-correlation on spatial dims and fully-connected on channel dims

feature map



Invariance and Equivariance
13

"Baloon"
Classification 

Segmentation 

shift

Segmentation 

shift

Invariant to shift

Equivariant to shift (commutes with shift)

balloon
balloonsky sky

Would be hard to achieve if the image was given as a general vector — we are using 2D grid 
structure and require that all locations are treated equally



Geometric Deep Learning
14

✦ Concept: systematization of geometries as study of equivariances 
• Apply this principle to systematize the zoo of NN architectures

[M. Bronstein et al.: "Geometric Deep Learning"]

✦ Key message: neural networks for processing geometric data should respect the structure 
of the domain



Convolution as a Linear Operator
15<latexit sha1_base64="fBy0tmNRRVqKQdHU3XTTT3Lgfl8="></latexit>

⌅ Convolution:
• yj =

hq
k=≠h

wkxj≠k

⌅ As matrix-vector product:
• Denote: i = j ≠k, then k = j ≠ i and yj =

q
i wj≠ixi

• Denote Wi,j = wi≠j

• Then y = Wx

-1 0 1

W
<latexit sha1_base64="o4UuQ5fatU828zDC7HtYFUZNiZM="></latexit>

x
<latexit sha1_base64="I1SWQxoRiESQhjNhyxQQjDWxqr4="></latexit>

<latexit sha1_base64="iAUdfltrOZnFlnceaF4NVOiGMrQ="></latexit>Example: wk = k

✦ Convolution is a linear transform of a special structure:

<latexit sha1_base64="AIlo9KJL1OKGYvc9+cGcTW3cgjc="></latexit>

⌅ Cross-correlation has flipped w, resulting in transposed W

• Backprop of convolution is cross-correlation and vice-versa



Convolution from Equivariance
16Grid

Shift operator (1D)

<latexit sha1_base64="5fA1baK4H2/vBEGpFV4sSjuubdo=">AAAFN3icjVTbbhMxEN2GACXcWnjkxWqDVNQ0yoZLUaVKjapKvCAFQi9St0ReZ5J1a3sX29umrPaH+AM+hSfeEK/8AeNk2yYpqrAi+eT4zPHMeLRhIrixjcaPudKt8u07d+fvVe4/ePjo8cLikz0Tp5rBLotFrA9CakBwBbuWWwEHiQYqQwH74cm2O98/BW14rD7Z8wSOJB0o3ueMWqS6i3PfghAGXGXcguRfIa8EDpHtiGrKLG </latexit>

⌅ Characterize linear transforms which are equivariant to shift:
• let S : Rn æ Rn be a shift matrix: Si,j = [[j = i+1]]

• let A : Rn æ Rn

• equivariance: ASx = SAx for all x

• implies AS = SA

• implies Ai,j+1 = Ai+1,j for all i, j – "circulant" matrix (convolution)
✦ Conclusion: a matrix is circulant if and only if it commutes with shift

<latexit sha1_base64="fTH4rdM4LfpsqW72Z8T0VTl7mbQ=">AAAFMHicjVTbattAEFVct03dW9I+9mVpXHDAGDu9BwJJg0MfGnBxbhCFsFqNpSXaXbG78qVCX9M/6Ne0T6Wv/YrOxo5jO6V0MWh0Zs6Zy44cpAk3ttn8sVS6Vb595+7yvcr9Bw8fPV5ZfXJkVKYZHDKVKH0SUAMJl3BouU3gJNVARZDAcXCx6/zHfdCGK3lgRymcCRpJ3uOMWoTOV5e++gFEXObcguBfoKj4ziJ7mbYxaJJqlY </latexit>

⌅ Further properties:
• Matrices satisfying AS = SA will have same eigenvectors
• Eigenvectors of shift S are the Fourier basis functions �

• All convolutions can be represented as A = �⇤(w)�T, where ⇤(w) = diag(�Tw)

• Convolution Theorem: Ax = �
1
(�Tw)§ (�Tx)

2



Learned vs Engineered Filters
17

Equivariance to transformations + more design principles w.r.t. scale-space

✦ Gabor Filters (and generalizations) - mathematical model for V1 cells:

✦ PCA of Image Patches

Data statistics + regularization

✦ CNN first layer filters (learned)

equivariance + learning

Active research on symmetry as a guiding principle in artificial and brain neural networks



Geometric Deep Learning on other Domains
18

✦ Popular architectures as instances of GDL blueprint

[M. Bronstein et al.: "Geometric Deep Learning"]



Geometric Deep Learning: Graphs
19

[M. Bronstein et al.: "Geometric Deep Learning"]



Pooling
20Spatial size of the input image

✦ Eventually want to classify -> need to reduce spatial dimensions

channels

conv(3◊3, 64æ64)
<latexit sha1_base64="Ib2y8waWlDdj0gWdMHpcfsLBehE="></latexit>

Result of conv(K◊K, 3æ64) followed by ReLU
<latexit sha1_base64="YxKguzf/j7Wj8Jbd4vDXuZ10UUE="></latexit>



Pooling
21✦ Following approaches are used to reduce the spatial resolution: 

• max pooling 

• average pooling 

• subsampling -> convolution with stride

max

average

subsample

✦ max and average pooling are invariant to 
permutations of responses within a cell 

✦ Once spacial resolution has been decreased, we 
can afford to increase the number of channels 

(linear)

(linear)



Pooling: Convolution with Stride
22✦ Full convolution + subsampling is equivalent to calculating the 

result at the required locations only, stepping with a stride

Stride 2

Strid 3 

Stride 1

x0 x1 x2 x3 x4 x5
<latexit sha1_base64="wGzn92wfPDK/l91SiWkzA5UwTxA="></latexit>

y0
<latexit sha1_base64="n2vfq01P1YH8wPKfW7Nr5oE5myw="></latexit>

y2
<latexit sha1_base64="LCh7R9H/jswEX/PL13qRIAmAwg8="></latexit>
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<latexit sha1_base64="X7fMxku2IHpJNiggANudn08xexQ="></latexit>

x0 x1 x2 x3 x4 x5
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y1
<latexit sha1_base64="X7fMxku2IHpJNiggANudn08xexQ="></latexit>

x0 x1 x2 x3 x4 x5
<latexit sha1_base64="wGzn92wfPDK/l91SiWkzA5UwTxA="></latexit>

y0
<latexit sha1_base64="n2vfq01P1YH8wPKfW7Nr5oE5myw="></latexit>

y2
<latexit sha1_base64="LCh7R9H/jswEX/PL13qRIAmAwg8="></latexit>

y1
<latexit sha1_base64="X7fMxku2IHpJNiggANudn08xexQ="></latexit>

y3
<latexit sha1_base64="f6coJNreYUmGF+hNasu3SBycWj4="></latexit>

y5
<latexit sha1_base64="2GXwUDVfgIU7ri7cQvJtKz5L0ZM="></latexit>

y4
<latexit sha1_base64="4eEYT7NpjxkUIPD/iCNfUnA8NOk="></latexit>

All variants and detail: [Dumoulin, Visin (2018): A guide to convolution arithmetic for deep learning]

x
<latexit sha1_base64="I1SWQxoRiESQhjNhyxQQjDWxqr4="></latexit>

W
<latexit sha1_base64="o4UuQ5fatU828zDC7HtYFUZNiZM="></latexit>



Hierarchy of Parts Phenomenon
23✦ In networks trained for different complex problems many intermediate layers 

activations correspond object parts

Faces Cars



Hierarchy of Parts Phenomenon
24

Channel #43 in layer 4

lamps in places net wheels in object net people in video net

✦ In networks trained for different complex problems many intermediate layers 
activations correspond object parts



Classification CNN: 1x1 and Structured Conv
25

too many weights here -- 
could use structured convolution

1x1 convolution for input of size 1x1  
is equivalent to fully connected



<latexit sha1_base64="iFd7y8ENk7IkkXNNc5sO2ROzOn4=">AAAEUnicjVNda9RAFE26q9ZYtdVHXwaL0Idl3S1+IRQKpaCCsFK3LTTLMpncJMPOFzOTtmvMo/5CX/wXPvvkzG5cu1sRh0DOnHvumTs3N4li1Nhe73u41mrfuHlr/XZ0Z+PuvfubWw+OjSw1gSGRTOrTBBtgVMDQUsvgVGnAPGFwkkwOfPzkHLShUny0UwUjjnNBM0qwddR480ecQE5FRS1w+gnqKPYIDQ1kJUNWIgU6k5oj6c </latexit>

⌅ Useful to perform operations along channels dimension:
• Increase /decrease number of channels
• In combination with purely spatial convolution = separable transform

1x1 and Structured Convolutions
26

channels

width

height

vector of weights  
per output channel Input: WxHx256

Output: W’xH’x256

Example 3◊3, 256æ256,
is too expensive, simplify:

<latexit sha1_base64="GwC4+RNe4Resx/Xdy6fEa9Fqzug="></latexit>

⌅ Kernel size 1◊1:
<latexit sha1_base64="gsuIRR3cGZ5qY9mnarj/qjDVlHM=">AAADoHicjVJbb9MwGPUaLiPcOnjkpVqHtIeqasq4SsCkqdIEQnQa3SaWqnKcr61V3xQ7Y8XKv+HX8Aov/At+AnZTurWTEJ8i+eT4nGPny5coRrVptX6tVYJr12/cXL8V3r5z99796saDIy3zjECPSCazkwRrYFRAz1DD4ERlgHnC4DiZ7Pn94zPINJXik5kq6HM8EnRICTaOGlTfxAmMqLDUAKdfoQhjj2rvIRPAatpRta3Ixo Zy0EW09SqMQaQX6kG13mq2ZlW7CqI5qL/9jWbVHWxU3sWpJDkHYQjDWlvClcFs4k7WYGRulHvwCPY+dCkN41yDwmTiiFO8o7CCrFFjWKSaONzgOHOXfx0R3rcjkBxMNi3Cyy6LuebYjBtu1VOe+NWMebGk8QJl+Pmy9TQ3wxd9S4W7EQhSrMYOpTB6mXVfoB0GHzTzWQPngxSGuumAZx2OOzb2JyaJ7RRFSXUXVPcvdVhSBDN7uOA6F6T3znqmTQaGjG3UfFqsEO0ifOwZBmJkxqWXitT1vrAtZVZaBSLn/s+WKX74rJBue/4+z8CJPIOUasXwVE+omiddliTA5Jd/S5ZSxjIz/xO1oiun76WvZ4tZuwqO2s3oSXPnoF3f3S7HEK2jR2gTbaMIPUe7aB91UQ8R9A19Rz/Qz2Az2A8+BgeltLI29zxESxV8/gPS+jki</latexit>

=
ÿ

c

wo,c,0,0 xc,i,j

<latexit sha1_base64="T8lXrB5UnmwzgMOgP2sfd8a+Gl8="></latexit>

yo,i,j =
ÿ

c

ÿ

�i=0

ÿ

�j=0

wo,c,�i,�j xc,i+�i,j+�j

<latexit sha1_base64="B1xBouf4kceIS71XpN6zjY6Zpcc="></latexit>

conv(1◊1,256 æ 64)
<latexit sha1_base64="F+lpnwiA3p8LaV/GqS1AtBA3fx8="></latexit>

conv(1◊1,64 æ 256)
<latexit sha1_base64="N59ftKF5QgXYiSjHwdv6z+7bIIY="></latexit>

conv(3◊3,64 æ 64)
<latexit sha1_base64="gNAdSEorR6Rd1DF1GwCPK3f3nYw="></latexit>

⌅ For all i, j a linear transformation on channels with a matrix wo,c,0,0
<latexit sha1_base64="VNeHlsUj/2saCPeJUWYAitjpzQw=">AAAD1HicjVJbaxNBGJ00amu8pfroy2Ij9GEJm1hvD2KhVEQQIjVpoRvC7OyX7Ji5LDOTpnHcJ/HV36f/wl8gzmRj2qQgfgzM2TPnnLnsl+SMahNFPysb1WvXb2xu3azdun3n7r369v2elhNFoEskk+okwRoYFdA11DA4yRVgnjA4TsYHfv34DJSmUnw0sxz6HI8EHVKCjaMGdRUnMKLCUgOcfoaiFnsUvJEqwIwFDRp+agQ48P FYBUZhoYdS8bk7cINkWAhgOphSkzmhW1H0PGhMB1aGJIzCqGjUYhDpxQ6D+k7UjOYVXAWtBdh5/QvNqzPY3ngXp5JMOAhDGNbaEp4bzMbutBqMnJjcDTyCg/cdSmvxREOOydgRp3gvxzmoMGBYpJo4HHKs3IVftQjv2xFIDkbNitpll8Vcu3tkoZv1jCd+NhkvVjRekBt+vmo9nZjhi76lwp0IBCnWY4dSGL3Kuhtoh8EHzX3WwPkghaFuOuBZh+NDG/sdk8QeFkVJdZZU5y91VFIEM3u05A4vSO+dv5k2CgzJbKv5tFgj2kXtsWcYiJHJSi8VqXv7wka5WXsqEBPu/2yZ4hvWCumWF9+LDJzIM0ipzhme6THNF0mXJQkwOf23ZCUlk8r8T9Saruy+l76eLXvtKui1m60nzb0P7Z393bIN0RZ6iB6hXdRCz9E+eos6qIsI+oF+VzYrW9Ve9Uv1a/VbKd2oLDwP0EpVv/8B8ytK9w==</latexit>



We will look at up-sampling with “transposed” convolution  (“deconvolution”)

Deconvolution for Segmentation
27

Semantic segmentation architectures need unpooling / upsampling



Transposed Convolution
28✦ Deconvolution = Transposed strided convolution = backprop of strided convolution

Figure 2. Overall architecture of the proposed network. On top of the convolution network based on VGG 16-layer net, we put a multi-
layer deconvolution network to generate the accurate segmentation map of an input proposal. Given a feature representation obtained from
the convolution network, dense pixel-wise class prediction map is constructed through multiple series of unpooling, deconvolution and
rectification operations.

We employ VGG 16-layer net [22] for convolutional part
with its last classification layer removed. Our convolution
network has 13 convolutional layers altogether, rectifica-
tion and pooling operations are sometimes performed be-
tween convolutions, and 2 fully connected layers are aug-
mented at the end to impose class-specific projection. Our
deconvolution network is a mirrored version of the convo-
lution network, and has multiple series of unpooing, decon-
volution, and rectification layers. Contrary to convolution
network that reduces the size of activations through feed-
forwarding, deconvolution network enlarges the activations
through the combination of unpooling and deconvolution
operations. More details of the proposed deconvolution net-
work is described in the following subsections.

3.2. Deconvolution Network for Segmentation

We now discuss two main operations, unpooling and de-
convolution, in our deconvolution network in details.

3.2.1 Unpooling

Pooling in convolution network is designed to filter noisy
activations in a lower layer by abstracting activations in a
receptive field with a single representative value. Although
it helps classification by retaining only robust activations in
upper layers, spatial information within a receptive field is
lost during pooling, which may be critical for precise local-
ization that is required for semantic segmentation.

To resolve such issue, we employ unpooling layers in de-
convolution network, which perform the reverse operation
of pooling and reconstruct the original size of activations as
illustrated in Figure 3. To implement the unpooling opera-
tion, we follow the similar approach proposed in [24, 25]. It
records the locations of maximum activations selected dur-
ing pooling operation in switch variables, which are em-
ployed to place each activation back to its original pooled
location. This unpooling strategy is particularly useful to
reconstruct the structure of input object as described in [24].

Figure 3. Illustration of deconvolution and unpooling operations.

3.2.2 Deconvolution

The output of an unpooling layer is an enlarged, yet sparse
activation map. The deconvolution layers densify the sparse
activations obtained by unpooling through convolution-like
operations with multiple learned filters. However, contrary
to convolutional layers, which connect multiple input ac-
tivations within a filter window to a single activation, de-
convolutional layers associate a single input activation with
multiple outputs, as illustrated in Figure 3. The output of
the deconvolutional layer is an enlarged and dense activa-
tion map. We crop the boundary of the enlarged activation
map to keep the size of the output map identical to the one
from the preceding unpooling layer.

The learned filters in deconvolutional layers correspond
to bases to reconstruct shape of an input object. Therefore,
similar to the convolution network, a hierarchical structure
of deconvolutional layers are used to capture different level
of shape details. The filters in lower layers tend to cap-
ture overall shape of an object while the class-specific fine-
details are encoded in the filters in higher layers. In this
way, the network directly takes class-specific shape infor-

Stride 2 Deconvolution
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Sparse & Deformable Convolutions
29✦ Want to increase receptive field size 

• without decreasing spatial resolution and having too many layers 

• Can increase kernel size, but it was also costly 

• Can use a sparse mask for the kernel 

Figure 5.1: (Dilated convolution) Convolving a 3⇥ 3 kernel over a 7⇥ 7 input
with a dilation factor of 2 (i.e., i = 7, k = 3, d = 2, s = 1 and p = 0).

Figure 5.1 provides an example for i = 7, k = 3 and d = 2.

29

Input

Output

Dilated convolutions Can even learn sparse locations —  
deformable convolutions

(a) (b) (c) (d)

Figure 1: Illustration of the sampling locations in 3 ⇥ 3
standard and deformable convolutions. (a) regular sam-
pling grid (green points) of standard convolution. (b) de-
formed sampling locations (dark blue points) with aug-
mented offsets (light blue arrows) in deformable convolu-
tion. (c)(d) are special cases of (b), showing that the de-
formable convolution generalizes various transformations
for scale, (anisotropic) aspect ratio and rotation.

mations. The first is deformable convolution. It adds 2D
offsets to the regular grid sampling locations in the stan-
dard convolution. It enables free form deformation of the
sampling grid. It is illustrated in Figure 1. The offsets
are learned from the preceding feature maps, via additional
convolutional layers. Thus, the deformation is conditioned
on the input features in a local, dense, and adaptive manner.

The second is deformable RoI pooling. It adds an offset
to each bin position in the regular bin partition of the previ-
ous RoI pooling [15, 7]. Similarly, the offsets are learned
from the preceding feature maps and the RoIs, enabling
adaptive part localization for objects with different shapes.

Both modules are light weight. They add small amount
of parameters and computation for the offset learning. They
can readily replace their plain counterparts in deep CNNs
and can be easily trained end-to-end with standard back-
propagation. The resulting CNNs are called deformable

convolutional networks, or deformable ConvNets.
Our approach shares similar high level spirit with spatial

transform networks [26] and deformable part models [11].
They all have internal transformation parameters and learn
such parameters purely from data. A key difference in
deformable ConvNets is that they deal with dense spatial
transformations in a simple, efficient, deep and end-to-end
manner. In Section 3.1, we discuss in details the relation of
our work to previous works and analyze the superiority of
deformable ConvNets.

2. Deformable Convolutional Networks

The feature maps and convolution in CNNs are 3D. Both
deformable convolution and RoI pooling modules operate
on the 2D spatial domain. The operation remains the same
across the channel dimension. Without loss of generality,
the modules are described in 2D here for notation clarity.
Extension to 3D is straightforward.

Figure 2: Illustration of 3⇥ 3 deformable convolution.

2.1. Deformable Convolution

The 2D convolution consists of two steps: 1) sampling
using a regular grid R over the input feature map x; 2)
summation of sampled values weighted by w. The grid R
defines the receptive field size and dilation. For example,

R = {(�1,�1), (�1, 0), . . . , (0, 1), (1, 1)}

defines a 3⇥ 3 kernel with dilation 1.
For each location p0 on the output feature map y, we

have

y(p0) =
X

pn2R
w(pn) · x(p0 + pn), (1)

where pn enumerates the locations in R.
In deformable convolution, the regular grid R is aug-

mented with offsets {�pn|n = 1, ..., N}, where N = |R|.
Eq. (1) becomes

y(p0) =
X

pn2R
w(pn) · x(p0 + pn +�pn). (2)

Now, the sampling is on the irregular and offset locations
pn+�pn. As the offset �pn is typically fractional, Eq. (2)
is implemented via bilinear interpolation as

x(p) =
X

q

G(q,p) · x(q), (3)

where p denotes an arbitrary (fractional) location (p =
p0 + pn +�pn for Eq. (2)), q enumerates all integral spa-
tial locations in the feature map x, and G(·, ·) is the bilinear
interpolation kernel. Note that G is two dimensional. It is
separated into two one dimensional kernels as

G(q,p) = g(qx, px) · g(qy, py), (4)

where g(a, b) = max(0, 1 � |a � b|). Eq. (3) is fast to
compute as G(q,p) is non-zero only for a few qs.


