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Paralelni a distribuované vypocty

. - Programovani v
Paralelni programovani . , ,
distribuovanych systémech

« 1 stroj, vicero jader, « vicero stroji komunikujicich po
hierarchie vyrovnavacich sitovych rozhranich
pameti, sdilena pameét, (napfr. InfiniBand)

« 1 program, pouziti « distribuovana data

synchronizacnich primitiy,

datové struktury « komunikacni slozitost,

.HW na zakazku”

«  OpenMP, C++23, SYCL, MPI k8s. Spark
Go, Rust . S

Rychleji nalézt reseni Zajistit konsistenci dat




Motivace

Co je to moderni procesor?
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Obrazky prevzaty z:

«  https://www.tomshardware.com/news/amd-zen-3-ryzen-5000-release-date-
specifications-pricing-benchmarks-all-we-know

«  https://www.amd.com/system/files/documents/tr-pro-thought-leadership.pdf

» https://techgage.com/article/amd-ryzen-threadripper-3990x-64-core-linux-
performance/



https://www.tomshardware.com/news/amd-zen-3-ryzen-5000-release-date-specifications-pricing-benchmarks-all-we-know
https://www.tomshardware.com/news/amd-zen-3-ryzen-5000-release-date-specifications-pricing-benchmarks-all-we-know
https://www.amd.com/system/files/documents/tr-pro-thought-leadership.pdf

Motivace:

Narust poctu transistoru

Moore's law describes the empirical regularity that the number of transistors on integrated circuits doubles approximately every two years.
This advancement is important for other aspects of technological progress in computing - such as processing speed or the price of computers.
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Obrazky prevzaty z:
+ https://en.wikipedia.org/wiki/Moore%27s_law



Motivace

Narust vykonu jednotlivého jadra; poctu jader

48 Years of Microprocessor Trend Data
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Original data up to the year 2010 collected and plotted by M. Horowitz, F. Labonte, O. Shacham, K. Olukotun, L. Hammond, and C. Batten
New plot and data collected for 2010-2019 by K. Rupp

Data viz:
+ https://zenodo.org/record/3947824#.YCBhyhNKhpl



Motivace

Amdahluv zakon: Zrychleni je omezené neparalelizovatelnym kodem
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Grafy z:
+ https://upload.wikimedia.org/wikipedia/commons/e/ea/AmdahlsLaw.svg

+  https://www.youtube.com/watch?v=QIHy8pXbnel



https://upload.wikimedia.org/wikipedia/commons/e/ea/AmdahlsLaw.svg

Motivace

Neparalelizovatelny kdd je dan jazykem a knihovnou, kterou uzivate

AMD Threadripper 3990X + NVIDIA GeForce RTX 4090 Ti
« Jednovlaknova aplikace: 49 GFLOPS (Geekbench 4)
 Tj. limit pro pouziti bézného C++ je pod 0.05 % celkového
vykonu
 Vicevlaknova aplikace: 3732 GFLOPS (Geekbench 4)
« Tj. limit pro pouziti pthreads, C++23, nebo OpenMP do verze
4.5
je pod 4% celkového vykonu
« Vicevlaknova aplikace s GPGPU: pres 100 TFLOPS (AIDA, single-
precision, overclocking)
« Celkovy vykon je dostupny pri pouziti OpenMP od verze 4.5,
SYCL, a dalsich (CUDA, OpenGL, DirectX Compute)



Pthreads vs. C++ vs. OpenMP vs.

Co znate z OSY (pthreads)

#include <stdio.h>
#include <stdlib.h>
#include <pthread.h>

const int thread_count = 10;
void* Hello(void* rank);

int main(int argc, char* argv[]) {

long thread;

pthread_t *thread_handles;

thread_handles = (pthread_t*)malloc(thread_count * sizeof(pthread_t));

for (thread = 0; thread < thread_count; thread++)
pthread_create(&thread_handles[thread], NULL,

Hello, (void *) thread);

printf("Hello from the main thread\n");

for (thread = 0; thread < thread_count; thread++)
pthread_join(thread_handles[thread], NULL);

free(thread_handles);
return 0;

}

void* Hello(void* rank) {
long my_rank = (long) rank;
printf("Hello from thread %ld of %d\n", my_rank, thread_count);
return NULL;

}




Pthreads vs. C++ vs. OpenMP vs. SYCL

Ochutnavka (OpenMP)

#include <iostream>
#include <vector>
#include "omp.h"

const int thread_count = 10;

void Hello() {
int my_rank = omp_get_thread_num();
int threads = omp_get_num_threads();
std::cout << "Hello from thread " << my_rank << " of " << threads << std::endl;

}

int main(int argc, char* argv[]) {

#pragma omp parallel num_threads(thread_count)
Hello();
return 0;

}

« nutno prekladat s prepinacem —fopenmp

« (napr. g++ -fopenmp openmp-hello.cpp -0 openmp-hello)



Pthreads vs. C++ vs. OpenMP vs.

Ochutnavka (C++11)

#include <iostream>
#include <thread>
#include <vector>

const int thread_count = 10;
void Hello(long my_rank);

int main(int argc, char* argv[]) {
std::vector<std::thread> threads;
for (int thread=0; thread < thread_count; thread++) {
threads.push_back(std::thread(Hello, thread));
3

std::cout << "Hello from the main thread\n";

for (int thread=0; thread < thread_count; thread++) {
threads[thread].join();

}

return 0;

}

void Hello(long my_rank) {
std::cout << "Hello from thread " << my_rank << " of " << thread_count << std::endl;

}

Nicolai Josuttis: “it is almost impossible to use it easily and right”



Pthreads vs. C++ vs. OpenMP vs. SYCL

Ochutnavka (C++20)

#include <iostream>
#include <thread>
#include <vector>

const int thread_count = 10;
void Hello(long my_rank);

int main(int argc, char* argv[]) {
std::vector<std::thread> threads;
for (int thread=0; thread < thread_count; thread++) {
threads.push_back(std::jthread(Hello, thread));
3

std::cout << "Hello from the main thread\n";

return 0;

}

void Hello(long my_rank) {
std::cout << "Hello from thread " << my_rank << " of " << thread_count << std::endl;

}

Specifikace byla schvalena v listopadu 2020. GCC 11 ma dobrou podporu.



Pthreads vs. C++ vs. OpenMP vs. SYCL

Ochutnavka (SYCL)

SYCL, OpenCL and SPIR-V, as open industry SYCL enables Khronos to
standards, enable flexible integration and SYCL. influence ISO C++ to (eventually)
deployment of multiple acceleration technologies Source Code support heterogeneous compute
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Viz https://www.khronos.org/assets/uploads/developers/presentations/SYCL-2020-Launch-Feb21.pdf



Pthreads vs. C++ vs. OpenMP vs. SYCL

Ochutnavka (SYCL)

#include <CL/sycl.hpp>
#include <iostream>

using namespace cl::sycl;
const int nElems = 64u;

class assign_elements;

int main() {
int data[nElems] = {0};
try {
default_selector selector;
queue myQueue(selector, [](exception_list |) {
for (autoep:|){
try {
std::rethrow_exception(ep);
} catch (const exception& e) {
std::cout << "Asynchronous exception caught:\n" << e.what();

}
}
bk
buffer<int, 1> buf(data, range<1>(nElems));
myQueue.submit([&](handler& cgh) {
auto ptr = buf.get_access<access::mode::read_write>(cgh);
auto myRange = nd_range<1>(range<1>(nElems), range<1>(nElems / 4));
auto myKernel = ([=](nd_item<1> item) {
ptr[item.get_global_id()] = item.get_global_id()[0];
bk
cgh.parallel_for<assign_elements>(myRange, myKernel);
bk
} catch (const exception& e) {
std::cout << "Synchronous exception caught:\n" << e.what();
return 2;

3

return 0;




Motivace

Mame cloud, ne?

aWS @ kubernetes Documentation KubernetesBlog Training Partners
N

Qsearch How does the Horizontal Pod Autoscaler work?
Products Solutions Pricing Documentation Learn Partner Network AWS Marketplace
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Pod 1 Pod 2 “aa Pod N
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Tasks
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Cluster RC / Deployment
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. . . M Se te l
Quickly build HPC compute environments on AWS T o
Applications
&) Google Cloud Why Google ~ Solutions  Products ~ Pricing ~ Getting Started Q Docs  Support Langu
Solutions

Contact Us
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B® Microsoft | Docs Documentation Leam Q&A Code Samples £ search
> Media —_—

» Gaming Download  Libraries ~  Documentation ~  Examples ~ Community ~  Developers ~

Azure Product documentation \  Architecture »  Learn Azure -+ Develop +  Resources v

Financial service:

Internet of Things

Azure / Virtual Machines / Workloads / High Performance Computing [ Bookmark &1 Feec o . ) ) .
» Backup & archive Apache Spark™ is a unified analytics engine for large-scale data processing.
» Digital marketing .
. % Fier by e Set up Message Passing Interface for HPC
» Retail & commerc
» Web hosting & wi > Overview 08/06/2020 « 5 minutes toread - @ D O B & @ Speed 20 110
z
» Big dat: lytics - Confi ti . " s Y
g data analytic ontiguration The Message Passing Interface (MPI) " is an open library and de-facto standard for distributed memory Run workloads 100x faster. g % "Had
. £ adoop
» Development & te Configure and optimize VMs parallelization. It is commonly used across many HPC workloads. HPC workloads on the RDMA capable H- 2 60 uSpark
~ High performanc: Enable InfiniBand series and N-series VMs can use MPI to communicate over the low latency and high bandwidth InfiniBand best Apache Spark achieves high performance for both batch and streaming € 30 09
Overview Set up MPI network. data, using a state-of-the-art DAG scheduler, a query optimizer and a g -
Articlos physical execution engine.
Scal licati : p
caling applications The SR-IOV enabled VM sizes on Azure (HBv2, HB, HC, NCv3, NDv2) allow almost any flavor of MPI to be Logistic regression in Hadoop and Spark

> Virtual machines used with Mellanox OFED. On non-SR-IOV enabled VMs, supported MPI implementations use the Microsoft

Network Direct (ND) interface to communicate between VMs. Hence, only Microsoft MPI (MS-MPI) 2012 R2
or later and Intel MPI 5.x versions are supported. Later versions (2017, 2018) of the Intel MPI runtime library
may or may not be compatible with the Azure RDMA drivers.

For SR-IOV enabled RDMA capable VMs, CentOS-HPC version 7.6 or a later 2 version VM images in the

Marketplace are optimized and pre-loaded with the OFED drivers for RDMA and various commonly used

MPI libraries and scientific computing packages and are the easiest way to get started.
Vice viz:
«  https://docs.aws.amazon.com/parallelcluster/latest/ug/tutorials 03 batch_mpi.html « https://kubernetes.io/docs/tasks/run-application/horizontal-pod-autoscale/
«  https://cloud.google.com/solutions/best-practices-for-using-mpi-on-compute- + https://spark.apache.org/

engine

« https://docs.microsoft.com/en-us/azure/virtual-machines/workloads/hpc/setup-mpi



https://docs.aws.amazon.com/parallelcluster/latest/ug/tutorials_03_batch_mpi.html
https://cloud.google.com/solutions/best-practices-for-using-mpi-on-compute-engine
https://cloud.google.com/solutions/best-practices-for-using-mpi-on-compute-engine
https://docs.microsoft.com/en-us/azure/virtual-machines/workloads/hpc/setup-mpi
https://kubernetes.io/docs/tasks/run-application/horizontal-pod-autoscale/
https://spark.apache.org/

Motivace

Mame cloud, ne?

Oracle Real Application Clusters features

Key capabilities Scalabllltv
Flexibility Scale features and functions More scalable analytics
Rapidly scale all Oracle Database features and functions across Oracle RAC allows customers to easily scale analytics workloads by
Scalability multiple instances to address sudden changes in customer eliminating the need for replica databases and database level conflict
workloads, without the need for manual intervention. resolution, significantly improving database administrator productivity.
Availability . : L= : )
No application changes Scale enterprise applications with Oracle RAC (1:23)

Scale applications up to one hundred nodes in a cluster without
application changes, improving DBA and developer productivity.

Production use of Raft [edit]

« CockroachDB uses Raft in the Replication Layer.!!

« Etcd uses Raft to manage a highly-available replicated log [©!

e Hazelcast uses Raft to provide its CP Subsystem, a strongly consistent layer for distributed data structures. |
e MongoDB uses a variant of Raft in the replication set.

«Neo4j uses Raft to ensure consistency and safety. (€]

« RabbitMQ uses Raft to implement durable, replicated FIFO queues. [°!

e Apache Cassandra NoSQL database uses Paxos for Light Weight Transaction feature only 2!
¢ Amazon Elastic Container Services uses Paxos to maintain a consistent view of cluster state (2!

e Amazon DynamoDB uses the Paxos algorithm for leader election and consensus (.
Vice viz:
https://www.oracle.com/database/real-application-clusters/#rc30p3
https://en.wikipedia.org/wiki/Raft (algorithm)
https://en.wikipedia.org/wiki/Paxos_(computer_science)



https://www.oracle.com/database/real-application-clusters/
https://en.wikipedia.org/wiki/Raft_(algorithm)

Organizacni
Kdo jsme

Prednasejici

Peter Macejko  David Fiedler Jan Mrkos David Milec Matéj Kafka Michal Slouka



Organizacni

Kde a kdy jsme

B4B36PDV - Paralelni a distribuované vypocty (2P+2C) - 1.-8. tyden
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Organizacni

Co chceme

 Paralelni cast
« Motivace: programovani her, Al

« Ziskat zakladni informace a prostor pro praktické zkusenosti
v oblasti programovani efektivnich paralelnich programu

« Paralelni programovani jednoduchych algoritmu a vliv riznych
zpusobu paralelizace na rychlost vypoctu

 Distribuovana cast
« Motivace: Oracle Real Application Cluster
« Konzistence a shoda v distribuovanych systémech



Prehled paralelni casti

« Zakladni Uvod

« Soubéh (race condition), uvaznuti (deadlock), iluze sdileni (false
sharing).

« Hardwarova vlakna, softwarova vlakna, synchronizacni primitiva
« C++:C++20jthready, C++23 coroutines
« OpenMP

« Specifikace nadstavby nad kompilatorem (napr. C, C++, Fortran).
Kdysi hardwarova vlakna (napr. pthreads), od verze 5.0 softwarova
vlakna (tasks) a podpora GPGPU.

- SYCL

« Specifikace nadstavby nad kompilatorem (napr. C++) a knihovny pro
zjednoduseni implementace paralelnich programu na CPU i GPGPU.



Prehled paralelni casti

« Techniky dekompozice
« Datoveé struktury umoznujici pristup vicero vlaken
« Zakladni paralelni radici algoritmy a vektorové instrukce

« Zakladni paralelni maticové algoritmy



Materialy k paralelni casti

Principy

« Standardni ucebnice: The Art of
Multiprocessor Programming (by

MAURICE HERLIHY NIR SHAVIT
Maurice Herlihy, Nir Shavit, Victor VICTOR LUCHANGCO | MICHAEL SPEAR
Luchangco, and Michael Spear). THEART
« Druhé vydani (zari 2020). ¢
Kapitola 1: Uvod MULTIPROCESSOR

Kapitola 2: Vzajemné vylouéeni PROGRAMMING

Kapitola 9: Seznamy
Kapitola 12: Razeni
Kapitola 16: Rozvrhovani

« Viz také
https://www.youtube.com/watch?v=
nrUszqrlvi8.

SECOND EDITION



yr I

Materialy k paralelni casti

C++23

« Standardni ucebnice:
C++20 - The Complete Guide
(by Nicolai M. Josuttis).

 Prvni vydani (listopad 2022).
http://cppstd20.com/

« Kapitoly:
12: jthread

13: Concurrency | g + w I
ol ; m
L C I

14: Coroutines

- Viz také
https://en.cppreference.com/w/
cpp/thread
(povoleno na praktické zkousce)

Nicolai M. Josuttis



https://en.cppreference.com/w/cpp/thread
https://en.cppreference.com/w/cpp/thread

yr I

Materialy k paralelni casti

OpenMP

Standardni dokumentace OpenMP:

https://www.openmp.org/resources/refguides/
je povolena na praktickeé zkousce. Nikoli priklady
https://github.com/OpenMP/Examples/

Velmi prakticke rady: Using OpenMP (Portable Shared
Memory Parallel Programming, by Barbara Chapman,

Gabriele Jost and Ruud van der Pas). Vydani z roku 2007 je
dostupné pres NTK.

Neformalni dvod: Programming on Parallel Machines (by
Norm Matloff), 2012, k dispozici zdarma on-line



yr I

Materialy k paralelni cas

Protoskripta

ti

« Protoskripta:
Parallel Programming in C++.

« Postupnée na webu predmetu:

« https://cw.fel.cvut.cz/wiki/cour
ses/b4b36pdv/lectures/start

+ Rada pfiklad(.

An example of the use of coroutines.

1 // inspired by

« https://www.incredibuild.com/blog/cpp-coroutines-lets-play-with-them

#include <coroutine>
#include <generator>
#include <iostream>
#include <syncstream>
#include <memory>
#include <string>

std::generator<char> split-by-value(std::string s) {
for (char ch : ps) {
co_yield ch;
}
}

std::generator<char>
< split-by-uniqueptr(std::unique_ptr<std::string> ps) {

for (char ch : *ps) {
co_yield ch;
}
}
int main() {

for (char ch : split-by-value("test")) {
std::osyncstream(std: :cout) << ch << '\n';

}

for (char ch :

< split-by-uniqueptr(std: :make_unique<std::string>("west")))

— {
std::osyncstream(std: :cout) << ch << '\n';

}

ik

Open in Compiler Explorer 7



Bonusova uroven

Prace s vetsim hardware

« RCI CVUT cluster

« n01-20 CPU nodes: 24 cores/48 threads 3.2GHz (2 x Intel Xeon
Scalable Gold 6146), 384GB RAM,

« n21-n32 GPU nodes: 36 cores/72 threads 2.7GHz (2 x Intel Xeon
Scalable Gold 6150), 384GB RAM, 4 x Tesla V100 with NVLink,

« n33 multi-CPU node: 192 cores/ 384 threads 2.1GHz (8 x Intel Xeon
Scalable Platinum 8160), 1536GB RAM

How to start to work on RCI cluster

There are information mainly for new users and also links to follow-up parts of the
documentation.

Account

RCI Account is required for access to RCI cluster. This account is automaticaly created for
all researches working on RCI project. Non RCI researchers can obtain access to RCI cluster
for one year by @ filling registration form.




Bonusova uroven

« Metacentrum
« spojeni vypocetnich prostredkl akademické sité
« volne dostupné pro akademické pracovniky, studenty
« mnoho dostupnych stroji (CPU, GPU, Xeon Phi)

« https://metavo.metacentrum.cz/pbsmon2/hardware

e IT4Innovations (www.it4i.cz)
« 30000 jader v Ostrave, prikon pres IMW

« komercni vypocty, |ze zazadat a ziskat vypocetni cas pro vyzkum


https://metavo.metacentrum.cz/pbsmon2/hardware

Hodnoceni

« Domaci ukoly (40%)
Malé domaci ukoly (7x)
Velké domaci ukoly (2x)

 Prakticky test z paralelniho programovani (20%).
Za COVIDu online, letos nejspise v ucebne.

« Teoreticky test (40%).
Podledni dva roky v Brute jako vybeér z vice moznosti.

Pro uspesné ukonceni musite ziskat alespon 50% z kazde casti




Hodnoceni

« Mala tolerance zpozdeéni u odevzdavani uloh

« Problémy je dobré resit vcas na foru CourseWare
« https://cw.fel.cvut.cz/wiki/courses/b4b36pdv/start

 Prostredi BRUTE, CLion (https://download.cvut.cz/jetbrains/),
prip. Windows Subsystem for Linux

Malé ulohy Semestralni dlohy
Zpozdéni Penalizace Zpozdéni Penalizace
Ohi<x < 1h -0.5b Oh < x < 1h -1b
1h < x < 24h -1b ihi< x < 12h -2b
24h < x -2b 12h < x < 3d -6b
3d < x.<'bd -10b
6d < x -100%



https://download.cvut.cz/jetbrains/

Co udelat pro uspeésneée zvladnuti PDV?

« Programovat

« zkousejte si kody z prednasek, upravujte jej, analyzujte co se
stane

« nechte si Cas na vypracovani domacich ukolu

s Vs
a - Premyslet
« paralelni / distribuované programy se spatné ladi N

« chyby ve vicevlaknové aplikaci se tézko odhaluji

« pokud program nepracuje jak oCekavate (napr. neni dostatecne
rychly, vysledek neni spravny), zastavte se a zamyslete se proc
tomu tak je




Zbytek dnesni prednasky: Opakovani

« Potrebny HW zaklad a kratka historie

« Jednoduché priklady (jak to delat a nedélat);
Vliv architektury

« Nove statnicové otazky



Potrebny HW zaklad

Von Neumannova architektura

Vykonavani instrukci

— [

Kritické misto__,

zpomaleni

Pamet —

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)

CPU
ALU Control
registers registers
| [
[ | [
[ ] [
/
Interconnect
/
Address Contents
I [
[ |
[ |
Main memory

Ridici jednotka

/



Kratka historie paralelnich vypoctu
Dnesni paralelni stroje

2
2
5

E




Kratka historie paralelnich vypoctu

TOP 500 superpocitacu

1]
=
]
4+
v
>
v
“—
o
e
L))
Q
£
=
=

Zdroj: https://en.wikipedia.org/wiki/TOP500

JUBTHEETH BRI

x86-64 (Intel)
x86-64 (AMD)
POWER
%x86-32 (Intel)
x86-32 (AMD)
MIPS

Sparc

PA-RISC

Cray

Alpha

Fujitsu

NEC

Itanium (Intel)
Intel iB60
Hitachi
Hitachi SRBO0O
KSR

TMC CM2
Xeon Phi (Intel)
Convex
Maspar
QOthers
IBM3090
nCube
ShenWel
Cavium
Fujitsu ARM
Thunderx2
aplooo




Potrebny HW zaklad

Abstrakce paralelniho hardware dle Flynnovy taxonomie

« SIMD (Single Instruction Multiple Data)
« Jedna ridici jednotka, vicero ALU jednotek
« Datovy paralelismus
« Vektorové procesory, GPU
« Beézné jadra CPU podporuji SIMD paralelizmus
« instrukce SSE, AVX
« MIMD (Multiple Instruction Multiple Data)
« Vice-jadrové procesory
« napfr. i v mobilnich telefonech

« RUzné jadra vykonavaji ruzné instrukce

« Viceprocesoroveé pocitace

Obrazky prevzaty z kurzu CMU 15-418/618 na CMU.edu

ALUO| |ALU1

ALU2|( |ALU3

ALU4| |ALUS

ALUG6| |ALU7

uI

EE
EE
[HE)
EE

HH
HH
HH
HH

uI I

H[H|
EE
EE)
[EE)

HH
HH
HH
HH




Potrebny HW zaklad

Abstrakce levného moderniho procesoru

« Vyrovnavaci pamet (CPU cache)
« Programy casto pristupuji k pameéti lokalné (lokalita v prostoru a case)

« Cache se upravuje po radcich (lines)

« Kazdé jadro ma vlastni cache + existuje spolecna cache

B8 BEE BE BEE

L1Cache L1 Cache L1 Cache L1 Cache
L2Cache L2 Cache L2 Cache L2 Cache
4— On-chip
: interconnect
Memory
L3 Cache Controller

Memory Bus i
(to DRAM)

Obrazek prevzaty z kurzu CMU 15-418/618 na CMU.edu



Potrebny HW zaklad

Realita levného moderniho procesoru je podstatne slozit

Next Address Logic

¥
Lo/L1/L2 ITLB L1 Hashed Perceptron
L1:64. L2: 512 enines L2 TAGE

L1/L2 BTB, Return Stack, ITA
L1 BTB: 512. L2 BTB: 7168. RAS: 32. ITA: 1024 enines

] |
. Prediction
Micro-Tags Queus

Instruction Cache

32 KB. 8-way. 64 Blline

32 Bleyck
from L2

VvV evV/

&jSi

Instruction Byte Queue
20 x 16 B

2

Pick
y 1 1 1

4-way Decoder
Op Cache

4 K mops. 8-way. 8 mops/line

< ? mops (£ 4 x86 insir)

< 8 mops (£ 8 x86 instr)

OC/IC mode =\ /

Micro-OP Queue

Stack Engine

Microcode Sequencer
Memfile

Microcode ROM

Dispatch

Front End

< B8 mopsicyck

Obrazky prevzaty z https://en.wikichip.org/wiki/amd/microarchitectures/zen_3



Potrebny HW zaklad

Realita levného moderniho procesoru je podstatné slozitejsi

\ 4

Rename/Allocate Retire Queue
224 enines

\ 4

Rename/Allocate

2

Non-Scheduling Queue

64 enines

2

LDCVT Scheduling Queue

36 entries

Physical Register File

160 entries

RCU
dd

ALQo || ALQ1 [|ALQ2 [|ALQ3 AGQ

28 enlries
£ g 3 £ I .
Physical Register File

H 180 entres

Forwarding Muxes

Schedulers

x
L
. Competitively shared between threads
D Watermarked
Load Queue Store Queue . Statically partitioned
44 enines 48 enines
[LDo Pick | [LD1 Pick] || Pefeteh
TLBO ||DATO || TLB1 || DAT1 STP
L1/L2 DTLB, Store
DC Tags Commit
32B
32B
L1 Data Cache B
32 KB. 8-way. 64 B/line
MAB WCB
1) Obrazky prevzaty z https://en.wikichip.org/wiki/amd/microarchitectures/zen_3
| Toffrom L2 32 B toffrom L2 To L2



Potrebny HW zaklad

Pipelines

« Zopakujeme 5 konceptu z APO.

« Paralelizace na urovni instrukci (ILP). Priklad:
« Chceme secist 2 vektory realnych cisel (float [1000])

« 1 soucet - 7 operaci
Nacteni (fetch)
Porovnani exponent
Posun
Soucet
Normalizace
Zaokrouhleni
Ulozeni vysledku

« BezILP - 7x1000x (Cas 1 operace; 1ns)



Potrebny HW zaklad

Pipelines

« Paralelizace na Urovni instrukci (ILP)

« Priklad:
« Chceme secist 2 vektory realnych cisel (float [1000])
« 1 soucet - 7 operaci

« BezILP - 7x1000x (Cas 1 operace; 1ns)

Table 2.3 Pipelined Addition. Numbers in the Table Are
. Subscripts of Operands/Results
* IL P (a 7 .J S d n Ote k) - 1 OO 5 ns Time Fetch Compare Shift Add Normalize Round Store

0 0

1 1 0

2 2 1 0

3 3 2 1 0

4 4 3 2 1 0

5 5 4 3 2 1 0

6 6 5 4 3 2 1 0
999 999 998 997 996 995 994 993
1000 999 998 997 996 995 994
1001 999 998 997 996 995
1002 999 998 997 996
1003 999 998 997
1004 999 998
1005 999

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)



Potrebny HW zaklad

Superskalarni procesory

« Soucasne vyhodnoceni vicero instrukci

« uvazme cyklus

for (i=0; i< ; i++)
z[i]=x[1]+Y[i];

« jedna jednotka muze pocitat z[0], druha z[1], ...

« Spekulativni vyhodnoceni

Z=X+Y,

if (z > 0)
W = X;

else
W=y,

https://cw.fel.cvut.cz/wiki/_media/courses/b35apo/en/lectur
es/06/b35apo_lecture06-speculative.pdf



Vliv architektury

Cache

« Proc je dulezité védét o architekture?

« Uvazme priklad nasobeni matice vektorem

int x[MAXIMUM], int y[MAXIMUM], int A[MAXIMUM*MAXIMUM]

Varianta A Varianta B
for ( int i = 0; i < MAXIMUM ; i ++) for ( int j = 0; j < MAXIMUM ; j ++)
for ( int j = 0; j < MAXIMUM ; J ++) for ( int 1 = 0; 1 < MAXIMUM ; 1 ++)
y[i] += A->at(i * MAXIMUM + j)*x[j]; y [i] += A->at(i * MAXIMUM + j)*x[j];

Ktery kod bude rychlejsi?




Vliv architektury

Cache
for ( int 1 = 0; 1 < MAXIMUM ; 1 ++) for ( int j = 0; j < MAXIMUM ; j ++)
for ( int j = 0; j < MAXIMUM ; j ++) for ( int 1 = 0; 1 < MAXIMUM ; 1 ++)
y[i] += A->at(i * MAXIMUM + j)*x[j]; y [1] += A-=at(1i * MAXIMUM + j)*x[j];

) &

« Pole jsou v pameéti ulozena sekvencné (po radcich)

« CPU pri pristupu k A[0][0] nacte do cache vicero hodnot

(CaChe ||ne) \ Cache Line Elements of A
~>

0 ALOJ[O0] A[OJ[1] A[OJ[2] A[O0J[3]

4 AC1100] AC1J[1] ACIIC2] A[1][3]

|
2 AL2100]1 AC21[11 AC2102]1 A[2]103]
3 AL3100]1 AC31[11 A[C3102] A[3][3]

 Pri pristupu k A[1][0] se zmeni cely radek

V ramci paralelnich programiu muze k

podobnym problémum dochazet Casté;ji



Paralelizace

Jednoduchy priklad

« Suma vektoru cisel

0 |1 |2 |3 14 |5 [6 |.. .. 5x10°
17 2 9 4 22 0 1 8

Jak paralelizovat?

« Meéjme 4 jadra — kazdé jadro muze secist Ctvrtinu vektoru,
pak seCteme cCastecné soucty

I N E N

0.389s 0.262s 0.258s 0.244s

Méreno na 8 jadrovém (16 vlaknovém) Intel Xeon v4 E5-2620



Paralelizace

Jednoduchy priklad

« Suma vektoru cisel

Co kdyz mame tisice jader?

« Pokud castecne soucty scita pouze jedno jadro, kod neni
velmi efektivni

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)



Pokrocilejsi priklad

« Zkusme scitat celou cast druhych odmocnin

sCitané pole id vlakna pole pro dil¢i soucty

long sum(std::vector<int>& vector_to_sum,fint thread}|std::vector<long>& sums)

for (int i=thread; i<SIZE; i += thread_count)
sums[thread] += sqrt(vector_to_sum[i]);

(int j=1; j<log2(thread_count)+1; j++) {
if ((thread % (int)pow(Z,j)) != 0) break;
int k = (int)pow(Z,j-1); > <

if ((thread + k) >= thread_count) break;
if (threads[thread + k].joinable()) threads[thread + k].join();
sums[thread] += sums[thread + k];

kazdé vlakno zapisuje na
vlastni index pole

logaritmicky
soucet dilcich
vysledk



Pokrocilejsi priklad

Jak nam to bude fungovat?

01 c) \‘ ‘

SN

== multi thread
== single thread

Average time [s]
w

N

0 2 4 6 8 10 12
Threads

Méreno na 8 jadrovém (16 vlaknovém) Intel Xeon v4 E5-2620



Pokrocilejsi priklad

Kde je chyba? ) @37
NY,

long sum(std::vector<int>& vector_to_sum, int thread, std::vector<long>& sums) {
for (int i=thread; i<SIZE; i += thread_count)
sums[thread] += sqrt(vector_to_sum[i]);

for (ipt j=1; j<log2(thread_count)+1; j++) {

if ((thread % (int)pow(2,j)) != 0) break;

ink k = (int)pow(2,j-1);

iff ((thread + k) >= thread_count) break;

if (threads[thread + k].joinable()) threads[thread + k].join();
ms[thread] += sums[thread + k];

kazdé viakno zapisuje na o [ 2[5 e s o 17 e [o
17 2 9 4 22 0 1 0 0 8

vlastni index pole



Pokrocilejsi priklad

Kde je chyba?

long sum(std::vector<int>& vector_to_sum, int thread, std::vector<long>& sums) {
for (int i=thread; i<SIZE; i += thread_count)
sums[thread] += sqrt(vector_to_sum[i]);

for (ipt j=1; j<log2(thread_count)+1; j++) {

if ((thread % (int)pow(2,j)) != 0) break;

ink k = (int)pow(2,j-1);

iff ((thread + k) >= thread_count) break;

if (threads[thread + k].joinable()) threads[thread + k].join();
ms[thread] += sums[thread + k];

vlakno 0 upravi hodnotu
jenze vlakno 0 ma cely vektor
sums v cache jadra

a podobné i jiné vlakna

pri zmene 1 hodnoty se musi Ealse Shari
zabezpecit konzistence dlse€ sharing

0 11 |2 13 |4 [5 |6 [7 |8 |9 |
2 9 4 22 0 1 0 0 8




False Sharing

mozné reseni

long sum_local(std::vector<int>& vector_to_sum, int thread, std::vector<long>& sums) {
long local = 0;
for (int i=thread; i<SIZE; i += thread_count) {
local += sqrt(vector_to_suml[i]);

}

sumsf thread] = local;

for (int j=1; j<log2(thread_coORy)+1; j++) {

iff ((thread % (int)pow(2,j)) != reak;
int k = (int)pow(2,j-1);
if ((thread + k) >= thread_count) break
f (threads[thread + k].joinable()) thread
ocal += sums[thread + k];

hread + k].join();

s[thread] = local;

| N
kazdé vlakno zapisuje pouze finalni vysledek
do lokalni proménné se zapise do vektoru




Potrebny HW zaklad
False Sharing

lokalni proménna — opravdu to pomuze?

o,
o
£
=
o
=) 2
IS
I
g
g

—&— multi thread
=== single thread

0 2 4 6 8 10 12
Threads



Paralelni programovani
Meéreni zrychleni

Je dané zrychleni dostatecné? Muzeme byt rychlejsi?

« V optimalnim pripadé se paralelni verze zrychluje
proporcv:né s poctem jader

Viken |1 2 3[4
Cas

X X/2 x/3 xX/4

s Casto vyjadreno jako
—4-= single thread Z ryc h I e n i:

optimal

Average time [s]

Tserial

Tparallel




Paralelni programovani
Meéreni zrychleni

Mulzeme se vzdy dostat k linearnimu zrychleni?

« Paralelni verze algoritmu maji (témeér) vzdy dalsi rezii
« spousténi vliaken
« zamky
« synchronizace

« Program/algoritmus casto vyzaduje urcitou seriovou cast

« Necht jsme schopni prepsat 90% kodu s linearnim
zrychlenim
R Tserial < Tserial

T. . =
0.9x Segl“l+o.1szerial 0.1XTserial

« To znamena, ze pokud sériovy program trva 20 sekund,

nikdy nedosahneme zrychleni vétsi nez 10
Amdahlav zakon



Odpovidajici statnicové otazky

Paralelni cast

Hardwarova podpora pro paralelni vypocty:
(super)skalarni architektury, pipelining,
spekulativni vyhodnocovani, vektorove
instrukce, vlakna, procesy, GPGPU.
Hierarchie cache pameti.

Komplikace v paralelnim programovani:
soubéh (race condition), uvaznuti (deadlock),
iluze sdileni (false sharing).

Podpora paralelniho programovani v C a
C++: pthreads, thread, jthread, atomic,
mutex, lock_guard.

Podpora paralelniho programovani v

(task region), rizné implementace
specifikace. Direktivy parallel, for, section,
task, barrier, critical, atomic.

Techniky dekompozice programu: statické a
paralelni rozdéleni prace. Threadpool a fronta
ukoll. Balancovani a zavislosti
(dependencies).

Techniky dekompozice programu na
prikladech z razeni: quick sort, merge sort.

Techniky dekompozice programu na
prikladech z numerické linearni algebry a
strojového uceni: nasobeni matice vektorem,

OpenMP: sériove-paralelni model usporadani nasobeni dvou matic, reseni systému

vlaken (fork-join), paralelizovatelna uloha

linearnich rovnic.



Odpovidajici statnicové otazky

Distribuovana cast

Uvod do distribuovanych systémd (DS). Volba lidra v DS. Algoritmy pro volbu lidra a
Charakteristiky DS. Cas a typy selhani v DS.  jejich vlastnosti.

Detekce selhani v DS. Detektory selhani a Konsensus v DS. FLP teorém. Algoritmy pro
jejich vlastnosti. distribuovany konsensus.

Cas a kauzalita v DS. Usporadani udalosti v
DS. Fyzickeé hodiny a jejich synchronizace.
Logické hodiny a jejich synchronizace.

Globalni stav v DS a jeho vypocet. Rez
distribuovaného vypoctu. Algoritmus pro
distribuovany globalni snapshot. Stabilni
vlastnosti DS.

Vzajemneé vylouceni procest v DS. Algoritmy
pro vylouceni procesu a jejich vlastnosti.



