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Problems to solve

» How to store data on Hadoop efficiently?

— format, compression
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— parallel processing on multiple nodes

» How to access data on Hadoop efficiently?
— access/query tools

» How to manage data on Hadoop efficiently?

— ,data lifecycle management®




Agenda

» HDFS — store for data
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» Formats for storing on Hadoop
» Compression

» Hive/lmpala — query & management tools







HDFS — data on input

» File types
— Binary
* images, movies, sound records
« exports from source systems
— Text

» plain text

» text with delimited fields: CSV (comma-separated values), TSV (tab-separated
values) etc.

« XML
« JSON
— Compression
* no
* Zip, gzip

5
<
T
@)
4
o




HDFS — data on Hadoop

File types for storing on Hadoop

Binary — ,as is"”

Plain text

« ,asis” or preprocessed

Row-oriented format

« CSV/TSV — no meta information (schema)
» Avro (https://avro.apache.org/) — schema included
Column-oriented format (with schema)

« RCfile

* ORC (https://orc.apache.org/)

« Parquet (https://parquet.apache.org/)
Other

« SequenceFile
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https://avro.apache.org/
https://orc.apache.org/
https://parquet.apache.org/

Row- and column- oriented format

» Tabular data

» Example:
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Rowld Empld Lastname Firsthame Salary
001 10 Smith Joe 40000
0Dz 12 Jones Mary 20000
003 11 Johnson Cathy 44000
004 22 Jones Bob 22000

» Direction of sight:

rom1berM/] [ col by col
801:10,5mith, Joe,40000; 10:001,12:002,11:003,22:004;
0@2:12, Jones,Mary, 56008, Smith:801,Jones:882,Johnson: 883, Jones:8e4d;
@03:11, Johnson, Cathy, 44000, Joe:@@1,Mary:082,Cathy:083,Bob:0e4;

8e4:22,Jones,Bob,550880; APAP0:001,50000: 002, 44000 :003,55000:004 ;




AVro

» Row-oriented format for serializing

» Schema included
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» Append possible

AVRO FILE:

* File metadata follows:
{"type": "map", "values":

"bytes"}

http://www.svds.com/dataformats/



http://www.svds.com/dataformats/

Column-oriented formats

> Pros

— Reading only necessary data (=> faster, less I/O operations)
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— Better compression

» Cons
— Row (record by record access) is slow
— Writing is harder

« Data divided to chunks of rows, then written by columns
* Chunk has to fit to HDFS block

> Summary
— Very good for OLAP
— Very bad for OLTP (which is not the case of Hadoop)




Parquet

4-byte magic number “PAR1™
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File Metadata

4-byte length in bytes of file metadata

1 + Column Metadata>
1 + Column Metadata:

1 + Column Metadata>
2 + Column Metadata:>
2 + Column Metadata:

2 + Column Metadata>

M + Column Metadata:
M + Column Metadata:
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4-byte magic number “PAR1™

Footer

Column b

FileMetaData

column "b" meta data
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Column-oriented formats overview

> RCFile — deprecated

» ORC — Optimized Row Columnar file format

RCFile + something more

stores metadata, statistics (average, max, count...)
can contain indices

reads only necessary data

» Parquet — very similar to ORC but simpler (lightweight)

» Metadata are at the end of file/block

5
<
T
@)
4
o




How to store small files?

» Few small files does not matter.
» Plenty of small files (milions) matters.
» 1 block record HDFS ~ 200 B in RAM on NameNode

» Priklad 1 soubor 10kB
— 10 millions files =» 100 GB data = 2 GB RAM on NameNode
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»  Solution: SequencekFile




SequenceFile

» Enables storing key/value data

— key: file name
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— value: file contents
» Enables compression block by block
» Enables appending of data

» Suitable for pro full scan

Header Record Sync Record  Record  Record Sync  Record

No
compression

Record
compression

Compressed
value

Key

4 4



Compression

» Raises speed of data access

— decompression is faster than reading
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» Used algorithms:
— Gzip - rather slow but efficient
— Bzip2
- LZO
— Zlib — usually together with ORC, the same algorithm as Gzip
— Snappy — usually together with Parquet, fast but not so efficient




Compression algorithms — summary

Algorithm Efflc:lency »oplittable
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GZIP/ZLib
BZip2 V v 4
LZO V4 ¥ 4
Snappy ¥ 4

y ,Splittable”

— compression block by block
— very good for parallel processing of big files

»  Compatibility

— Not every tool and every format support every compression!




What compression to use?

» Frequent accessing data

— ,hot data”
— as fast as possible
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— LZO, Snappy

» Archives, rare accessing data
— ,cold data”

— as small as possible
— GZIP, BZip2

» ,Splittable®?

— For huge CSV only

— Advanced formats do split files by themselves, no need of splittable
compression




Hive & Impala



Structured data management

» Standard for processing of tabular data = SQL
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» Tool for emulating SQL would be useful

» => Hive, Impala — important components of Hadoop




Hive

»  https://hive.apache.orqg/
» HQL as a dialect of SQL

> Execution of queries — other components of Hadoop (MapReduce)
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» Advanced and powerful but rather slow



https://hive.apache.org/

Hive — architecture

SQL
Hive
Tez Map
Reduce

YARN

HDFS

Hive Server 2
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Submit for Execution
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-
= R I
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3
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y https://docs.hortonworks.com/HDPDocuments/HDP2/HDP-

2.3.4/bk performance tuning/content/ch hive architectural overvi

ew.html
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https://docs.hortonworks.com/HDPDocuments/HDP2/HDP-2.3.4/bk_performance_tuning/content/ch_hive_architectural_overview.html

Hive — data

» Data are interpreted as tables in databases

» Data are stored on HDFS:
— one table = one directory (all files or dirs inside are merged)
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» Two types of table:
— Internal (managed) — owner is Hive, stored in hive directory
— External — owner may be anyone, stored anywhere
— Dropping internal table deletes data on HDFS, dropping external does not

» User can choose format of data and compression
— Parquet, Avro, CSV, ORC; ZLIB, SNAPPY...

» Metastore = database of metadata
— usually traditional database like MySQL, PostgreSQL
— links to HDFS path
— statistics
— access rights




Hive — HQL

» DDL (Data Definition Language)
— CREATE [EXTERNAL] TABLE
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— DROP TABLE
— TRUNCATE TABLE
— ALTER TABLE

» DML (Data Manipulation Language)
— LOAD DATA
— INSERT INTO TABLE, INSERT OVERWRITE TABLE

»  Query

— SELECT

> Unsupported (generally)
— UPDATE
— DELETE




LOAD DATA & INSERT

» Table may be one or many many files

» Each INSERT = one (small) file

» Bad practice — INSERT record by record

» Good practice — INSERT SELECT or LOAD DATA
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Partitioning

»  Situation:
— We get a lot of records day by day;
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— We process data for some time window (week, month, year), not all;
— How to get only a part of data?

» Partitioning
— Table (directory) is divided into subdirectories
— Each partition can be accessed separately

month=10

i

~— year=2016 }f
) month=12

[ c d rS } month=1
month=2

\. year=2017 ,::I filel.parg
h file2.parg

month=11

month=3 ©f

file194.parg




Hive — other options

» Indices

— supported but used rather rarely
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> Bucketing
— assigns data a hash of key
— useful at joins (hash join)




Partitioning and bucketing — good practice

»  We want to have files ~ HDFS block
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» Too many partitions and buckets => too small files

» Partitions/buckets setting cannot be changed without data reload!




Hive — execution engine

» Formerly, Hive used MapReduce only

— slow
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— many |I/O operations
— but demanding not much of memory

» Today servers have more memory, can be used

» Hive enables to set an ,execution engine”:

— MapReduce (Hive on MapReduce)
— Tez (Hive on Tez)
— Spark (Hive on Spark)

> Nevertheless, the start of Hive is always rather time consuming




Impala

»  Similar tool to Hive

PROFINIT

» Query language Hive and Impala are very compatible
» Metastore sharing with Hive (mutually visible tables)

» Impala uses daemon

— does not use YARN
— some queries are processed immediately
— good for analytic interactive work

» Limited in functionality
— some format cannot be read, some cannot be written
— no support for indices nor bucketing



Hive vs Impala

Hive

more usable, richer functionality

loading data is efficient (especially petabytes of data)
rather fast on new execution engines

supported by Hortonworks distribution

Impala

more user friendly

faster

performance-oriented

supported by Cloudera distribution
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Impala - architecture
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Common Hive SQL and interface Unified metadata

Fully MPP
Distributed

m
_
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Direct Reads




Hive — example of data load
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J — 3 — U

Extracts (CSV) \_ Temporary table Final table )




Hive — example of data load

» Temporary table = external table over source file(s)
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CREATE EXTERNAL TABLE ap temp (
ACC KEY BIGINT,
BUS PROD TP ID VARCHAR (255),
START DATE TIMESTAMP,
BUS PROD TP DESCR VARCHAR (255)
)
ROW FORMAT
DELIMITED FIELDS TERMINATED BY '|'
LINES TERMINATED BY '\n'
STORED AS TEXTFILE
LOCATION '/data/input/acc';




Hive — example of data load

» Final table has to be created empty with required format,
compression, partitions etc.
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CREATE TABLE ap (

ACC KEY BIGINT,

BUS PROD TP ID VARCHAR (255),

START DATE TIMESTAMP)
PARTITIONED BY (BUS PROD TP DESCR VARCHAR (255))
CLUSTERED BY (ACC KEY) INTO 32 BUCKETS

STORED AS ORC tblproperties
("orc.compress"="ZLIB") ;




Hive CREATE TABLE general syntax

CREATE [EXTERNAL] TABLE tablename (
field type,
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)

[PARTITIONED BY (field type)]

[CLUSTERED BY (ACC KEY) INTO K BUCKETS]

[ROW FORMAT
DELIMITED FIELDS TERMINATED BY string
LINES TERMINATED BY string]

STORED AS format

[LOCATION hdfs path]

tblproperties ("key'"="value", ...)

TP RL

e.g. “skip.header.line.count’=

or "orc.compress"="ZLIB"




Hive — example of data load

»  We transfer data from the temporary table to the final table. Then
we may drop the temporary table.
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INSERT OVERWRITE TABLE ap
PARTITION (BUS PROD TP DESCR)
SELECT

ACC KEY,

BUS PROD TP 1ID,

START DATE,

BUS PROD TP DESCR
FROM ap temp;

DROP TABLE ap temp;




Thanks for attention
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