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Big Data:
Expanding on 3 fronts
at an increasing rate.
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Big Data: not only Hadoop
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Apache Hadoop

»  Wikipedia:

— Apache Hadoop (pronunciation: /ha'du:p/) is an open-source software
framework for distributed storage and distributed processing of very
large data sets on computer clusters built from commodity hardware. All
the modules in Hadoop are designed with a fundamental assumption that
hardware failures are common and should be automatically handled by the
framework.
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Hadoop — architecture
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Hadoop Cluster
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Hadoop — architecture |l

Metadata Operations
to Get Block Info

Name Node

Client

Job Assignment to Cluster Master Node
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Data Write
Data Read

Slave Node Slave Node Slave Node

TaskTracker TaskTracker TaskTracker

Data Node Data Node Data Node

Map Reduce Map Reduce Map Reduce

Data Replication on Multiple Nodes

Slave Node

TaskTracker

Data Node

Map Reduce

=
<
T
O
4
o




Data transfer speeds

y RAM
— DDR4 ca 15 GB/s

» Network 10 Gbit
— 1.25 GB/s

y SSD disc

— 200-700 MB/s
— small (max. 1 TB), expensive
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» common HDD
— sequential reading 50-100 MB/s
— bigger (8 TB), cheap
— random reading 1 MB/s




Common principles

»  Storing of many big files

— many nodes [tens to thousands]
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— each node has many discs [tens]

» Fallure tolerance

— replication (typically three copies of each file)
— 2 copies in the same rack, other in different rack

» Speed of reading

— distributed data — a file might be split among nodes!

— replicated data — file may be processed on node where stored
— preferably big files — to enable sequential reading

— decompressing is fast — store compressed files

»  Distribution of resources

— needs reasonable resource manager
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Principle of Hadoop ,,z00*

DATA ACCESS

Others
!
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Batch Script sqQL NoSQL = Stream  Search |
)
Map Pig Hive/Tez  HBase Storm Solr :In-Memory;
Reduce HCatalog Accumulo | Analytics |
'ISV Engines.

YARN : Data Operating System

HDFS
(Hadoop Distributed File System)

DATA MANAGEMENT




Example of components family

GOVERNANCE
INTEGRATION TOOLS SECURITY OPERATIONS

Data Lifecycle & Zeppelin Ambari User Views Administration Provisioning,
Governance Authentication Managing,

Authorization & Moenitering
DATA ACCESS Auditing

Falcon Data Protection

. Ambari
Atlas Batch Script Sql NoSql Stream Search In-Mem Others
Map Pig Hive HBase  Storm Salr spark HAWQ Ranger Cloudbreak
Reduce Accumulo Partners

Data workfl ow Knox ZooKeeper

Phoenix

Atlas

Sqoop Slider HDFS Encryption Scheduling
Flume YARN: Data Operating System Oozie
Kafka
NFS HDFS
Hadoop Distributed File System
WebHDFS

DATA MANAGEMENT



Components development

PROFINIT

Ongoing Innovation in Apache

2 e = o e G S ) e ey ) e )
S | Loz Jfomolfin foro o} - {WH“ZHwﬁmﬁmeHmHmHIHH“:HMHID%‘-SH“O crol{ox]
R e e s Y e o 0 ) ) o 8 T e e )
e | [zma J-fomaomofosol{uoa - fomeffaolfustHonsHoso ] {usaf{uso |- fose] - {ousHsoo}fous]
gy 5 bR R S

&

¥ Hadoop
& YARN

HORTONWORKS DATA PLATFORM

*Spark 1.6.2+ Spark 2.0 — HDP 2.5 support installation of both Spark 1.6.2 and Spark 2.0. Spark 2.0 is Technical Preview within HDP 2.5.
Hive 1.2.1+ Hive 2.1 - Hive 2.1 is Technical Preview within HDP 2.5.



Components development
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Ongoing Innovation in Apache

HDP 3.0.0

3.1.0
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L Data Stream 2 HDP
HDP Core Enterprise Data Warehouse Operational Data Store Security Governance Processing Operations / Search

Science

Hortonworks Data Platform

[1] HDP 2.6 — Shows current Apache branches being used. Final component version subject to change based on Apache release process
[2] Spark 1.6.3+ Spark 2.1 = HDP 2.6 supports both Spark 1.6.3 and Spark 2.1 as GA

[3] Hive 2.1 is GA within HDP 2.6

[4] Apache Solr is available as an add-on product HDP Search.

[5] Spark 2.2 is GA
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Distribuce
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Why complete distribution?

» Solution of dependancy ,hell — tuned to co-operate
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» For limited usage free; but support usually paid
» Community support on Stackoverflow etc.

» No need to ,invent wheel” again







HDFS

Hadoop Distributed File System

HDFS vs. local FS

NameNode, DataNode

Replication (usually replication factor = 3)
HDFS operations

HDFS blocks
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HDFS: base of Hadoop components
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DATA ACCESS

— - -—

Batch = Script SQL = NoSQL = Stream  Search | Others

!
Map Pig Hive/Tez  HBase Storm Solr || In-Memorng
Reduce HCatalog Accumulo '

YARN : Data Operating System

HDFS
(Hadoop Distributed File System)

DATA MANAGEMENT
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HDFS

» Distributed

— We don‘t know where a particular file is
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» Good for
— Big files
»y Bad for

— Plenty of small files
— Random access
— Low-latency access

» Master-slave design

— Master — NameNode
— Slave — DataNode
— Secondary NameNode




HDFS
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HDFS block and replication

» HDFS block — biggest chunk for a file

— default 64MB/128MB
— smaller file does not fill all block
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— one block = one record on NameNode
— many small files — many records on NameNode — huge amount of memory

» Replication
— Fault tolerant
— Default 3, can be changed




NameNode

Filesystem metadata

where is which file

In memory

200 B for each block

when a node is down, re-replicates data

Secondary NameNode

Checkpointing
Editlogs, fsimage
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HDFS commands

hdfs dfs -action [param] [file/dir]

=
<
T
@)
4
o

Actions

» 1s — directory list

> mkdir — make directory
» cp — copy within HDFS
> mv — move within HDFS
» rm — delete file/directory




HDFS command

hdfs dfs -action [param] [file/dir]
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Actions

> put — copy from local FS to HDFS
» get — copy from HDFS to local FS
» cat — show file contents

> chmod — change access rights







YARN

» Yet Another Resource Negotiator

> source planner and manager

— memory
— CPU
— cores
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— network

» User should not know about it ©

> Some components do not use (e. g. Impala in Cloudera — has its
own resource manager)




YARN

» Application — client application

» Container — resources assigned to
application on particular node

PROFINIT

» Resource Manager vs. Node Manager

MapReduce Status ———»

Job Submission

Node Status
Resource Request --........
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