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Dnesni prednaska

OpenMP

OpenMIP

Enabling HPC since 1997

http://www.openmp.org/wp-content/uploads/openmp-4.5.pdf



OpenMP - Gvod, spusteni

V C++11 (podporuje C,C++)

« Vramci C/C++ exportovany hlavickou ,omp.h “

« rozsireni kompilatoru (rizné kompilatory podporuji rlizné verze
OpenMP)

 lze pristoupit pomoci #pragma omp
« zakladni pouziti pro paralelizaci for cyklu

#include <iostream>
#include <vector>
#include "omp.h"

int main(int argc, char®* argv[]) {
std::cout << "Hello from the main thread\n";

#pragma omp parallel for
for (int i=0; i<10; i++)
std::cout << "ltem " << i << " is processed by thread” << omp_get_thread_num() << std::endl;

return 0;

}




OpenMP - uvod, spusteni

V C++11 (podporuje C,C++)

« #pragma omp parallel for je pouze zkratkou za
#pragma omp parallel

{

#pragma omp for
for (int i=0; i<MAX; i++)

int main(int argc, char* argv[]) {
#pragma omp parallel

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;
#pragma omp for

for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

3
std::cout << "Hello from the main thread\n";

return O;

}




OpenMP - uvod, spusteni

V C++11 (podporuje C,C++)

« #pragma omp parallel for je pouze zkratkou za

*  #pragma omp parallel - vytvofi tym vlaken, které vykonavaji
{ blok

#pragma omp for
for (int i=0; i<MAX; i++)

int main(int argc, char* argv[]) {
#pragma omp parallel

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;
#pragma omp for

for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

}

std::cout << "Hello from the main thread\n";

return O;

}




OpenMP - Gvod, spusteni

V C++11 (podporuje C,C++)

« #pragma omp parallel for je pouze zkratkou za

*  #pragma omp parallel 4 - vytvoii tym vlaken, které vykonavaji
{ blok
#pragma omp for « vezme nasledujici for cyklus a rozdéli
for (int i=0; i<MAX; i++) Jej mezi vlakna v tymu
}

int main(int argc, char* argv[]) {
#pragma omp parallel

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;
#pragma omp for

for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

}

std::cout << "Hello from the main thread\n";

return 0;

}




OpenMP - Gvod, spusteni

V C++11 (podporuje C,C++)

« #pragma omp parallel for je pouze zkratkou za

*  #pragma omp parallel 4 - vytvoii tym vlaken, které vykonavaji
{ blok
#pragma omp for « vezme nasledujici for cyklus a rozdéli
for (int i=0; i<MAX; i++) jej mezi vlakna v tymu
} < « vlakna se pfipoji k hlavnimu vlaknu
(Join)

int main(int argc, char* argv[]) {
#pragma omp parallel

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;
#pragma omp for

for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

}

std::cout << "Hello from the main thread\n";

return 0;

}




OpenMP - zakladni zpusob prace

Blok parallel

« #pragma omp parallel

« Spusti N vlaken, kde N byva (typicky) pocet jader/paralelné zpracovatelnych
vlaken (napfr. 4 na 2-jadrovém CPU s HT)

« Pokud chceme pocet vlaken upravit, pouzijeme num_threads(<cislo>)

const int thread_count = 2;

int main(int argc, char* argv[]) {

#pragma omp parallel[num_threads(thread_count) |
{

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;

#pragma omp for
for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

}
std::cout << "Hello from the main thread\n";

return 0;

}




OpenMP - zakladni zpusob prace

Blok parallel

« #pragma omp parallel

« Spusti N vlaken, kde N byva (typicky) pocet jader/paralelné zpracovatelnych

vlaken (napf. 4 na 2-jadrovém CPU s HT)

« Pokud chceme pocet vlaken upravit, pouzijeme num_threads(<cislo>)

/.

const int thread_count = 2;

int main(int argc, char* argv[]) {

#pragma omp parallel[num_threads(thread_count) |
{

std::cout << "this is a line printed by thread” << omp_get_thread_num() << std::endl;

#pragma omp for
for (int i=0; i<10; i++)
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

}
std::cout << "Hello from the main thread\n";

return 0;

}

vypise se 2x

pro jedno i se
vypise pouze
jednou
kazdé vlakno
vypise 5



OpenMP - zakladni zpusob prace

Blok for

Rozdeli iterace na bloky, které vlakna zpracuji
« Neni garantované poradi, ve kterém se jednotlivé iterace provedou

 Existuje nékolik moznosti pro Upravu zpusobu rozvrzeni iteraci

- Staticke (static) — iterace se zaradi do blokd, bloky se priradi viakndm
(vychozi moznost; bloky jsou priblizné stejné velké)

« Dynamické (dynamic)- iterace se zaradi do bloku (jejich velikost Ize
ovlivnit, vychozi hodnota je 1), vlakna si vzdy vyzadaji blok ke zpracovani

« Guided - podobné jak dynamické, ale velikost blokl se postupné zmensuje
« Auto — bude zvoleno automaticky
« Runtime - Ize ovlivnit za béhu nastavenim promeénné v prostredi

« Pokud chceme, aby se néjaka cast cyklu vykonala presné v poradi
iteraci, muzeme pouzit modifikator ordered

» Pokud mame vice vnorenych cykld, muzeme je paralelizovat pouzitim
modifikatoru collapse(<pocet for cykklii>)



OpenMP - zakladni zpusob prace

Blok for

#pragma omp parallel for schedule(static) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << "for-loop line " << i << " printed by thread” << omp_get_thread_num() << std::endl;
}
}

#pragma omp parallel for schedule(dynamic) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << “for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;
3
3

#pragma omp parallel for schedule(guided) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;
}
}




OpenMP - zakladni zpusob prace

Blok for

#pragma omp parallel for schedule(static) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << "for-loop line " << i << " printed by thread” << omp_get_thread_num() << std::endl;
}
}

#pragma omp parallel for schedule(dynamic) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << “for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;
3
3

#pragma omp parallel for schedule(guided) num_threads(4)
for (int i=0; i<10; i++) {
std::this_thread::sleep_for(std::chrono::milliseconds((i%2)*i*400));
std::cout << "for-loop line " << i << " printed by thread" << omp_get_thread_num() << std::endl;

[m] 22, [m]

}

« Co se stane, kdyz snizime pocet vlaken na 2?
 Ktera varianta bude nejrychlejsi?

https://goo.gl/a6BEMb E_-



OpenMP - zakladni zpusob prace

Blok sections

« Muzeme paralelizovat pouze for cykly?
MUzeme paralelizovat libovolné metody/ukoly.
Pouzijeme sekce (sections)



OpenMP - zakladni zpusob prace

Blok sections

#include <iostream> o v . 2
#include <vector> « Muzeme paralelizovat pouze for cykly?
#include "omp.h" o v ) ] , ,
« Muzeme paralelizovat libovolné metody/ukoly.
const int thread_count = 7; v .
« Pouzijeme sekce (sections)

void method(const int& i) {

int my_rank = omp_get_thread_num();

int thread_count = omp_get_num_threads();

std::cout << "Hello from method " << i << " by thread " << my_rank << std::endl;

}
int main(int argc, char* argv[]) {
#pragma omp parallel num_threads(thread_count)

method(1);
#pragma omp sections

{

#pragma omp section

{
method(2);

method(3);
}

#pragma omp section
{ method(4); }

}

return 0;

}



OpenMP - zakladni zpusob prace

Blok sections

#include <iostream>

#include <vector> « Muzeme paralelizovat pouze for cykly?

#include "omp.h" o v . . , ’
« Muzeme paralelizovat libovolné metody/ukoly.
« Pouzijeme sekce (sections)

const int thread_count = 2;
void method(const int& i) {
int my_rank = omp_get_thread_num();
int thread_count = omp_get_num_threads();
std::cout << "Hello from method " << i << " by thread " << my_rank << std::endl;

}

« vytvori se tym 2 vlaken
int main(int argc, char* argv[]) { / e k , . d(1)
__ + kazdé vlakno vykona metho

#pragma omp parallel num_threads(thread_count)
method(1): <+ »  sekce se rozdeli mezi vlakna v
#pragma omp sections < tymu
{ v 7
#pragma omp section « kazda z method(2)-(4) se
{ vykona pouze 1x
method(2);
method(3); « method(2) a mehtod(3) se
3 . musi vykonat sekvencné
#pragma omp section i i
{ method(4); } « 2 sekce mohou byt vykonané
} } paralelné
return 0;

}



OpenMP - zakladni zpusob prace

Blok tasks

« Muzeme paralelizovat pouze for cykly?
« Mulzeme paralelizovat libovolné metody/ukoly.
« Pouzijeme ukoly (tasks)

const int thread_count = 4;

void Hello() {
int my_rank = omp_get_thread_num();
int thread_count = omp_get_num_threads();
std::cout << "Hello from thread " << my_rank << " of " << thread_count << std::endl;

}

int main(int argc, char®* argv[]) {
#pragma omp parallel num_threads(thread_count)
{
#pragma omp single
{

Hello();
#pragma omp task

Hello();

3
3
3




OpenMP - zakladni zpusob prace

Blok tasks

« Muzeme paralelizovat pouze for cykly?
« Mulzeme paralelizovat libovolné metody/ukoly.
« Pouzijeme ukoly (tasks)

const int thread_count = 4;

void Hello() {
int my_rank = omp_get_thread_num();
int thread_count = omp_get_num_threads();
std::cout << "Hello from thread " << my_rank << " of " << thread_count << std::endl;

}

int main(int argc, char®* argv[]) { * Vytvorl S€ tym 4 vlaken
#pragma omp parallel num_threads(thread_count) <
, { - « pouze 1 vldkno bude
prag?a omp singie - < vykonavat blok single
Hello(); e ,
Hello(); vykonavat task Hello

3
3
3




OpenMP - zakladni zpusob prace

Synchronizace vlaken

« Muzeme vynutit cekani vlaken
« barrier
« néktere bloky (na konci) obsahuji implicitni bariéru
« parallel, sections, for, single
« pokud chceme implicitni bariéru zrusit, pouzijeme nowait



OpenMP - zakladni zpusob prace

Synchronizace vlaken

« Muzeme vynutit cekani vlaken
« barrier
« néktere bloky (na konci) obsahuji implicitni bariéru
« parallel, sections, for, single
« pokud chceme implicitni bariéru zrusit, pouzijeme nowait

std::mutex m;

#pragma omp parallel num_threads(2) Co udéla tento kod?
{ ¢

#pragma omp single

{

m.lock();

#pragma{omp task https://goo.gl/a6BEMb
m.lock();
}

Hello(); -y
m.unlock(); E HI E
3
Hello();
[=]-

m.unlock();

}




OpenMP - zakladni zpusob prace

Synchronizace vlaken

« Muzeme vynutit cekani vlaken
« barrier
« néktere bloky (na konci) obsahuji implicitni bariéru
« parallel, sections, for, single
« pokud chceme implicitni bariéru zrusit, pouzijeme nowait

std::mutex m;
#pragma omp parallel num_threads(2)
{
#pragma omp single
{
m.lock();
#pragma omp task
{ . , T
m.lock(); <¢ dOJde, k (Ijeadlockuijehkoz
Hello(); druhé vlakno, které chce
m.unlock(); zmknout m ceka na prvni
¥ vlakno, které zdmek vlastni
} 7 ' 4 v 4
Hello(); . prvni vlakno ceka na
} m.unlock(); ukonéeni druhého vlakna




OpenMP - zakladni zpusob prace

Synchronizace vlaken

« Muzeme vynutit cekani vlaken
« barrier
« néktere bloky (na konci) obsahuji implicitni bariéru
« parallel, sections, for, single
« pokud chceme implicitni bariéru zrusit, pouzijeme nowait

std::mutex m;
#pragma omp parallel num_threads(2)
{
#pragma omp single[nowait]
{
m.lock();
#pragma omp task
{
m.lock();
Hello();
m.unlock();

}

3
Hello();

m.unlock();

}




OpenMP - pristup k proménnym

Privatni a sdilené promenné

« V ramci bloku omp parallel mizeme urcovat viditelnost
promeéennych
« shared(<proménnal>, <proménnaz2>,...)
« sdilené proménné
« private(<proménnal>, <proménna2>,...)
« privatni proménné
« vytvori se nenainicializovana lokalni kopie



OpenMP - pristup k proménnym

Privatni a sdilené promenné

« V ramci bloku omp parallel mizeme urcovat viditelnost
promeéennych
« shared(<proménnal>, <proménnaz2>,...)
« sdilené proménné
« private(<proménnal>, <proménna2>,...)
« privatni proménné
« vytvori se nenainicializovana lokalni kopie

const int thread_count = 2;
int main(int argc, char* argv[]) {
inta= b=1;
#pragma omp parallel num_threads(thread_count) shared(a) private(b)

b = omp_get_thread_num()+b+2;
#pragma omp critical
{
a=a/b;
std::cout << "Variable b’
std::cout << "Variable 'a’
3
3
std::cout << "Variable 'a’ =" << a << " after omp " << std::endl;
std::cout << "Variable 'b' =" << b << " after omp " << std::endl;
return 0;

" << b << " by thread " << (omp_get_thread_num()) << std::endl;
"<<a<<"bythread " << (omp_get_thread_num()) << std::endl;




OpenMP - pristup k proménnym

Privatni a sdilené promenné

« V ramci bloku omp parallel mizeme urcovat viditelnost
promeéennych
« firstprivate(<proménnal>, <proménnaz2>,...)
 lokalni kopie proménné se nainicializuje dle ptvodni hodnoty

const int thread_count = 2;

int main(int argc, char* argv[]) {
inta= b=1;

#pragma omp parallel num_threads(thread_count) shared(a) firstprivate(b) |

b = omp_get_thread_num()+b+2;
#pragma omp critical
{
a=a/b;
std::cout << "Variable 'b' =" << b << " by thread " << (omp_get_thread_num()) << std::endl;
std::cout << "Variable 'a' =" << a << " by thread " << (omp_get_thread_num()) << std::endl;

}
}

std::cout << "Variable 'a’ =" << a << " after omp " << std::endl;
std::cout << "Variable 'b’' =" << b << " after omp " << std::endl;
return 0;




OpenMP - pristup k proménnym

Privatni a sdilené promenné

« Vramci OpenMP muzeme vyuzit znamych technik pro
synchronizaci pristupu k sdilenym proménnym
« kritické sekce - #pragma omp critical([<nazev sekce>])
« pouze 1 vlakno muize byt v kritické sekci
« zamky
existuje omp lock t
« lze pouzit standardni (C++11) mutexy
« atomické operace
#pragma omp atomic
« flush(<promeénnatl>,...)
«  zabezpecdi synchronizaci sdilenych proménnych
« pred kazdym Ctenim, po kazdém zapise
« pomalé z divodu zabezpeceni konzistence



OpenMP - pristup k proménnym

Privatni a sdilené promenné

« pro agregaci vysledku Ize pouzit reduction variable
« #pragma omp parallel reduction(<operace>:<proménna>)
« pristup ke sdilené proménné

« zabezpeci atomickou exekuci, nicméné pouze jedné predem definované
operace

« vhodné pro agregaci parcialnich vysledku dil¢ich ukol(



OpenMP - pristup k proménnym

Privatni a sdilené promenné

« pro agregaci vysledku Ize pouzit reduction variable
« #pragma omp parallel reduction(<operace>:<proménna>)
« pristup ke sdilené proménné

« zabezpeci atomickou exekuci, nicméné pouze jedné predem definované
operace

« vhodné pro agregaci parcialnich vysledku dil¢ich ukol(

long x=0;
#pragma omp parallel for num_threads(thread_count) reduction(+:x)
for (int i=0; i<SIZE; i++) {
X += vector_to_sum[i];

}




OpenMP - pristup k proménnym

Privatni a sdilené promenné

« pro agregaci vysledku Ize pouzit reduction variable

#pragma omp parallel reduction(<operace>:<proménna>)
pristup ke sdilené proménné

zabezpeci atomickou exekuci, nicméné pouze jedné predem definované
operace

vhodné pro agregaci parcialnich vysledkt dilcich akold

long x=0;
#pragma omp parallel for num_threads(thread_count) reduction(+:x)
for (int i=0; i<SIZE; i++) {
X += vector_to_sum[i];

}

vytvori lokalni kopii proménné

na konci pouzije definovanou operaci pro sjednoceni parcialnich vysledku
ze vSech vlaken



OpenMP - pristup k proménnym

Privatni a sdilené promenné

« pro agregaci vysledku Ize pouzit reduction variable
« co kdyz chceme agregovat vysledky v poli (pripadné v jiné datové
strukture)

« muzeme si definovat vlastni operace redukce
«  #pragma omp declare reduction(name:type:expression) initializer(expression)
- napr. se mize hodit agregace (suma) Cisel ve vektoru

#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)




OpenMP - histogram

long nolocks(std::vector<int>& vector, std::vector<int>& histogram) {
int j;
#pragma omp parallel for private(j) shared(vector,histogram) num_threads(thread_count)
for (int i=0; i<SIZE; i++) {
j = vector[i] % PARTS;
histogram[j]++;
3
3

long local_locks(std::vector<int>& vector, std::vector<int>& histogram) {
int j;
#pragma omp parallel for private(j) shared(vector,histogram) num_threads(thread_count)
for (int i=0; i<SIZE; i++) {
j = vector[i] % PARTS;
hist_part_mutex[j].lock();
histogram[j]++;
hist_part_mutex[j].unlock();

}

}




OpenMP - histogram

long local_atomic(std::vector<int>& vector, std::vector<int>& histogram) {
int j;
#pragma omp parallel for private(j) shared(vector,histogram) num_threads(thread_count)
for (int i=0; i<SIZE; i++) {
j = vector[i] % PARTS;
#pragma omp atomic
histogram[j]++;

long local_reduction(std::vector<int>& vector, std::vector<int>& histogram) {
#pragma omp declare reduction(vec_int_plus : std::vector<int> : \
std::transform(omp_out.begin(), omp_out.end(), omp_in.begin(), omp_out.begin(), std::plus<int>())) \
initializer(omp_priv = omp_orig)
int j;
#pragma omp parallel for private(j) shared(vector) num_threads(thread_count) reduction(vec_int_plus:histogram)
for (int i=0; i<SIZE; i++) {
j = vector[i] % PARTS;
histogram[j]++;
}
}




