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Pametova hierarchie — zakladni principy

* Programy/procesy pristupuji v daném okamziku
jen k malé casti svého adresoveho prostoru
. Casova lokalita

* Polozky, ke kterym se pristupovalo nedavno, budou
zapotrebi brzy znovu.

* Priklad: programova smycCka, promenné instrukci.

 Prostorova lokalita

* Polozky pobliz prave pouzivanym budou brzy
zapotrebi take.

 Priklad: sekvencni pfistup ke kodu (pamet programu),
datova pole (pamét dat).
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Znacka bude 3S signalizovat:

"Skryty Snimek pro Samostudium”",
ktery se na prednasce zpravidla nepromital.
Bud’ shrnuje vyklad, nebo ho rozsituje.




Co z uvedeneho plyne?

» Je vyhodné usporadat pametovy
prostor hierarchicky — pametova
hierarchie.

* Polozky nedavno pouzivane a blizke
se mohou ulozit do mensi, ale
rychlejsi pameti.
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*Urychleni paméti ?

Cache - skryta pamet’ (SP)
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~ Trapper's cache,
Mackenzie County,
Alberta
- by Provincial Archives
of Alberta

Pronunciation:*kash, (cz: keS); Etymology:

from French Canadian trappers' slang word derived from French cacher
= to hide, conceal = hiding place; especially used by settlers, explorers, or campers
for concealing and preserving provisions or implements.

[https://www.merriam-webster.com/dictionary/]
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Cache, vyslovnost "kes"

e acomputer memory with very short access time
used for storage of frequently or recently used
Instructions or data— called also cache memory.

« CZ: skryta pamet’ - vyrovnavaci pamet pouzivana
ve vypocetni technice.

 Radi se mezi dva subsystémy s riiznou rychlosti,
kde vyrovnava odliSne doby pristupu k informacim.

* Urychli pfistup k opakované pouzivanym datum, a
to uchovavanim jejich kopii, pripadne zapis dat
jeho zpozdénim.
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Terminologie kolem skryté pameti

Cache hit pojmenovani
situace, kdy pozadovana
hodnota ve skryté pameti
(cache) je.

Cache miss, opak. Neni tam.

Cache line nebo Cache block
— zakladni kopirovatelna
jednotka mezi hierarchickymi
urovnemi.

V praxi se velikost Cache Line
pohybuje od 8B do 1KB,
typicky 64B.
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Priklad

Méjme cache o velikosti 8-mi bloku. Kam se do ni
umisti data z adresy OxF0000014?

Zavisi na organizaci cache, ktery muze byt
* Plne asociativni,
* Primo mapovaneg, nebo

« S omezenym stupnem asociativity N=2
(2-cestna, 2-way cache).
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Terminologie kolem skryté pameti |l.

Hit Rate - podil poCtu pamétovych pfistupu, které byly
uspesne (nalezla své udaje) pri pristupu do cache.

Miss Rate — podobné pro neuspesny pristup.

Miss Penalty — Cas potrebny pro nacteni bloku (udaju)

z pameéti nizSi hierarchické urovné. MissPenalty — muze byt
vypoctena rekurentne.

Average Memory Access Time (AMAT)
AMAT = HitTime + MissRate X MissPenalty
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Obecna organizace Cashe

_ 1 valid bit ttag bitu B = 2° sloupct /slov (size of block)
Cache je pole na fadek naradek na fadek
S tfid (sets) — N~ > >
.. ] / valid tag O | 1| e [B-1
Trida obsahuje E radka
E fadku (blocks) set 0: F ve tFidé
valid tag O || 1 | e [B-1
Kazdy radek 7
ma B slov/sloupcu alid tag 01 1] eee |B=1
set 1: *ee
S = 2% sets valid tag 0| 1| eee |B-1
Set # = hash koéd coe
Tag = hash klié valid tag O 1 | e [B-1
set S-1: *ee
\ valid tag O || 1 | e [B-1

Velikost: C=B x E x S slov



Adresovani Cashe

Adresa A:
t bitd s bitt b bitd
m-1 0
Vv tag 0| 1]eee|B-1l \ I\ ) )
set 0: Y Y Y
Vv tag 0[1]eee[B-1 <tag> <setindex> <block offset>
v tag 0] 1 eee B=1 |
set 1: e 4
\V4 tag 0 1 eee B-1

\ tag Ol 1| B=1

set S-1: eee
Vv tag 0 1 | eoe IB=1

B35APO Architektura pocitacu




ProcC se pouzivaji prostredni bity?

4-radkova Cache

00x
Olx
10x
11x

0000x
0001x
0010x
0011x
0100x
0101x
0110x
0llix
1000x
1001x
1010x
1011x
1100x
1101x
1110x
1111x

High-Order
Bit Index

0000x

Middle-Order
Bit Index

0001x

0010x

00l1llx

0100x

0101x

0l110x

0111x

1000x

1001x

1010x

1011x

1100x

1101x

1110x

1111x




Direct-Mapped Cache

1 radek (block) na 1 tridu (set)

set O:

set 1:

set S-1:

valid tag cache block
valid tag cache block
valid tag cache block

} E=1 radku na tridu
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Accessing Direct-Mapped Caches

Set selection
m index of set determines row, because 1 set has only 1 row!

set 0: | jvalid tag cache block
selectedset | (1. halid tag cache block
m1 tbits / sbits ) bbits o ;
00 001 set S-1:| valid tag cache block
tag set index block offset
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Accessing Direct-Mapped Caches

=17 (18t-step) valid bit must be equal to 1

0 1 2 3 4 5 6 7

selected set: | 1 | | 0110 | Wo | Wy | Wy | W ||

(2nd step) equal tag :"?

| /

‘. thits  sbits  bbits
0110 i 100
tag set index block offset

(3" step) If (1) and (2) are satisfied,
then cache hit and select starting byte by block offset
else cache miss
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Example Direct-Mapped Cache 8bit Processor

8bit processor with memory 32 bytes - 1 word = 1 byte

00000
00001
00010
00011
00100
00101
00110
00111

Cache 8 radku(blocks)
radek = 1 sloupec

01000
01001
01010
01011
01100
01101
01110
01111

index (local address)

10000
10001
10010
10011
10100
10101
10110
10111

cache address:

A// tag

11100 ind

1101 Main 11101 = memory address

ol E— MEemory

11000
11001
11010
11011




Example: Direct Mapped Cache

Address

11...
11...
11...
11...
11...
11...
11...
11...

00..
00..
00..
00..
00..
00..
00..
00..
00..
00..

11111100
11111000
11110100
11110000
11101100
11101000
11100100
11100000
L]

00100100
00100000
00011100
00011000
00010100
00010000
00001100
00001000
00000100
00000000

Data

32 bit processor 1 word = 4 bytes

mem|[OxFFFFFFFC]

mem[OxFFFFFFF8]

mem[OxFFFFFFF4]

mem[OXFFFFFFFO]

mem[OxFFFFFFEC]

mem[0xFFFFFFES]

mem[OxFFFFFFE4]

mem[0XFFFFFFEO]

mem[0x00000024]

mem[0x00000020]

mem[0x0000001C]

mem[0x00000018]

mem[0Xx00000014]

mem[0x00000010]

mem[0x0000000C]

 Set=(Adresa/4) mod 8

mem[0x00000008]

mem[0x00000004]

I

mem[0x00000000]

23[]
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-Word Main Memory

23_.Word Cache

Set 7 (111)
Set 6 (110)
Set 5 (101)
Set 4 (100)
Set 3 (011)
Set 2 (010)
Set 1 (001)
Set 0 (000)

20



Direct-Mapped Cache - Block size 2 words

8bit processor with memory 32 bytes - 1 word =1 byte

00000
00001
00010
00011
00100
00101
00110
00111

01000
01001
01010
01011
01100
01101
01110
01111

10000
10001
10010
10011
10100
10101
10110
10111

32-word word-addressable memory

11000
11001
11010
11011
11100
11101
11110
11111
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Main
memory

Cache 4 blocks @
- (&)
Block size =2 word s
@
©
S
X
o B
8 £
00 00
11 01
00 10

11

10
1 « block offset

cache address:
tag

/index
A// block offset

11101 — memory address
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Direct mapped cache implementation

Address (showing bit positions)
31+++1615:+:43210

| [ [ 1]

32 bit processor, its 1 word = 4 bytes

. ) 12 J2 Byte
I Tag S offset
Index Block offset
‘1 6 bit*sL ) 128 bits .
v o Tag B Data ]
&
. ™ Y 4K
entries
L J
\_‘15 _H32 ‘32 a) “32 “'~.32
N |
( Mux
J32

AEOB36APO Computer Architectures
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*“Example; Direct Mapped Cache

The following slides were created by
PSOE Dan Garcia
www.cs.berkeley.edu/~ddgarcia

and they were only slightly adapted.




Accessing data in a direct mapped cache

EX.: 16KB of data, direct-mapped,
4 word blocks

Read 4 addresses
1. 0x00000014
2. 0x0000001cC
3. 0x00000034
4. 0x00008014

Memory values on right:

m Theletter a, b..., and |
- only indicate some
values in main memory

32 bit processor, its 1 word = 4 bytes

Memory
Address (hex)Value of Word
00000010 3
00000014 b
00000018 C
0000001C d
00000030 e
00000034 ;
00000038 q
0000003C h
00008010 i
00008014 i
00008018 K
0000801C |



Accessing data in a direct mapped cache

4 Addresses:

m 0x00000014, 0x0000001cC,
0x00000034, 0x00008014

4 Addresses divided into
Tag | Index | Byte Offset fields

(they are separated below by spaces for convenience)

000000000000000000 0000000001 0100
000000000000000000 0000000001 1100
000000000000000000 0000000011 0100
000000000000000010 0000000001 0100

Tag Index Offset



16 KB Direct Mapped Cache, 16B blocks

Valid bit: determines whether anything is stored in that row
(when computer is initially turned on after power-up, all entries are

invalid)
Valid
Index l Tag 0x0-3 0x4-7 0x8-b Oxc-£
o |o
1 Jo
2 1o
3 |0
4 10
5 |0
6 o
7 1o
1022 [q] | | | |




1. Read 0x00000014
000000000000000000 0000000001 0100

Tag field Index field Offset
Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-£

0O |o
1 Jo
2 1o
3 o
4 1o
> |0
° |o
7 o

1022 I?I I I I I
1023 dl I I I I




So we read bleck 1 (0000000001)
000000000000000000 0000000001 0100

Tag field 4_’//// Index field Offset

Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-f

[0
1o
2 1o
3 o
4 1o
> o
¢ o
7 o

1022 I?I I I I I

1023 dl I I I I




No valid data !
000000000000000000 0000000001 0100

Tag field / Index field Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc-£
0 IQ
170
2 o
3 |0
4 1o
> o
6 1o
7 o
1022 1o I I I I

1023 ol I I I I




So lead that data into cache, setting tag, and valid
000000000000000000 0000000001 0100

Tag field Index field Offset
Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
0 0
o 0 a b C d
2 10
3 |0
4 1o
5 o
6 |0
7 1o
1022 [ | | | |




Read from cache at offset, return word b

000000000000000000 0000000001 0100
Tag field Index field Offset

Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-£

0
0 a d: D I} C d

S oy Ot W N
olololoo]o]|Oo

1022 E)I I I I I
1023 o I I I I




2. Read 0x0000001C = 0...00 0..001 1100
000000000000000000 0000000001 1100

Tag field Index field Offset
Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
0 0
o 0 a b C d
2 10
3 |0
4 1o
5 o
6 |0
7 1o
1022 ol | | | |




Index is Valid !
000000000000000000 0000000001 1100

Tag field / Index field Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc-£
0 |0
I o a b C d
2 1o
3 |0
4 1o
> o
6 |0
7 1o
1022 o I I I I

1023 ol I I I I




Index valid, Tag Matches
000000000000000000 0000000001 1100

Tag field Index field Offset
Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-f
0 0 ' 4
1 1 0 a b C d
2 1o
3 1o
4 o
> o
& o
7 1o
1022 1o I | |

1023 IOI




Index Valid, Tag Matches, return d
000000000000000000 0000000001 1100

Tag field / Index field Off$et

Index l Tag 0x0-3 0x4-7 0x8-b N

0 |0
11 o a b C d
2 10
3 10
4 ol
5 OI
6 OI
7 ol
1022 1o I I I I I

1023 ol I I I I I




3. Read 0x00000034 = ..011 0100
000000000000000000 0000000011 0100

Tag field - Indexfield Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc-£
0 |o
1 1l o a b C d
0
370
4 1o
> o
6 1o
7 o
1022 1o I I I I

1023 ol I I I I




So read block 3
000000000000000000 0000000011 0100

Tag field - Indexfield Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc-£
0 |0
1.1 o a b C d
0
30
4 1o
> o
6 1o
7 o
1022 1o I I I I

1023 ol I I I I




No valid data
000000000000000000 0000000011 0100

Tag field - Indexfield Offset

Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-£
0O o
1 n1nf o a b C d
0
370
¢ o
> o
I [0
T 1o
1022 1o | | I I

1023 ol I I I I




Load that cache block, return word f
000000000000000000 0000000011 O100

Tag field - Indexfield Offset

Valid

Index I Tag

0x4—7‘4)xc—f

0x0-3

o Jo

1 111 o a b C d
0

S O e <| f D g h

4 1o

5 10

6 o

7 1o

1022 g I I I I

1023 IOI




4. Read 0x00008014 = ...1000 0000 0001 0100
000000000000000010 0000000001 0100

Tag field - Indexfield Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
)
; 1 0] a b C d
0
o L e f ¥ i
4 1o
5 o
6 |0
7 1o
1022 [q] | | | |

1023 ol I I I I




So read Cache Block 1, Data is Valid

000000000000000010 0000000001 0100
Tag field - Indexfield Offset

Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
o [o
% 11 0 a b C d
0
o L e f ¥ i
4 1o
5 o
6 |0
7 o
1022 [q] | | | |

1023 ol I I I I




Cache Block 1 Tag does not matech (0 '= 2)
000000000000000010 0000000001 0100

Tag field is different Index field Offset
Valid T
index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
0 0
= g 0o a b C d
2 10
o L e f ¥ i
4 o
> o
6 o
7 o
1022 [ | | | |




Miss, so replace bleck 1 with new data & tag
000000000000000010 0000000001 0100

Tag field Index field Offset
Valid
index | Tag 0x0-3 0x4-7 0x8-b Oxc-f
0 0
1 [ 2 i i k I
2 10
L e f g A
4 o
5 |o
6 10
7 o
1022 [ | | | |




And return word |
000000000000000010 0000000001 0100

Tag field Index field Offset
Valid

index | Tag 0x0-3 0x4-7 0x8-b Oxc—f
o [o
S 2 e s e
2 10
3 A © e f q h
4 1o
5 o
6 |0
7 1o

1022 [ | | | |

1023 ol I I I |




The end of Garcia's example. Continue by yourself!

*Read address 0x00000030 !
000000000000OOOOOOLO 0OOOLOOOOO11T 0000

*Read address 0x0000001c !
000000000000000000 0000000001 1100

Cache

e - 0x0-3 0x4-7 0x8-b Oxc-£

0

2 | i K I

0 e f q h

ollol-lol—

S o WD R




Redeni situace Zapis dat procesorem do paméti

 Na cesté je i cache!

 Konzistence dat — samozrejmy pozadavek na shodu obsahu stejnych
adres na ruznych meédiich.

« Write through — souCasné se zapisem do cache se data zapisi do
zapisove fronty a pak asynchronné do paméti.

« Write back — data se do cache zapisi s poznamkou Dirty (D bit radky).
Ke skuteCneému zapisu dat do hlavni paméti dojde az v okamziku
pripadného ruseni prislusného radku cache, kdy hrozi ztrata dat.

. *| Cache|+——
Processor DRAM

—

Write Buffer




v AL a4

« Tag je index odpovidajiciho bloku v operacni pameti
(v podstaté se jedna o hodnotu ukazatele/adresy
délenou délkou bloku).

« Data pole obsahuijici vlastni hodnoty na prislusnych
adresach Ci prislusné adrese.

« Validity bit — bit platnosti. Indikuje, zda je obsah pole
Data vubec platny.

V  Dalsi bity, napr. D Tag Data

Dirty bit — pomocna informace v cache, ktera rozsSifuje pole v obsahu paméti.
Indikuje, ze radek obsahuje jinou hodnotu nez hlavni pamét, takze
bude nutné zapsat zménu prfed nahranim nového obsahu do fadku.
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Plne asociativni cache

* PIné asociativni cache obsahuje jenom jeden set, stupen
asociativity je roven poctu bloku (N=B). Adresa paméti se
muze mapovat kamkoliv.

* ... ma pro danou kapacitu ma nejméné konfliktu, ale
potfebuje nejvice HW prostfedku (komparatory) — roste
plocha Cipu

* ...Je vhodna pro relativné malé cache.

Way 7 Way 6 Way 5 Way 4 Way 3 Way 2 Way 1 Way 0
| | | 1 Il 1l 1 1] |
V Tag Data V Tag Data V Tag Data V Tag Data V Tag Data V Tag Data V Tag Data V Tag Data

A fully associative cache has only S=1 set !



Finding a Word in Associative Cache

128 byte memory addressable as 4 byte words

128 byte memory _ .
ShitTag  holoqpopaoaey

y

Index Valid 5-bit Data

bit _ Ta
>f<no index

S

Cache size

8 words
Block size

=1 word
Must compare

with all tags
in the cache

Data

1 = hit
0 = miss

B35APO Architektura pocitacu




128 byte memory addressable as 4 byte words

00000 00

00001 00

00010 00

00011 00

00100 00 Cache of 8 blocks

00101 00 .

00110 00 Block size = 1 word

00111 00

01000 00

01001 00 g

01010 00 S

01011 00

01100 00

01101 00 00000

01110 00 10001

01111 00 11010
01011

10000 00 01100

10001 00

10010 00 00101

10011 00 10110

10100 00 11111

10101 00

10110 00

10111 00

100000 cache address:

11001 00

11010 00 tag

11011 00

11100 00 1

1110100 Main 11011 00 — memory address

11110 00

e memory AN byte offset
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128 byte memory addressable as 4 byte words

but its tag is not

00000 00 This block is now needed n cache !
00010 00
00011 00 Cache of 8 blocks
00101 00 .
00110 00 BIOCk size=1 WOI’d
00111 00
01000 00 m
01010 00 I
01011 00
01101 00 00000
01110 00 10001
01111 00 11010
01100
10010 00 00101
10011 00 10110
10100 00 11111
10101 00
10110 00
10111 00

cache address:
11000 00
11010 00 tag
11011 00 .
o106 Main 11101 00 — memory address
no memory " byte offset
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Reseni situace Cache Miss, data v cache nejsou

Data se nejprve musi z hlavni paméti precist.
Kdyz je ale asociativni cache plna, co v ni nahradime?
Primo mapovana cache méla jasnou volbu, ale zde neni.

Strateqgie uvolnovani bloku/radek cache

Nahodna (Random) — vybere se libovolny blok. Snadné, ale hloupé.
LRU (Least Recently Used) musime znat informace o poslednim

o ad

LFU (Least Frequently Used), u kazdeho bloku se pamatujeme
iInformace o tom, jak Casto byl pozadovan.

ARC (Adaptive Replacement Cache), v nizse vhodnym zpusobem
kombinuje strategie LRU a LFU.

Write-back. Zarovenn musime obsah uvolnovanych fadek cache do

hlavni paméti zapsat (D bity oznacCené radky). Zajisténo automaticky.
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Fully-Associative Cache

128 byte memory addressable as 4 byte words

N . -
50001 %0 ~ This block is now needed
\
00010 00
N

00011 00

00100 00 Cache of 8 blocks

00101 00 > .

00110 00 \\ Block size = 1 word

00111 00

01000 00 // o

01001 00

01010 00 - S

01011 00

01100 00

01101 00 >\ 00000

01110 00 10001

01111 00 N v 11010
» N _— 01011

10000 00 SN o 01100

10001 00 —— 5 00101

10010 00 A

10011 00 ~ 10110 01010 Replace

10100 00 11111

10101 00

10110 00

10111 00

cache address:

11000 00 —
11001 00 —

11010 00 //' tag
11011 00

11100 00 M ai n

11101 00 — 11101 00 — memory address
11111 00 ~ memory \ byte offset
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Diskuze k plné asociativni cache

- Sifka pole Tag odpovida Sifce adresy.

« Kazdy radek cache obsahuje tolik jednobitovych
komparatoru, kolik je Sifka adresy.

« Pocet Fadku cache urCuje jeji kapacitu.

« Cache musi mit strategii uvolnovani obsahu (migrace
dat mezi hierarchickymi urovnémi) v pripadé vycCerpani
jeji kapacity.

Lze vSak implementovat jednodussi varianty.
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Set-Associative Cache
s omezenym stupném asociativity

Vice fadku (blocks) v tfidé (set)

set O:

set 1:

set S-1:

valid tag cache block
valid tag cache block
valid tag cache block
valid tag cache block
valid tag cache block
valid tag cache block

=2 fadky na tridu

Poznamka: PIné asociativni cache je specialnim pfipadem B-cestné asociativni
cache s jednim setem.



Two-Way Set-Assoclative Cache

128 byte memory addressable as 4 byte words

Cache size
_ 8 words
3 bit tag Block size
2 bit index =1word
00
01 V| ta data V| tag | data
— 10
11 | t99 | dat | t4g | data

J

Data

1 = hit ‘
0 = miss T

56
Construction: 2 direct mapped cashes are combined with associative selection



SP s omezenym stupném asociativity N=2

Co prinasi zvéetseni

Momory T8 se L] stupne asociativity?

_ Address | o | , 00 Way 1 Way 0

Capacity — C L= ¥ |
ag Data V Tag Data

Number of sets — S getB

. t2
Block size — b szn
Number of blocks — B o — e = e
Degree of associativity — N
C =8 (8 words),
S=4 Hit, Yy = : © /—Hit
b =1 (one word in the block), )[az
B=8 Hit Data
N=2

32 bit processor, its 1 word = 4 bytes



Miss Rate: Two-Way Set-Associative Cache

128 byte memory addressable as 4 byte words

00000 00
00001 00
00010 00
00011 00
00100 00
00101 00
00110 00
00111 00

Memory references to addresses: 0, 8, 0, 6, 8, 16

Cache of 8 blocks
1. miss Block size =1 word

01000 00
01001 00
01010 00
01011 00
01100 00
01101 00
0111000
01111 00

tags
index

2. miss

> 000 | 010 00
XXX | XXX 01
001 | xxx 10
XXX | XXX 11

10000 00
10001 00
10010 00
10011 00
10100 00
10101 00
10110 00
10111 00

11000 00 cache address:

11001 00
11010 00 tag

11011 00 _ X index
11101 00 Main 111 01 00 — memory address

11110 00
11111 00 memory

32-word word-addressable memory

byte offset
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LRU example in 2 way-cache
Tag0,2,0,1, 4 seto] pf™

locO loc 1

0: miss, bring into set 0 (loc 0) set 1

setl
o setofl oo
O: At set 1}
. L setol ofrus
1: miss, bring into set 1 (loc 0) |
set 1‘ 1|
| — |
4: miss, bring into set 0 (loc 1, replace 2) % ™0 | 4
set 1‘ 1 ™
0 ~oseto] o ug |
S AT1 . 1‘ 1 ™

[ Source: Garcia, UCB |



Discussion: LRU Implementations

For 2-way set associative cache, it is easy to keep track because we
have only one LRU bit.

With 4-way or greater, LRU requires more complicated hardware and
much time. The number of states for full LRU implementation increases
dramatically by factorial of the number of ways. It increases not only
storage overhead but also time for updating!

4-way cache has 24 states and requires 5 bits per set. 8-way cache
needs 40320 states and 16 bits per set.

Therefore, LRU replacement policy is usually implemented by simpler
mechanisms as binary tree pseudo-LRU but its algorithm is outside of
APO topic, see e.g.. https://en.wikipedia.org/wiki/Pseudo-LRU ,

or K. Kedzierski, M. Moreto, F. J. Cazorla and M. Valero, "Adapting cache
partitioning algorithms to pseudo-LRU replacement policies," 2010 IEEE
International Symposium on Parallel & Distributed Processing (IPDPS),
Atlanta, GA, 2010, pp. 1-12.



https://en.wikipedia.org/wiki/Pseudo-LRU
https://en.wikipedia.org/wiki/Pseudo-LRU
https://en.wikipedia.org/wiki/Pseudo-LRU
https://ieeexplore.ieee.org/document/5470352
https://ieeexplore.ieee.org/document/5470352
https://ieeexplore.ieee.org/document/5470352
https://ieeexplore.ieee.org/document/5470352

Cache s omezenym stupneém asociativity N=4

Addrass
37 30+++121711098-+-3210

J22 48 :
4-cestna, 4-way cache
Index;: ¥V Tag Data V' Tag Data ¥ Tag Data ¥ Tag Data
0
1
2
i | 3 o ¥ (] o 9 y [ ] (]
253
254
255
42z 32
£ o Ve o

4-to-1 multiplexor

Hit Data

32 bit processor 1 word = 4 bytes
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Porovnani

0.10 - .
Miss rate versus
0.00 F cache size and associativity on
1-way SPEG2000 benchmark
oosf — Adapted from
0.07 2-way Hennessy and Patterson, Computer
| Architecture: A Quantitative Approach,
0.06 - 3rd ed., Morgan Kaufmann, 2003.
Miss Rate 0.05 -
per Type
0.04 +
0.03 -
0.02 +
i Capacity
0.01 Compulsory
0.00 1 I I -/.T.‘ I I I 1
4 8 16 32 64 128 256 512 1024

Cache Size (KB)

Pamatujte: 1. miss rate neni vlastnosti cache!
2. miss rate neni vlastnosti programu!



Co pfinasi prostorova lokalita?

Miss rate muzeme redukovat zvySenim velikosti bloku — co znamena
vyuziti principu prostorové lokality. Na druhou stranu, zvétSovani velikosti
bloku pfi dané velikosti cache rovnéz znamena sniZzovani poctu setu — to
se projevi narustem konfliktt (narustem miss rate)...

L

" 4 A
0% ' L | 256K

T
16 32 64 128 256
Block Size

Miss rate versus block size and cache size on SPEC92 benchmark Adapted from
Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 3rd ed., Morgan Kaufmann, 2003.




Trend - Viceurovnove SP

Primarni SP je bezprostredné pfipojena k procesoru

NAND 4D a4

L2 SP osetruje vypadky primarni SP

« Vetsi, pomalejsi, ale stale rychlejsi nez hlavni pamét.

Vg VIV /S

Hlavni pameéet osetruje vypadky L2
SoucCasné nejvykonngjsi systemy maji i L3

Typicky pro L1 Typicky pro L2

Pocet bloku 250-2000 15 000-250 000
KB 16-64 2 000-3 000
Velikost bloku v B 16-64 64-128
Miss penalty (v hod) 10-25 100-1 000

Miss rates 2-5% 0,1-2%
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Pameétova hierarchie

Procesor
Ridici jednotka Vedlejsi
- Hlavni pamet’
Off-chip - (disk)

2 || |On-chip level 2 P

Datova | & || |L1 caches | | (DRAM)

Gast 2 || [caches (SRAM)
)

Rychlost (2008) 0,5-2,5ns 50-70ns 5-20ms

cena/GB $2k-5k  $20-75 $0,2-2

* To se jedna a tataz informace muze objevit na
vice mistech hierarchicke pameti? Ano.
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Cache Organization

Core Core 0 Core 1 Core 0 Core 1 Core 0 Core 1
[ L1cache | [ L1 cache | | L1 cache | [ L1 cache | | L1 cache | [ L1 cache | [L1 cache |
L2 cache L2 cache L2 cach L2 cach L2 cache 2 cache
cac cac cache cache L3 cache L3 cache
R — S — R
single core AMD Optetron, Athion intel Core Duo, Xeon Inted ftanium 2

Intel Core i7 cache hierarchy (2014)

Processor package

16 (rax, rbx...)

32kB each |

256kB

2-20MB

d-cache| |i-cache

L |

L2 unified cache

d-cache| |i-cache

|

L2 unified cache

|

L3 unified cache
(shared by all cores)

________________________________

Main memory

B35APO Architektura pocitacu
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Priklad procesoru vCetné cache
Harvardska architektura - Intel Nehalem (2008)

Nehalem Chip
0 [
DRAM R R

E E
2 3

DDR3 DRAM: 3 channels
1.333GHz; 8 B / channel _ o
31.992 GB/s aggregate Intele QPI point-to-point link
7 008 GB/s / cor 6.4 GT/s: full-duplex:
SOl 12.8GiB/s - 12.8GiB/s

A4M36PAP Pokrocilé architektury pocitact

» Core

2.8GHz
J

-

» “Un-core”

IMC: integrated memory
controller with 3 DDR3 memory
channels,

QPI: Quick-Path Interconnect
ports

Podivejte se na velkosti
jednotlivych cache!!!

gl g Y. ‘11 Tz’xblev_ﬁ _'.' 4
ORI} DORSIDATATS332) 74

S Of 2 IR I off |
8IMB 123 8MB! L3
Cache

Z
S}
a
=)
(09)
=
&
@
®
20
Q)
(o}
=)
c
oY
S
=
3
%
=t




ek

T o5

..Il'
i

Intel Nehalem — memor¥ subsxstem structure

4 cycles latency .

Front-End BT :Y: P | 1| insiruction Cache, 32ki8 [l
| Aot

Instruction |£ 448 GiB's 4-way associative
Pipeline &
X I Integrated
Instr TLBg 4-way  Instr TLB, Memory
4KiB pages large pages Controller

64 entries [ thread 7 entries/ thread
128/core fully-associative
Out-of-Order

Execution
Engine 2 | evel UTLB,
4KIB pages e
4-way-associative L2 Loois E'iﬂfla L3 Cache, BMiB
512 Ent t-way associafive l  16-way associative
_ 64B block size = y
64B block size
| Shared

| Memory Order-Buffer (MOB)
| 48 load buffers
il 32 store buffers
| 10 fill buffers

-
:

- 16B+16BHz 1n9
1 8+448 GBI~

L1 Data Cache 32KiB,
8-way set asspciative

o,
n
L 4 cycles latency

s

648 block size

Core Domain " Un-Core Domain

-

68
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Notes for Intel Nehalem example

4 cycles latency ; )

Pipeline

Bl Front Frd gy '
Instruction 'ML’E' '

Integrated
Memory
Controller

. Block size: 64B

. CPU reads whole cache line/block from SR

Engine

. main memory and each is 64B aligned

Memory Order-Buffer (MOB)

. (6 LS bits are zeros), partial line fills allowed 5o s =
. L1 —Harvard. Shared by two (H)threads | -
. iInstruction — 4-way 32kB, data 8-way 32kB

s 16B~16BHz_yoellvits)
128004 8444 8 GiBs

. L2 —unified, 8-way, non-inclusive, WB
. L3 —unified, 16-way, inclusive (each line stored in L1 or L2 has copy in L3), WB

. Store Buffers — temporal data store for each write to eliminate wait for write to the
cache or main memory. Ensure that final stores are in original order and solve
“transaction” rollback or forced store for:

. - exceptions, interrupts, serialization/barrier instructions, lock prefix,..
. TLBs (Translation Lookaside Buffers) are separated for the first level

. Data L1 32kB/8-ways results in 4kB range (same as page) which allows to use 12
LSBs of virtual address to select L1 set in parallel with MMU/TLB

AEOB36APO Computer Architectures
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64B block size |
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Intel Knights Landing Processors (from 2013

Knights Landing generation contains up to 72 Airmont (Atom) cores with four threads per core,
manufactured as processors of series Xeon Phi 72xx

- | . MCDRAM ‘

{on package | DDR4
RAM) | RAM

(system memory)

Flat,
Cache,
ar

up to 384 GiB

CHHES ~ 90 GB/s (STREAM)

»-
MCDRAM - Multi-Channel DRAM

Source: Haidar, Azzam & Jagode, Heike & Yarkhan, Asim & Vaccaro, Phil & Tomov, Stanimire & Dongarra, Jack.
(2017): Power-aware computing: Measurement, control, and performance analysis for Intel Xeon Phi. 1-7, 2017
IEEE High Performance Extreme Computing Conference (HPEC)
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HBM and MCDRAM

HBM =
High Bandwidth Memory

VERTICAL STACKING (3D) INTERPOSER STACKING (2.5D)
[ Image source: Overclocking, HBM in AMD ]

MCDRAM Multi-Channel DRAM

Micro Bump

Bump
PKG Ball

[ Image source: Michael Feldman ]
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Intel Processors

Latency Bandwidth

L1 cache 32 KB 1 nanosecond 1 TB/second

L2 cache 256 KB 4 nanoseconds 1 TB/second
Sometimes shared by
two cores

L3 cache 8 MB or more 10x slower than L2 >400 GB/second

MCDRAM 2x slower than L3 400 GB/second

Main memory on DDR 4 GB-1TB Similar to MCDRAM 100 GB/second

DIMMs

I/O devices on memory 6 TB 100x-1000x slower than 25 GB/second

bus memory

I/O devices on PCle Limited only by cost From less than GB-TB/hour Depends

bus milliseconds to minutes on distance and
hardware

[Source Intel]
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Jak a kde pak ale hledanou informaci najdeme?

* Podle adresy a pripadne dalsich informaci (napr. o
platnosti).

* Hledat zacheme v pameti nejvyssi hierarchické urovne
(nejblize procesoru).
* Pozadavky:
« Pameétova konzistence.
* Prostredky:

* Virtualizace adresy,

« Mechanizmy uvoliovani mista a migrace informace mezi
pametovymi urovnemi.
 Hit, miss.

B35APO Architektura pocitacu
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Pochopili jste tuto prednasku?

Pokud ano, tak jiz si uvédomujete, ze vyuziti 2 principu
(principy Casové a prostorové lokality) muze vést k
vyznamnemu urychleni Vaseho programu, a to efektivnim
vyuzitim cache...!!!

Existuji HW a SW (kompilatorem) techniky, které na zakladé
téchto principu optimalizuji praci z cache. HW techniky z
pohledu programatora ovlivnit nemuzete. U kompilatoru
muzete nastavit stupen optimalizace...

(Rozbor HW technik je mimo rozsah APO, patfi do A4M36PAP.)

Nicmeéne, | sebelepsi kompilator pouze kompiluje co napsal
programator. Vybér algoritmu, uloZeni datovych struktur v
pameéti a manipulace s nimi — to vSe je urCeno programatorem.
Proto stale je v rukou programatora ,nejvic” prace a od néj do
znacné miry zavisi jak bude program ,rychly”.
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Pochopili jste tuto prednasku?

 Instrukcni cache — pokrocilé
* Vhodnym usporfadanim kodu, prip. pfeusporadanim funkci v
pameti
* Profilace
« Datova cache — snadné

* Vhodnym usporadanim dat — data, ktera planujeme
pouzivat sekvencne, radit sekvencne v pameéti, apod.

» Slouceni poli nebo souvisejicich datovych struktur

* Prace po blocich dat — co nejdriv pouzivat jiz pouzité

* iterace ve vnorenych cyklech — viz uvodni priklad — s
cilem prochazet pamet sekvencne a ne po skocich

 sloucCeni dvou smycCek do jedné — Loop fusion
e atd.
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Pochopili jste tuto prednasku?

* Neplytvejme pameti — pouzivejme minimaini
mnozstvi pameti
« Spatfrujete rozdil v téchto deklaracich?

e /* Pfed optimalizaci */

int a=0;

char b="a';

int c=1;

C

« /* Po optimalizaci */ b
int a=0;
int c=1;

char b='a';
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Pochopili jste tuto prednasku?

* Prostorova lokalita — konflikty v cache:
/* P¥ed optimalizaci */
int values[SIZE]; Predpokladejme 2-cestne

int keys[SIZE]; asociativni cache...
int scores[SIZE];

for(i=0; I<SIZE; i++)

/* Po oPtimalizaci */ for(j:O; J<S|ZE, j++)
struct item{

int value;
int key;
int score;
Y

struct i1tem records[SIZE];

Data, ke kterym pristupujete kratce za sebou, ulozte vedle sebe (seskupte je).
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Pochopili jste tuto prednasku?

. Casova lokalita:
/* Pfed optimalizaci */
for (i = 0; i < SIZE; i++)
for (3 = 0; jJ < SIZE; j++)
a[i][]J] = blz]1[3] * ec[1][3J];
for (1 = 0; 1 < SIzZE; 1i++)
for (3 = 0; jJ < SIZE; j++)
df1] (3] = al1][3J] - ecl1]1[3]~

/* Po optimalizaci */ Nejedna se jenom o usporu
for (i = 0; i < SIZE; i++) instrukci, ale také efektivnéji

for (3 = 0; j < SIZE; j++) pouzivame cache...

{ ali1]1[3j] = b[1]1[3J] * c[i][3]~
d[i][j] = al[1][]j] - c[i][3]]/}
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Pochopili jste tuto prednasku?

* Dalsim prikladem je nasobeni matic

Pomuze nam néjak kdyz

for (i=0; i < N; i++) "‘) prohodime tyto dva fadky?
for (§=0; 3 < N; 3++) { Bude program ekvivalentni?
tmp = 0; (Viz ptiklad z pfedchozi
for (k=0; k < N; k++) pfednasky...)
tmp += y[i] [k]1*z[k][]]’
x[1][]] = tmp;
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Pochopili jste tuto prednasku?

* Dalsim prikladem je nasobeni matic
Lepe je vSak pouzit tzv. blokové nasobeni.
ldea: Rozdelme vypocCet na submatice BxB, které se
vejdou do cache.. => eliminace ,capacity misses”
for (JjJ = 0; jj < N; jj = Jj+B)
for (kk = 0; kk < N; kk = kk+B)
for (1 = 0; i < N; i++)
for (J = 33, jJ < min(jj+B-1,N); Jj++) {
tmp = 0;
for (k = kk; k < min(kk+B-1,N); k++)
tmp += y[i] [k]l*z[k][]];
x[1][3] = x[1][]J] + tmp;

} Ke éteni: http://suif.stanford.edu/papers/lam-asplos91.pdf

B35APO Architektura pocitacu
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Pochopili jste tuto prednasku?

* Hledani prvocCisel - Eratostenovo sito:
/*P¥ed optimalizaci*/
boolean array[max];
for (i1=2;i<max;i++) {

array = 1;
}
for (i=2;i<max; i++)
if(arrayl[1])
for (J=2; j<max; j+=1)
array[j] = 0;
[* zapis O - radek se nacte do cache a nastavi se v nem
dirty bit pro ulozeni do paméti */
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Pochopili jste tuto prednasku?

« Hledani prvocCisel - Eratostenovo sito:
/*Po optimalizaci*/
boolean array|[max];
for (i=2;i<max;i++) {
array = 1;
}
for (i1=2;i<max; i++)
if(arrayl[i])
for (J=2; Jj<max; j+=1)
if (array[j] !'=0)
array[]j] = 0; /[*dirty bitjen nékdy */
« Redukujte neuzitecné zapisy (redukce zapisu do paméti —
(dirty cache lines museji byt vzdy zapsany do paméti pfed novym
naplnénim)
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Did you understand this lecture?

Sometimes it is also necessary to think about aligning data in memory
- either directly in assembler or in C - check if your compiler aligns double
to 8-byte boundary, if not:

« allocate how much you need + 7 (or even more by alignment)
« use AND to get an aligned address for your data, example:

const int SIZE_ OF ARRAY = 64;

// we define struct to see our array in debugger as an array

struct MyArr { double ltem[SIZE_OF_ARRAY]; } *myArr;

double *p = (double*)malloc( sizeof(double) * (SIZE_OF_ARRAY+1) );
// align 3, i.e., the last tree bits are always zero, -8 = 0b1111 ... 1111 1000
myArr = (MyArr*)( (long)((unsigned char *)p + 7) & -8 );

int i=0; double d=0.5; double * pd = myArr->ltem; // a usage of array
do { *pd++ = (d *= 2); } while (++i < SIZE_OF_ARRAY);
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