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Paralelni a Distribuované Vypocty

, - Programovani v
Paralelni programovani . , !
distribuovanych systémech

« 1 program * vicero programu

* vicero uloh, které « programy spolupracuji pro
spolupracuji pro vyreseni nalezeni reseni
problému

« typicky procesy, vypocetni uzly,
« typicky vlakna, sdilena pameét distribuovana pamet
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Rychleji naléezt reseni Zvysit robustnost reseni
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Organizace a prehled

 Paralelni cCast
 Paralelni programovani jednoduchych algoritmu

Vliv riznych zpUsobu paralelizace na rychlost vypoctu

 Distribuovana cast
Problémy v distribuovanych systémech (shoda, konzistence dat)

« Navrzeni robustnych reseni

« CourseWare
 https://cw.fel.cvut.cz/wiki/courses/b4b36pdv/start Eﬂ'-l E

[=]

 Quizzes

Bookmark
+ https://goo.gl/a6BEMb




Hodnoceni

« Domaci ukoly (40%)
Malé domaci ukoly (7x)

Velké domaci ukoly (2x)
 Prakticky test z programovani (30%)
« Teoreticky test (30%)

Pro uspesné ukonceni musite ziskat alespon 50% z kazdeé casti




Kratka historie paralelnich vypoctu

1970s-1980s — vedeckeé vypocty

e S
LI TR

C.mmp (1971) ILLIAC IV
16 CPUs (1975) 64
FPUs, 1 CPUs

Cray X-MP
1 (1982) parallel
| vector CPU

Obrazky prevzaty z:
» https://en.wikipedia.org/wiki/ILLIAC_ IV
« https://en.wikipedia.org/wiki/Cray X-MP



Kratka historie paralelnich vypoctu

1990s — databaze, superpocitace

Sun Starfire Cray T3E
10000 (1997) 64 (1996) az 1480
UltraSPARC CPUs PE

Obrazky prevzaty z:
+ https://en.wikipedia.org/wiki/Sun_Enterprise
+ https://en.wikipedia.org/wiki/Cray T3E



Kratka historie paralelnich vypoctu

Narust vykonu jednoho procesoru

« Dlouhé roky rostl vypocetni vykon exponencialné ...
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Obrazky prevzaty z:
»  Olukutun and Hammond, ACM Queue 2005
+  http://www.cs.columbia.edu/~sedwards/classes/2012/3827-spring/advanced-arch-

2011.pdf



Kratka historie paralelnich vypoctu

Narust vykonu jednoho procesoru

« Pohled programatora:

Jak zrychlim svuj program/algoritmus?

Odpoved pred 2004: « Odpovéd po 2004:

pockejte pul roku a kupte « prepsat na paralelni verzi
novy HW



Kratka historie paralelnich vypoctu
Dnesni paralelni stroje




Kratka historie paralelnich vypoctu

Struktura dnesnich CPU

« Intel Skylake (2015)
« i7 — ctyrjadrové CPU + vicejadrové GPU
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Kratka historie paralelnich vypoctu

Alternativni architektury — Intel Xeon Phi

* Intel Xeon Phi
x86-64 architektura (61 CPUs, 244 vlaken)




Kratka historie paralelnich vypoctu

Alternativni architektury — GPU

« NVIDIA GPUs Pascal (GTX 1070)
« 128 single-precision ALUs




Kratka historie paralelnich vypoctu

Vypocetni gridy — TOP 10 superpocitacu

Rmax Rpeak Power
Rank System Cores (TFlop/s] (TFlop/s] (kW)
1 Sunway TaihuLight - Sunway MPP, Sunway SW26010 260C 1.45GHz, 10,649,600 93,014.6 125,435.9 15,371

Sunway , NRCPC
Mational Supercomputing Center in Wuxi
China

er, Intel Xeon E5-

2 Tianhe-2 (MilkyWay-2] - TH-IVB-FEP Clu 3,120,000 33,862.7 54,9024 17,808

2.200GHz, TH Express-2, Intel Xeon Phi 1P, NUDT
Mational Super Computer Center in Guangzhou
China

3 Piz Daint - Cray XC50, Xeon E5-2490v3 12C 2.6GHz, Aries interconnect , 361,760 19590.0 25,326.3 2,272
NVIDIA Tesla P100, Cray Inc.
Swiss Mational Supercomputing Cent
Switzerland

& Gyoukou - ZettaScaler-2.2 HPC system, Xeon D-1371 16C 1.3GHz, 19,860,000 19,135.8 28,192.0 1,350

nfiniband EDR, P T00Mhz , ExaScaler
Japan Agency for Marine-Earth Science and Technology
Japan
5 Titan - Cray XK7, Opteron 6274 16C 2.200GHz, Cray Gemini interconnect, 560,640 17590.0 27,1125 8,209

NVIDIA K20x , Cray Inc.
DOE/SC/0ak Ridge Mational Laboratory
United States
] Sequoia - BlueGene/Q, Power BAQC 14C 1.60 GHz, Custom , IBM 1,572,864 17,1732 20,1327 7890
DOE/NNSA/LLNL
United States
7 Trinity - Cray XC40, Intel Xeon Phi 7250 68C 1.4GHz, Aries interconnect , 979,968 14,137.3 43,902.6 3,844
Cray Inc.
DOE/NNSA/LANL/SNL
United States

8 Cori - Cray XC40, Intel
Inc.
DOE/SC/LBML/NERSC
United States

ct, Cray 622,336 14,0147 27,880.7 3,939

? Dakforest-PACS - PRIMERGY CX1640 M1, Intel Xeon Phi 7250 &8
ntel Omni-Path , Fujitsu
Joint Center for Advanced High Performance Computing

556,106 135546 249135 2,719

Japan
10 K computer, SPARCS4 VIifx 2.0GHz, Tofu interconnect , Fujitsu 705,024 10510.0 11,280.4 12,660
RIKEN Advanced Institute for Computational Science [AICS)

Japan



Kratka historie paralelnich vypoctu

Vypocetni gridy — a co u nas?

* IT4lnnovations (www.it4i.cz)
« 180x 16 Core CPUs, 23x Kepler GPUs, 4x Xeon Phi
1008x 2x12 Core CPUs

« komercni vypocty, |ze zazadat a ziskat vypocetni Cas pro vyzkum

« Metacentrum
« spojeni vypocetnich prostredku akademické sité
« volné dostupné pro akademické pracovniky, studenty

mnoho dostupnych stroji (CPU, GPU, Xeon Phi)
https://metavo.metacentrum.cz/pbsmon2/hardware



Vliv architektury

Cache

« Proc je dulezité védét o architekture?

« Uvazme priklad nasobeni matice vektorem

int x[MAXIMUM], int y[MAXIMUM], int A[MAXIMUM*MAXIMUM]

Varianta A Varianta B
for ( int 1 = 8; 1 < MAXIMUM ; 1 ++) for ( int j = 0; j <= MAXIMUM ; j ++)
for ( int j = 8; j < MAXIMUM ; j ++) for ( int 1 = 0; 1 < MAXIMUM ; 1 ++)
y[1] += A-=at(i * MAXIMUM + j)*x[j]; y [1] += A-=at(i * MAXIMUM + j)*x[j];

Ktery kod bude rychlejsi?

[m] 2en, [

https://goo.gl/a6BEMb EI'



Vliv architektury

Cache
for ( int 1 = 8; 1 < MAXIMUM ; 1 ++) for ( int j = 8; j =< MAXIMUM ; j ++)
for ( int j = 8; j < MAXIMUM ; j ++) for ( int 1 = 0; 1 < MAXIMUM ; 1 ++)
y[1] += A-=at(i * MAXIMUM + j)*x[]j]; y [1] += A-=at(i * MAXIMUM + ji*x[]j];

) &

« Pole jsou v pameti ulozena sekvencné (po radcich)

« CPU pri pristupu k A[0][0] nacte do cache vicero hodnot

(CaChe ||ne) \ Cache Line Elements of A
~ |o ALOJLO] ALOIC1] ACOJC2] ALOJL3]

- Pri pristupu k A[1][0] se zmeni cely radek

1 AL1]LO0] AL1I[1] ALL11L2] AL1]L3]
2 ALZ2TT0T ALZ2I011 AC2102] ALZ2]103]
3 AL3JL0] AL3J[1] AL3102] AL3]L3]

ad

V ramci paralelnich programl muze k

podobnym problémum dochazet castéji



Paralelizace

Jednoduchy priklad

« Suma vektoru cisel

0 |1 |2 |3 14 |5 6 .. .. 5x10%
17 2 9 4 22 0 1 8

Jak paralelizovat?

« Méjme 4 jadra — kazdé jadro muze secist Ctvrtinu vektoru,
pak seCteme castecné soucty

Visken 11 23 |4

Cas 0.389s 0.262s 0.258s 0.244s

Méreno na 8 jadrovém (16 vlaknovém) Intel Xeon v4 E5-2620



Paralelizace

Jednoduchy priklad

« Suma vektoru cisel

Co kdyz mame tisice jader?

« Pokud castecné soucty scita pouze jedno jadro, kod neni
velmi efektivni

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)



N [ ]

Hlavni cil paralelni cast

» Paralelizace ukoll / dat
« Rozdéleni ukolu na jiné soucasti a jejich paralelizace
« Rozdéleni dat a jejich (témer) stejné paralelni zpracovani

« Opravovani pisemky (rozdéleni po otazkach/studentech)

« Komunikace a synchronizace mezi vlakny/procesy

« Pristup ke spolecné pameti

\ 4

Ziskat zakladni informace a prostor pro praktickeé
zkusenosti v oblasti programovani efektivnich paralelnich
programu



Prehled paralelni casti

« Zakladni uvod

« Vlakna, synchronizace, mutexy

« Pthread (jiz by jste méli znat), C++11 thready

« OpenMP

« nadstavba nad C kompilatorem pro zjednoduseni implementace
paralelnich programd

« Datové struktury umoznuijici pristup vicero vlaken (by T. Krajnik)
« Techniky dekompozice
« Zakladni paralelni fadici algoritmy (by T. Krajnik)

« Zakladni paralelni maticové algoritmy



Pthready vs. C++11 vs.

Ochutnavka (pthreads)

#include =stdio.h>
#include <stdlib.h>
#include <pthread.h=

const int thread count = 10;
void* Hello(void* rank);

int main(int argc, char* argv[]) {

long thread;
pthread_t *thread _handles;
thread_handles = (pthread_t*)malloc(thread_count * sizeof(pthread t});
for (thread = 8; thread = thread count; thread++)

pthread create(&thread handles[thread], NULL,

Hello, (veid *) thread);

printf("Hello from the main thread\n");
for (thread = 0; thread = thread count; thread++)

pthread join(thread handles[thread], NULL);

free(thread handles);
return 6;

}

void* Hellol(veoid* rank) {
long my_rank = (Lleng) rank;
printf("Hello from thread %ld of %d\n", my_rank, thread count);
return NULL;



Pthready vs. C++11 vs.

Ochutnavka (C++11)

#include <iostream>
#include =thread=
#include =vector=

const int thread count = 16;
void Hello(long my rank];

int main(int argc, char® argv[]) {
std::vector=std: :thread= threads;
for (int thread=8; thread = thread count; thread++] {
threads.push back(std::thread(&Hello, thread]]);
¥

std::cout << "Hello from the main threadyn";

for (int thread=0; thread = thread count; thread++) {
threads[thread].join();

}

return 0;

b

void Hello(long my rank) {
std::cout =< "Hello from thread " =< my_rank =< " of " << thread count =< std::endl;

}



Pthready vs. C++11 vs.

Ochutnavka (OpenMP)

#include <iostream>
#include =vector=
#include <omp.h=>

const int thread count = 10;
void Hellol():

int main(int argc, char* argv[]) {
#pragma omp parallel num_ threads{thread count)
Hello();

std::cout << "Helle from the main thread\n";

return o;

}

void Hello() {
int my rank = omp get thread num{);
int thread count = omp_get num_threads();
std::cout << "Hello from thread " << my rank << " of " << thread count << std::endl;



Potrebny HW zaklad

Von Neumannova architektura

Vykonavani instrukci

— I

Kritické misto__,

zpomaleni

Pamet —

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)

CPU
ALU Control
registers registers
| I
I | I
I | I
O
R
Interconnect
a
Address Contents
I [
I [
I [
Main memory

Ridici jednotka

/



Potrebny HW zaklad

Pipelines

« Paralelizace na urovni instrukci (ILP)

 Priklad:
« Chceme secist 2 vektory realnych cisel (float [1000])

« 1 soucet — 7 operaci
Fetch
Porovnani exponentd
Posun
Soucet
Normalizace
Zaokrouhleni
Ulozeni vysledku

« Bez ILP — 7x1000x(cas 1 operace; 1ns)



Potrebny HW zaklad

Pipelines

« Paralelizace na urovni instrukci (ILP)
 Priklad:
« Chceme secist 2 vektory realnych cisel (float [1000])

« 1 soucet — 7 operaci

« Bez ILP — 7x1000x(cas 1 operace; 1ns)

Table 2.3 Pipelined Addition. Mumbers in the Table Are
. Subscripts of Operands/Results
* S ILP (a 7 Jed nOte k) - 1 005 ns Time Fetch Compare Shift Add Normalize Round Store
0 0
1 1 0
2 2 1 0
3 3 2 1 o]
4 4 3 2 1 0
5 5 4 3 2 1 o]
B B 5 4 3 2 1 0
999 999 998 997 996 995 994 993
1000 989 998 997 996 995 994
1001 999 998 997 996 995
1002 999 998 997 996
1003 9899 998 997
1004 999 998
1005 999

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)



Potrebny HW zaklad

Superskalarni procesory

« Soucasne vyhodnoceni vicero instrukci

« uvazme cyklus

for (i=0; i<1000; i++)
z[i]=x[i]+y[i];

 jedna jednotka muze pocitat z[0], druha z[1], ...

« Spekulativni vyhodnoceni

Z =X+ Y;
if (z > 0)

W = X;
else

w

Ys



Potrebny HW zaklad

Paralelni hardware — Flynnova taxonomie

SISD Instruetion Pool MISD Instruetion Pool
° °
& &
5| ——|pU 5 |-+|PU PU
o o
a a
SIMD Instruction Pool MIMD | Instruction Pool |
———|PU|— _pul] Lol
S|———|PU| §—~PU-——|—>PU~—
2 3 _I_.
o <
8 |———|pul« Al—|pul+ L|pul-
———[pU|~ —|pPU dL PU |

Obrazky prevzaty z https://en.wikipedia.org/wiki/Flynn%27s_taxonomy



Potrebny HW zaklad

Paralelni hardware — Flynnova taxonomie

« SIMD (Single Instruction Multiple Data)
 Jedna ridici jednotka, vicero ALU jednotek
« Datovy paralelizmus
« Vektoroveé procesory, GPU
« Bézné jadra CPU podporuji SIMD paralelizmus
« instrukce SSE, AVX

« Veétveni na SIMD
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Obrazky prevzaty z kurzu CMU 15-418/618 na CMU.edu
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Potrebny HW zaklad

Paralelni hardware — Flynnova taxonomie

« MIMD (Multiple Instruction Multiple Data)

« Vice-jadroveé procesory

« RuUzné jadra vykonavaji ruzné instrukce

« Viceprocesorové pocitace

« A co pamet?

Obrazky prevzaty z kurzu CMU 15-418/618 na CMU.edu



Potrebny HW za

klad

Systémy se sdilenou pameti

« Uniform Memory Access (UMA)

Chip 1

Chip 2

Core 1

Core 2

Core 1

Core 2

i

Interconnect

iy

Memory

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)




Potrebny HW zaklad

Systémy se sdilenou pameti

« Nonuniform Memory Access (NUMA)

Chip 1 Chip 2
Core 1 Core 2 = Core 1 Core 2
M
b i
Interconnect Interconnect
4 4
!
Memory Memory

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)



Potrebny HW zaklad

Systémy se sdilenou pameéti — typy pristupu k pameti

P4

« Sbérnice

« Mrizka
M1
M2
M3
M4

P ) ) )L B

—C

Sit/Kruh L?

P1

Obrazek prevzat z knihy Parallel Programming (by Peter Pacheco)

T T T

L ] L ] L ] L ]

YT



Potrebny HW zaklad

Zaklady Cache

« CPU cache

« Programy casto pristupuji k paméti lokalné (lokalita v prostoru a case)
« Cache se upravuje po radcich

« Kazdé jadro ma vlastm cache + existuje spolecna cache

o [ | o [ | o [ EIEIEIEI
= 5go0| = aoog | == ooog =1 53E0
L1Cache L1 Cache L1 Cache L1 Cache

| L2 Cache | | L2 Cache | | L2 Cache | | L2 Cache ]
i % 4—————— On-chip
{ interconnect
Memory
L3 Cache Controlle
_______________________________________________________________________________________________________________________________________________ Memowmsi

(to DRAM)

A co kdyz jadra pristupuji ke stejné adrese?

Obrazky prevzaty z kurzu CMU 15-418/618 na CMU.edu



Potrebny HW zaklad

Distributed memory

|| oBE | | oS8R SBED oga|

|B=15558| |[=13585 | |E=158a8 | |[==858s

| e | | o ||| (oo ||| [ oeme |

i | r2cahe | B [ cache | [ ccde |
L i 1 ] - e

L3 Cache Conmoter

e

« Musime udrzovat konzistenci dat =

¥

V dnesnich modernich CPU je nutno resit radu paralelnich a
distribuovanych problému

Pokud budeme implementovat nase algoritmy bez ohledu
na architekturu, zrychleni nemusi byt dostatecne




Pokrocilejsi priklad

« Vratme se k prikladu se scitanim vektoru cisel

« (ted budeme scitat celou cast druhych odmocnin)

sCitané pole id vlakna pole pro dilci soucty

e /[

long sumfstd::vector<int=& vector to sum}lint thread]|std::vector<long=& sumsj {
for {(int i=thread; 1<5I7E; 1 += thread count)
sums [thread] += sgrt(vector_to sum[i]);

N

fgr (int j=1; j<log2(thread count)+1l; j++) {
if ((thread % (int)pow(2,j)) '= @) break; . . ,
int k = (int)pow(2,j-1); logaritmicky
if ((thread + k) >= thread_count) break; r < soucet dilcich
if (threads[thread + kl.joinable()) threads[thread + kl.join(); Y °
sums[thread] += sums[thread + kl; VySIEde

} y

kazdé vlakno zapisuje na
vlastni index pole



Pokrocilejsi priklad

Jak nam to bude fungovat?

5
Gy
Q
£
E _
o 3 == multi thread
g =—4— single thread
g
2
1
0
0 2 4 6

Threads

Méreno na 8 jadrovém (16 vlaknovém) Intel Xeon v4 E5-2620



Pokrocilejsi priklad

Kde je chyba?

long sum({std::vector=int>& vector to sum, int thread, std::vector<long=& sums) {
int i-thread; i<SI7E; i += thread count)
sums [thread] += sgrti{vector_to sum[il]);

for

fgr (int j=1; j<log2{thread count)+1; j++) {
if ((thread % (int)pow(2,j)}) '= 0) break;

int k = (int)pow(2,j-1);
if ((thread + k) == thread count) break;
if (threads[thread + k]l.joinable()) threads[thread + kl.join();

sums[thread] += sums[thread + k];

kazdé viakno zapisuje na o [ 2[5 4 s o 7 s |5
17 2 9 4 22 0 1 0 0 8

vlastni index pole




Pokrocilejsi priklad

Kde je chyba?

long sum({std::vector=int>& vector to sum, int thread, std::vector<long=& sums) {

for_(int i=thread; i<SI7E; i += thread count)

sums [thread] += sgrti{vector_to sum[il]);

fgr (int j=1; j<log2{thread count)+1; j++) {
if ((thread % (int)pow(2,j)}) '= 0) break;
int k = {(intlpow(2,6]-1);
if ((thread + k) == thread count) break;
if (threads[thread + k]l.joinable()) threads[thread + kl.join();
sums[thread] += sums[thread + k]:

vlakno 0 upravi hodnotu o 1 [2 [3 |a |5 |6 [7 |8 |9
jenze vlakno 0 ma cely vektor 7|2 o 4 2 0 1 o o 8

sums v cache jadra
« a podobné ijiné vlakna

« prizmeéné 1 hodnoty se musi :
zabezpedit konzistence False Sharing




False Sharing

mozné reseni

long sum local(std::vector<int=& vector to sum, int thread, std::vector<long=& sums) {

long local = 0;
for_(dint d=thread; i<SI7F: 1 += thread countl] {
local += sgrt{vector to sum[i]);

1

EUFL[thread] = local;

I

fgr (int j=1; j<log2(thre
if ((thread % (int)pow(2,
int k = (int)pow(2,i-1);
if (({thread + k} == thread_coun
if (threads[thread + kl.joinable()
sums[thread] += sums[thread + k];

count)+1l; j++) {
N != 0) break;

break;
hreads[thread + kl.join();

b

kazdé vlakno zapisuje pouze finalni vysledek
do lokalni proménné se zapise do vektoru



Potrebny HW zaklad
False Sharing

lokalni proménna — opravdu to pomuze?

)
)
E
=
)
=) 2
@
)
g
g

=& multi thread
=== single thread

0 2 4 6 8 10 12
Threads



Paralelni programovani
Meéreni zrychleni

Je dané zrychleni dostatecné? Muzeme byt rychlejsi?

« V optimalnim pripade se paralelni verze zrychluje
proporéné s poctem jader

T K S E S
Cas

R Casto vyjadreno jako
== single thread Z ryc h I e n i:

optimal

Tserial
S=—

o Tparallel

0 2 4 6 8 10 12

Threads



Paralelni programovani
Meéreni zrychleni

Mulzeme se vzdy dostat k linearnimu zrychleni?

» Paralelni verze algoritmU maji (témér) vzdy dalsi rezii
« spousténi vlaken
« zamky
« synchronizace
« Program/algoritmus casto vyzaduje urcitou sériovou cast

« Necht jsme schopni prepsat 90% kodu s linearnim
zrychlenim

S — Tserial < Tserial

T . —
0.9X%lal+0.1szerial 0.1XTgerial

« To znamena, ze pokud sériovy program trva 20 sekund,

nikdy nedosahneme zrychleni vétsi nez 10
AmdahlGv zakon



