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Motivation — AMD Bulldozer 15h (FX, Opteron) - 2011
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Motivation — Intel Nehalem (Core 17) - 2008

quadruple associative Instruction Cache 32 KByte, Intel Nehalem microarchitecture
128-entry TLB-4K, 7 TLB-2/4M per thread
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The goal of today lecture

* Convert/extend CPU presented in the lecture 2 to the
pipelined CPU design.

* The following instructions are considered for our CPU

design:
add, sub, and, or, slt, addi, 1lw, sw and
beq
Typ | 31... o)
R | opcode(6), 31:26 | rs(5), 25:21 | rt(5), 20:16 | rd(5), 15:11 | shamt(5) | funct(6), 5.0
I | opcode(6), 31:26 | rs(5), 25:21 | rt(5), 20:16 immediate (16), 15:0
J | opcode(6), 31:26 address(26), 25:0
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Single cycle CPU together with memories

 _MemToReqg
Control |_MemWrite
Unit | Branch
31:26 ALUControl 2:0 D
Opcode | A yscr
5:0 | Funct RegDest
\ /RegWrite
v wés——, B
-chmpc A RD st 2521 A1 RD1 SICA| -} Zero WE 0| Resul
A RD 1
Instr. [20:16: A2 RD2 [0|SrcB AluOut |~ pata ReadData
Memory A3 Reg 1 Memory
WD3  Fje | T WriteData WD
[20:16 Rt107] WriteReg
15:11 Rdy
4 m Signimm G 4 PCBranch
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Single cycle CPU — performance: IPS = IC /T = IPC_ ,.f .«

 What is the maximal possible frequency of this CPU?
* |tis given by latency on the critical path — it is lw in our case:
Tc — 1:PC + 1:I\/Iem + 1:RFread + tALU + + + tRFsetup

25:21| ¥ WE3 WE
Instr &S A1 RD1 Result
A RD 1
[20:16) A2 RD2 AluOut | pata ReadData
A3 Reg. Memory
%wns o WriteData wD
20:16 Rt@ WriteReg
15:11 Rd 1
= Sign Ext PCBranch
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Single cycle CPU — throughput: IPS = IC/ T = IPC_, .f. «

* TC =1pc * tyem * trrread T Taru + tvem + tvux + TrEsetup
* Consider following parameters

tec =30 NS

tvem= 300 NS

trFread = 150 ns

tau= 200 ns

tuux = 20 NS

lrFsetup =20ns

Then Tc = 1020 ns --> fe ik max = 980 kHz,

IPS =1« 980e3 = 980 000 instructions per second
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Pipelined instructions execution

Suppose that instruction execution can be divided into 5 stages:

—> IF —> ID —> EX —> MEM [—> WB —

IF — Instruction Fetch, ID — Instruction decode (and Operands Fetch),
EX — Execute, MEM — Memory Access, WB — Write Back

and t=max {1 }-;, where 1;is time required for signal propagation (propagation
delay) through i-th stage.

IF — setup PC for memory and fetch pointed instruction. Update PC = PC+4

ID — decode the opcode and read registers specified by instruction, check for equality
(for possible beq instruction), sign extend offset, compute branch target address
for branch case (this is means to extend offset and add PC)

EX — execute function/pass register values through ALU
MEM - read/write main memory for load/store instruction case

WB — write result into RF for instructions of register-register class or instruction /load
(result source is ALU or memory)
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Instruction-level parallelism - pipelining

IF I1 12 I3 14 I5 16 I7 I8 I9 110

ID 1 2 13 14 I5 16 [17| 18 19
EX n 12 13 14 I5 [16]| 17 I8
MEM n 2 1B 14 \I5| 16 17
ST n 1 1B \4 5 16
< > T )(T)(T)(T)(T)(T) cas
1 2 3 4 5 6 7 8 9 10 >

* The time to execute n instructions in the k-stage pipeline:
T,=kt+(n-1)7

T
L lim S, =k
T, kt+(n—1)t ,5c

 Speedup: Sk=

Prerequisite: pipeline is optimally balanced, circuit can arbitrarily divided
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Instruction-level parallelism - pipelining

 Does not reduce the execution time of individual instructions,
effect Is just the opposite...

e Hazards:

* structural (resolved by duplication),
* data (result of data dependencies: RAW, WAR, WAW)
* control (caused by instructions which change PC)...

* Hazard prevention can result in pipeline stall or pipeline flush

* Remark : Deeper pipeline (more stages) results in shorter
sequences of gates in each stage which enables to increase the
operating frequency of the processor..., but more stages
means higher overhead (demand to arrange better instructions
Into pipeline and result in more significant lag in the case of stall
or pipeline flush)
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Instruction-level parallelism — Semantics violations

Data hazard: Add writes new value to R1
| N
ADD RLR2R3| IF | ID | EX | MEM [(wB )
| ~N—
SUB R4.RLR3 IF (IDS> EX | MEM | WB
¥ flow of instructions T SUB reads incorrect value from R1

and expected effect N _
Condition and new PC evaluation

Control hazard: PC set to branch target

BEQZR3,M1 | IF | ID (Ex XMEM) WB

ADD R6,R1,R2 (IF) | MEM | wB

instruction 3 (IF\ ID | EX | MEM | WB

instruction 4 ( IF ) ID | EX |MEM | WB

M1: ADD R4,R6,R7 F | ID | EX |MEM| WB

Should be these instructions fetched (and executed then)?
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Non-pipelined execution

. ¢ WE3 j
o A RD st 2 A1 Rp1 SR [ Zerdl || 7 WE 0| Res
SN . A RD 1
Instr. [20:16l A2 RD2 0 |SrcB AluOut Data ReadData
Memory A3 Reg 1 Memory
WD3  Fie WriteData WD
20:16 Rt [0 writeReg
15:11 Rdy
4 ' Sign Ext Signimm <<2 4 PCBranch
PCPlus4
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Pipelined execution

<7 67 %7 %7 AluOutw
I AY&—
,%7‘ nsy 25:21| ¥ WE3 Zero WE
&PCUPC A RD H nstr Al RD1H = 0 | Result
A RDH- 1
Memory A3 Reg Memory
WD3 Fi|é WriteDataM WD
[20:16 Rt 6\\ WHIEREGE | | WriteRegM || WriteReg-
T Rdy ....................................
4 m Signimm| =2 PCBranch
PCPlus4F PCPlus4D PCPlus4E
Fetch Decode Execute Memo WriteBack
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Pipelined execution

4 N\ _MEVATOReg ..covomrreeeeemrr™ T N
Control | M¢ nWrite ™ |1 L]
onit | Bi hen
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Opcode | A s
; Rq |Dest
Vi >0\ Funct ~d b AluOutw
\ /Rq Write
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.‘\(ﬂPC'WPC A RD L Hnst %21/ A1 RDAF Zerg WE 07 Result
M 016 A RD: 1
Instr. €219 A2 RD2L AluOutM| * Data ReadData
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WD3 Filé | | WriteDataE WriteDataM__‘_’_VD
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15:11 Rdy """"""""""""""""
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The same design but drawn scaled down...

Instruction
Memory

PCPlus4F

(Conro | _RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
unit MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD RegDstE
Funct ™" BranchD BranchE BranchD _, crem
l WE3 zero WE
InstrD : A
2521 71" "RD1 — ALUOUtM ReadData}
2018 0> RD2 =10 JrcBE/ALU
g ey 1 WriteDataE
WD3 File
A OutW 0
igﬁ; 2:’% E;E j WriteRegE 4:0 WriteRegM 4:0 |WriteRegW 4:0
15;oSignImmD SignimmE
PCPlus4D a
I PCBranchD —
ResultW
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Cause of the data hazards

1 2 3 4 5 6 7 8

L

Time (cycles)

add $s0, $s2, $s3 [MP2 AF[sss :B—

P e=t™
and $t0, $s0, $sl IM R {FIF

RF

— DM stl RF
$s0 P
sub $t2, $s0, $sb = |.| RF 555]:8_[1_ Dm_DiHF

Register File — access from two pipeline stages (Decode, WriteBack)
— actual write occurs at the first half of the clock cycle, the read in the
second half = there is no hazard for sub $s0 input operand

RAW (Read After Write) hazard — and (or) requires $s0 in 3 (4)

How can such hazard be prevented without pipeline throughput
degradation?

or 5tl, $=s4, $s0 IM =
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Forwarding to avoid data hazards

1 2 3 4 5 6 7 8

L

Time (cycles)

Ssd
add $s0, $s2, $s3 |IM E‘ddﬂ{ RF [ 5=3

and $t0, $s0, &sl IM [E2s

or Stl, $s4, $s0

s | = v-*-l
f;gc}ml— T DML = RF
=0 = 442
5 t
sub $t2, $s0, $s5 T ) B |.‘ RE 555]:8_ _I_DM_[I-*_HF

If a result is available (computed) before subsequent instruction(s) requires
the value then data hazard can be avoided by forwarding

Hazard case is indicated when some of source registers in EX stage is the
same as destination register in stage MEM or WB

The register numbers are fed to the Hazard Unit

The RegWrite signal from MEM and WB stage has to be monitored as well

to check that register number on WriteReg lines takes effect — Iw / sw etc.
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CPU after previous design steps

(Conro | _RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD ReqDstE
Funct ™" BranchD BranchE BranchD _, crem
l WE3 zero WE
InstrD : A
22La1" RD1 E————— ALUOUtM ReadDataW/
Instruction 20:16 A2 RD2 O |SrcBEJALU
Memory A3 Reg. r .
WD3 File WriteDataE o 1
. | e [0)
igﬁ; 2:’% E;E j WriteRegE 4:0 WriteRegM 4:0 |WriteRegW 4:0
15:05i9nImmD SignimmE
PCPlus4F PCPlus4D a
. PCBranchD —
ResultW
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ConraD RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD RegDstE
Funct ™" BranchD BranchE BranchD _, crem
l WE3 zero WE
InstrD . _ S AE
e 2524 5 1 T TR D1 FE! < ALUOuM || [Readoata
. l‘ |
Instruction 20:16 A2 RD2 e e = O [srcBEJALU Data
Memory A Reg' T 1 WriteDataE WriteDataM Memory
. |
PoovD3  File RsD RsE I WD AL UOUIY é
igﬁ; sg% E;E (B WriteRegE 4:0 WriteRegM 4:0 |WriteRegW 4:0
15:05i9nImmD II SignimmE
PCPlus4F PCPlus4D ‘ I a
oo Y .
|
Forward| [Forward . RegWrite
AEl |BE RegerteN{ W 9
[ Hazard unit ]
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Data hazard avoided by pipeline stall

1 2 3 4 5 6 7 3
-
Time (cycles)
) 0= vrﬁc
lw $s0, 40(50) M ].[pu: 20 :E+} DM Sl e
~ Trouble! e
- sl ] | 50
and $t0, $s0, s$sl M == {RF s=1 e Dl'll.u"l_ ] PO
A Ssd | vr_l
or 5tl, $s4, $s0 IM = ].[pu: =0 FE]_| ]TDM_ Al o
se0 = -
sub $t2, $s0, $sb ) Eiti |.un.= 555]:8 oM Ee2fRe

If subsequent instructions require result before it is available in CPU then
the pipeline has to be stalled (stall state inserted)

The stall is mean to solve hazard but affect system throughput

Pipeline stages preceding that one which is affected by the hazard are
stalled until all results required by subsequent instructions are available —
results are forwarded to the sink which required their value
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Data hazard avoided by pipeline stall

1 2 3 4 5 6 7 8 9

-
1w $s0, 40(30) lm'i[l{

Time (cycles)
and $t0, S$s0, gsl

oM stl

or &Stl1, S$s4, s5s0

_I'(l
FJ_G

RF

sub $t2, $s0, $s5

* The stall is realized by the holding content of the inter-stage registers
(gating their clocks or blocking their latch enable signals)

* Results from colliding stages have to be ,discarded” — certain control
signals in CPU (RF or memory write enable, branch gating) are reset (held
low)

* Both is achieved by introduction of control signals to hold and/or reset

Inter-stages registers
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Processor design build till now

ConraD RegWriteD %7 RegWriteE RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD RegDstE
Funct ™" BranchD BranchE BranchD _, crem
l WE3 zero WE
PCTV]PC InstrD} 25: 00 SIcAE
0 A RD 252401 RD1 l I ALuouth| || resdoata
20:1
Instruction 0:16 A2 RD2 8‘{ O 1SrcBE|ALU Data
Memory g Reg' : WriteDataE WriteDataM Memory
. |
oo VD3 File RsD RSE WD é
20:16 RtD REE| = i : eReaM 4 . :
15:11 RdD RAE 2 WI‘IteRegE 4:0 WriteRegM 4:0 ﬂ”teRegW 4:0
+ 150 —5ign Signimmd SignimmEg
4 Ext
<<2
PCPlus4F PCPlus4D +
PCBranchD —
ResultW
Forwe;\rg E(I)Erward RegWriteN{ ‘Il?vegerte
[ Hazard unit ]
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Processor with data hazards avoided by stall

0 |PC

[

(Conro | _RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD ReqDstE
Funct ™" BranchD BranchE BranchD _, crem
l WE3 zero WE
C InstrD | 25: 00 SrcAE
A RD 2521 71" "RD1 01 < ALUOUtM ReadDataW
& 20:16 1 A RD
Instruction A2 RD2 8‘{ O 1SrcBE|ALU Data
Memory A Reg. : WriteDataE WriteDataM Memory
. riteData
ToovD3  File RsD RSE WD é
igﬁ; 2:’% E;E (B WriteRegE 4:0 WriteRegM 4:0 |WriteRegW 4:0
+ 150 —5ign Signimmd SignimmEg
4 Ext
<<2
PCPlus4F PCPlus4D L +
EN
PCBranchD —
ResultW
w L
S Forward| |Forward 3 ; RegWrite
iStaII F stall D 5 AE| [BE 5 RegWriteM W
L =
E
Hazard unit = ]
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Control hazards (branch and jump)

1 2 3 4 5 6 7 8 9

beq $tl, $t2, 40 lMi[I{HF 52

\
5
i
II:
e 1
3 S=mA A
and $t0, %s0, $sl == ]—[RF asl :@—]T DM RF
\
\ Ssd = =
or & | DM
or $tl, $s4, $s0 M —[{ RF c]:a— o RF
\ . sl
sub 5t2, 4%s0, 4s5 IM | ]—[FIF as5 E-I
i

\
\
\
\
III

slt 4t3, 4s2, $s3 1»4 =25 N pE [

.

Time (cycles)

RF

vy |
e |
b X
]
=

Flush
these
instructions

U |4
[ ]
L | b

[}

I oM ;:3 aF

* Result is not known before 4t cycle. Why?
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Control hazards — better to know result earlier...
1 2 3 4 5 6 7 8 9
>
Time (cycles)
i Stl ] <
20 beq $tl, 4t2, 40 |m[=4 H|RF spz]:B -ED”'— RF
I _ ~
| s=0m =
24 and $t0, $s0, $sl IM E‘”’-ﬁ]—[ RF (551 :B— TDM—D—HF
28 or $tl, &s4, &s0
2C  sub $t2, $s0, $s5
30 ...
64 slt 4t3, $s2, 39s3

penalty can be reduced

AEOB36APO Computer Architectures
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Lad I3

RF |:

But the processing of the comparison at earlier stage can induce new
RAW hazards..!!!

If the result of comparison can be evaluated in the 2nd cycle misprediction
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Resolve control hazards by early evaluate and flush

(Conro | _RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD ReqDstE
Funct ™" BranchD
—
| EquaD| “pcsrcp
InstrD 25 WE3 - SrcAE WE
A RD 252181 RDl < ALUOUtM ROH [Readpataw
Instruction A2 RD2 1 O [srcBE Data
Memory A Reg. 1 WriteDataE WriteDataM Memory
WD3 File e \/\/ D 1
25:21 ALUOutW\
20:16 - 0
15;11 erteRegE 4:0 WriteRegM 4:0 ﬂ”teRegW 4:0
15:0 SignimmD |
ﬂ SignimmE
PCPlus4F PCPlus4D oA
YU ]| PcBranchD 7 - -
L-_ ResultW
w L
S Forward| |Forward S ; RegWrite
Stall F stall D 5 AE| [BE 5 RegWriteM W
L =
E
[ Hazard unit = ]
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Resolve RAW hazards by forwarding or stalling

Earward /
| | W1 VWAL A T

Stall
Stall
ConraD RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD RegDstE
Funct ™" BranchD
—
EquaD PCSrcD
AE WE
A RD RDl rﬂ. 'FE! 3L ALUOUtM ROk [Readpatan
= == ™
Instruction 1 8‘{ O |SrcBE Data
Memory Tl 1 WriteDataE WriteD Memory
riteData riteDataM
RsD RSE WD AL UQUY é
RtD RE] [~ . _
O\| WriteRegE 4:0 WriteRegM 4:0 WriteRegW 4:0
RdD RAE y
SignimmE
PCPlus4F PCPIus4D N No
| oU I | PpcBranchD | T — —-Action
I ' — el
NI I ResultW
2 2 Forward| [Forward | 3| % RegWrit
= orwar orwar 2 . egWrite
Stall F Stall D IBranchD o g |2 AE| [BE %| S| |RegWritem W
=] = l; ?
[ * Hazard unit 2« ]
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We are finished — pipelined processor is designed

ConraD RegWriteD %7 RegWriteE %7 RegWriteM %7RegWriteW
it MemToRegD MemToRegE MemToRegM
MemWriteD MemWriteE MemWriteM MemTo
31:26 ALUControlD ALUControlE RegW
= 0p ALUSrcD ALUSrcE
5:0 RegDstD RegDstE
Funct ™" BranchD
—
| EquaD| —pcsrcp
pCTN]PC instro . WE3 = 00 SrcAE WE
0 A RD 25217017 "RD1 (1) 01 < ALUOUtM DM [Readpataw
20:1 ™
Instruction 0 GAZ RD2 82 O 1SrcBE|ALU Data
Memory g Reg. O : WriteDataE WriteDataM Memory
==—=\VD3 _File 1 RSD ReE e \/\/ D 1
.' | 0
igif sa% E(tiIEE ﬂ WriteRegE 4:0 WriteRegM 4:0 | WriteRegW 4:0
. 1
+ 15:0 - SignimmD
4 SEI%] SignimmE
<<2
+
PCPlus4F § |ciA PCPlus4D oA
EN L1
PCBranchD —
ResultW
% = Forward| |Forward % = RegWrite
= [Forward || '@ x| E RegWriteM
Stall F Stall D BranchD £| |gp 2 AE| |BE % = giin W
i ©
[ - Hazard unit = & ]
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Pipelined CPU — performance: IPS = IC/ T = IPC_, .f.

What is maximal acceptable frequency for the CPU?
Which stage is the slowest one?
The cycle time is determined by the slowest stage

For our case:
Tc =300 nhs --> 3333 kHz

If the pipeline fill overhead is neglected (i.e. no pipeline
stalls and flushes are considered) then ideal IPC = 1.
IPS =1+ 3 333e3 =3 333 000 instructions per second

Introduction of the 5-stage pipeline increases performance
(throughput) 3 333 000/ 980 000 = 3.4 times! (considering
IPC=1)
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What is result of the design?

Return back to non-pipelined CPU version

_—

>\ _MemToReq

Control | -MemWrite
Unit Branch

31:26 Opcode ALUControl 2:0

ALUScr
5:0 Funct RegDest AluOutW
\—____RegWrite \
D5:21 W rcA Zerd v WE
.E) g A Rp ot Al RD1 LU QResult
20:16 ARD
nstr A2 RD2 0 AluOutM * pata ReadData
Memory A3 Reg. Memory
—WD3 Fije | WriteData L2
20:16 RO JwriteReg
15711 Rd
4 “ Sign Ext PCBranch
PCPlus4F PCPlus4D
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What is result of the design?

Return back to non-pipelined CPU version

p— Control unit

Control | -MemWrite
: Branch
unit
Opcode ALUControl 2:0
ALUScr
Funct RegDest

WD3 Fie| | TWiteData Swp Data/ALU
; _ ohiieis {(data path)
A RD| : . 15‘01/
Data | : Sign Ext

Memory | =
W | PCPlus4F PCP

PCBranch
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What is result of the design?

Processor

> Control unit

. v U U
PC S\A RD Instruction > RD A PC
Instr.
Memory
Write enable Data-path
I .
Address for data \l/WE (ALU, registers) y
. Address
Read/Write slA RD Read data s RD A
Data Results
Data to Write Memory WD
> WD
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CPU design result — pipelined version

= RegWriteD %7 RegWriteE %7 RegWriteM %7 RegWriteW
lonrt_JylemToReuD IMemToRegE MemToReglV
Ut T MemWriteD MemWriteE “MemWriteM MemTo
31:26 ALUControlD \AL UControlE RegW
Op ALUSrcD ALUSIcE
& RegDstD RegDstE
Funct Bra,nchD
EquaD! pcsreq
7 InstrD 25:21| ~WE3 - 00 SrcAE V WE
A RD| A1 RDl Ecﬂ ALUOutM ReadDatall
20:16 10 — A RD
Instruction A2 RD?2 = 0 .. R H A Data
Memory X WriteDataE | |writeDataM Memory
;:‘EE E) WriteRegE 4:0( riteRegM 4:0 NriteRegW 4:
SignimmE
PCPlus4F CPlus4D ' N
| JUJ [pcBranchD | [ T — —
I ' |
o —— ResultW
= " '
= = Forward| |Forward : . RegWrite
Stall F Stall D BranchD = (I))nNard é AE BE g‘ g RegerteNi W g
= . = o
- Hazard unit S o ]
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Pipelined CPU — timing

* The timing/AC characteristics of synchronous sequential

circuit : !

CLK —
N,
: \ :\‘ :
output(s) | - ,
input(s) XA XX
EHH: |
l'setup: thold! |
I t '
e >
pog

teewp — INPULS Setup time
t..s — inputs hold time

* Signal integrity constrain for the setup time before the clock:

CLK CLK » e >
AlQg oM ek -
R1 R2 Qt_ ®— :

DZ | XX
_ fpeg ! tpa | Lsetup
Tc >= tpcq + tpd + tsetup <« >i< >ig—p

t,; — combinatorial logic propagation delay
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Pipelined processor — timing

* Constraint for the setup time (consider the clock

distribution jitter):
TC

< |
C f-w-\ AANAN [/}
CLK1 CLK2 : '
CLK2/777 | \on\ e

G1 @ D2 ,n" I !
Loy P e —
i "2 D21 XK

Idr—hii ; PRSP

pcq pd rsetup fskew

Clock distribution jitter is limiting factor,
If it reaches or exceeds value of t

(too deep pipeline / too many stages...)

AEOB36APO Computer Architectures



Pipeline stages balancing

Linear pipelining:

IO CHO OO0

(applies to tree based adder, multiplier, (unrolled) iterative divider..)

* Balancing: the goal is to divide the processing into N
stages in such way, that stage propagation delays are
roughly the same...

* The number of stages reflects preference of performance

(throughput) versus latency.
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Superpipeline and beyond

* Not well balanced 5-stage pipeline:

IM %Rpﬂ@—@ DM ~H—RF
IF D EX MEM wB

* Deeper pipeline is result of decomposing stages into
more stages

IM ]7 RF w DM *ﬂ*RF
IF ) IS RF EX DF i DS i TC WB
* |t allows CPU to work at higher frequencies but

Introduces many problems as well..

* Complex forwarding, more pipeline stalls, hazards need
to be solved by complex logic
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Typical pipeline depths in todays CPUs

P5 (Pentium) : 5

P6 (Pentium 3): 10

P6 (Pentium Pro): 14

NetBurst (Willamette, 180 nm) - Celeron, Pentium 4: 20

NetBurst (Northwood, 130 nm) - Celeron, Pentium 4, Pentium 4 HT: 20

NetBurst (Prescott, 90 nm) - Celeron D, Pentium 4, Pentium 4 HT, Pentium 4 ExEd: 31
NetBurst (Cedar Mill, 65 nm): 31

NetBurst (Presler 65 nm) - Pentium D: 31

Core : 14

Bonnell: 16

K7 Architecture - Athlon : 10-15
K8 - Athlon 64, Sempron, Opteron, Turion 64: 12-17

ARM 8-9: 5

ARM 11: 8

Cortex A7: 8-10
Cortex A8: 13
Cortex A15: 15-25

 The Optimum Pipeline Depth for a Microprocessor:
http://citeseerx.ist.psu.edu/viewdoc/download?doi=10.1.1.93.4333&rep=repl&type=pdf
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Branch stall discussion and delay slots

* The Instruction memory read and fetch is expensive and
result of condition evaluation in branch instructions (even
worse target in indirect branch instructions) has to be
evaluated before next fetch and execute. The stall state is
waste of cycles. Options to use that cycle(s) are:

« Start fetch and execution of instruction(s) following branch
and flush/discard results if it is resolved that it should not be
executed

« Extend above by adding condition results/branch predictor
(taken/not-taken) and branch target cache (BTB)

« EXxecute one or more instructions after branch unconditionally
In (so called) delay slot

* Delay slots unconditional execution is common for many

DSP (digital signal processor) and some RISC architectures
(MIPS, SPARC)
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