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Co)|e Kaika?

e distributed streaming platform

* From distributed message broker to a platform for
processing data streams.

e Apache distribuce

 umoznuje posilat velké mnozstvi malych zprav napfic
servery

e pricemz umoznuje horizontalni skalovani a zaroven
vSechny zpravy replikuje na vice serveru — vypadne-li
jeden z nich, jiny ho nahradi
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KEcemul se pouziva 2

e |ogovani vsech zpray, které v systému vznikaji a které
chceme néjak zpracovavat




Co potrebujeme: 2

e Javu :) (napriklad jdk 8)
e Kafku :

e https://www.apache.org/dyn/closer.cgi?
path=/kafka/1.0.0/kafka_2.11-1.0.0.tgz



e Otevrete kdekoli na pocitaci:)

* Pozor jestli bude v ceste ke slozce mezera tak budete
mit problemy (pro ukazku rozbalte na plose)

e Linux:

e tar -xvzf kafka_2.11-1.0.0.tgz
 Windows :

e Pomoci winzip/winrar apod.



Architektura

e Zookeeper : Which is used by Kafka to maintain state
between the nodes of the cluster

o Kafka brokers : The “pipes” in our pipeline, which store
and emit data

e Producers : That insert data into the cluster

e Consumers : That read data from the cluster




Architektura
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,—>|' Broker 1
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ZOOKEEPEN

e Otevreme sislozku kafka 2.11-1.0.0

e bin/zookeeper-server-start.sh
config/zookeeper.properties




Stalting eur BIFEKErs

e Najdéte si soubor : config/server.properties
* Najdéte si tyto properties :
— broker.id=0
— listeners=PLAINTEXT://:9092
- log.dirs=/tmp/kafka-logs
e Vytvorte z origindlniho souboru 3 soubory :
e config/server.1.properties
e config/server.2.properties

* config/server.3.properties

S —




Starting eur BIokers

 Nahradte properties v téchto souborech :

server.1.properties
broker.id=1
listeners=PLAINTEXT://:9093
log.dirs=/tmp/kafka-logs1

server.2.properties
broker.id=2
listeners=PLAINTEXT://:9094
log.dirs=/tmp/kafka-logs2

server.3.properties
broker.id=3

listeners=PLAINTEXT://:9095
log.dirs=/tmp/kafka-logs3



Starting eur BIokers

* Vytvorte slozky pro logy :
o /tmp/kafka-logs1
o /tmp/kafka-logs2
o /tmp/kafka-logs3



Starting eur BIokers

* Nastartujte brokery :
* bin/kafka-server-start.sh config/server.1.properties
* bin/kafka-server-start.sh config/server.2.properties

* bin/kafka-server-start.sh config/server.3.properties



Co mame noiove 2

Kafka Cluster

Producer

2.
Broker 1




e Vytvorime si topic: (sdilena data)

* bin/kafka-topics.sh --create --topic my-kafka-topic
--zookeeper localhost:2181 --partitions 3
--replication-factor 2

e Ddalezité parametry:
* Paritions — mezi kolik brokers se rozdéli data

* Replication-factor — kolik kopii dat chceme




Producer

* Vytvorime si producenta:

* bin/kafka-console-producer.sh --broker-list
localhost:9093,localhost:9094,localhost:9095 --topic
my-kafka-topic

e Uvidime command line do které muzeme zadat néjaké
zpravy



* Vytvorime si consumer:

* bin/kafka-console-consumer.sh --bootstrap-server
localhost:9093 --topic my-kafka-topic --from-
beginning



e Zabijte jednoho brokera pomoci ctrl+c v console

e (luster je porad funkcni
* Kafka toleruje : « node failes »
e OQOtevrete dalsiho cosumera

* bin/kafka-console-consumer.sh --bootstrap-server
localhost:9093 --topic my-kafka-topic --from-
beginning --group group2

e Vidime vsechny zpravy




e Se svym nastavenim si muzete zahrdt mnohem vic.

* (o se stane, kdyZ spadne jiny broker?
e Co kdybyste méli 5 brokerti a 2 spadnou?

e Co kdyz jste zmenili replikacni faktor pro vas topic?

* Nejlepsi zptisob, jak védet, jak pruzna Kafka je, je
experimentovat :)




IRtegrace springheoi

 Dependency v pom.xml :

<dependency>
<groupld>org.springframework.kafka</groupld>
<artifactld>spring-kafka</artifactld>
<version>2.2.3.RELEASE</version>

</dependency>



IRtegrace springheoi

e Minimalné musite mit zapnuté :
e Zookeeper :
zookeeper-server-start.bat .\config\zookeeper.properties
e Kafka cluster

* kafka-server-start.bat .\config\server.properties

- default, localhost:9092



IRtegrace springheoi

* Vytvorte controller s 1 endpointem :

@RestController

@RequestMapping(value = "/kafka")

public class KafkaController {

private final Producer producer;

@Autowired

public KafkaController(Producer producer) {

this.producer = producer;

}

@PostMapping(value = "/publish")

public void sendMessageToKafkaTopic(@RequestParam("message") String message{

this.producer.sendMessage(message);

}



IRtegrace springheoi

e Vytvorte producenta :

@Service

public class Producer {

private static final Logger logger = LoggerFactory.getLogger(Producer.class);
private static final String TOPIC = "users";

@Autowired

private KafkaTemplate<String,String> kafkaTemplate;

public void sendMessage(String message){
logger.info(String.format("$$ -> Producing message --> %s",message));

this.kafkaTemplate.send(TOPIC,message);

}
}



IRtegrace springheoi

e Vytvorte consumer:

@Service
public class Consumer {

private final Logger logger = LoggerFactory.getLogger(Consumer.class);

@KafkaListener(topics = "users", groupld = "group_id")

public void consume(String message{

logger.info(String.format("$$ -> Consumed Message -> %s",message));
}
}



IRtegrace springheoi

e application.yaml

server:
port: 9000
spring:
kafka:
consumer:
bootstrap-servers: localhost:9092
group-id: group-id
auto-offset-reset: earliest
key-deserializer: org.apache.kafka.common.serialization.StringDeserializer
value-deserializer: org.apache.kafka.common.serialization.StringDeserializer
producer:
bootstrap-servers: localhost:9092
key-deserializer: org.apache.kafka.common.serialization.StringDeserializer

value-deserializer: org.apache.kafka.common.serialization.StringDeserializer



IRtegrace springheoi

* Request : No Environment hd
POST email : @ POST logM @ POST Send ' @& POST localtn @ + oo

localhost:9000/ kafkaspublish?message=Hellofrom producer

kafka/publisgPmessage=Hellofrom producer m S8

POST b localhost:2004

Params @ Authorization Headers Body Pre-request Script Tests Cookies Code
KEY WVALUE DESCRIPTION ot
message Hellofrom producer
e alue Description
Body Cookies (3) Headers(2) TestResults Status: 200 OK  Time: 528 ms
Pretry Raw Preview Auto ¥ =
 Vysledek :
Run: [ KafkaSpringBootApplication
|1 2019-01-28 20:51:04.936 1INFO 6588 ——— [nio-9%000-exec-7] o.a.kafka.common.utils.AppInfoParser : Kafka
m| commitId : £ald4705=51bd2ce5S
ni= 2019-01-28 20:51:04.951 INFO 6583 ——— [ad | producer-1] org.apache.kafka.clients.Metadata : Cluster II
&l = ®2-0GCGSRNSgXSVBDXXW]Q
: 2019-01-28 20:51:05.301 INFO 6588 ——— [ntalner#0-0-C-1] c.r.kafkaspringboot.services.Consumer : 535 —>
3| = Consumed Message -> Hellofrom producer
td td
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