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Z predminulé prednasky

Co to vlastne dela?

#include <algorithm>
#include <chrono>
#include <execution>
#include <iostream>
#include <random>
#include <vector>

using namespace std::chrono;

int main() {
const int N = 1000000;
std::vector<int> v (N);
std::mt19937 rng;
rng.seed(std::random device () ());
std::uniform int distribution<int> dist (0, 255);
std: :generate (begin(v), end(v), [&] () { return dist(rng); });

auto start = high resolution clock::now();
std::sort(std::execution::par, begin(v), end(v));

auto finish = high resolution clock::now();

auto duration = duration cast<milliseconds>(finish - start);

std::cout << "\nElapsed time = " << duration.count() << " ms\n";
return 0O;



Nad kédem z predminulé prednasky

Co to vlastne dela?

« https://github.com/gcc-
mirror/gcc/blob/16e2427f50c208dfe07d07f18009969502c25dc8/libstdc
%2B%2B-v3/include/pstl/algorithm impl.h#1L2107

template <class ExecutionPolicy, typename RandomAccessIterator, typename Compare, typename ILeafSort>

void
__parallel stable sort( ExecutionPolicyé&&, RandomAccessIterator  xs, RandomAccessIterator  xe, Compare _ comp,
_LeafSort  leaf sort, std::size t  nsort = 0)
{
tbb::this task arena::isolate([=, & nsort] () {

//sorting based on task tree and parallel merge
typedef typename std::iterator traits< RandomAccessIterator>::value type ValueType;
typedef typename std::iterator traits< RandomAccessIterator>::difference type DifferenceType;

const DifferenceType n = xe -  XS;
if ( nsort == n)
__nsort = 0; // 'partial sort' becames 'sort'
const DifferenceType  sort cut off = PSTL STABLE SORT CUT OFF;
if (_ n > sort cut off)

{
__buffer< ValueType> buf( n);

__root task< stable sort func< RandomAccesslIterator, ValueType*, Compare, LeafSort>>  root{
__xs, __xe, buf.get(), true, comp, leaf sort, nsort, xs, buf.get()};

___task::spawn root and wait( root);

return;

}
//serial sort
__leaf sort( xs,  xe, _ comp);

1) :


https://github.com/gcc-mirror/gcc/blob/16e2427f50c208dfe07d07f18009969502c25dc8/libstdc%2B%2B-v3/include/pstl/algorithm_impl.h

Nad kédem z predminulé prednasky

Co to vlastne dela?

 https://godbolt.org/

1 #include <algorithm> A~ ®©O0utput..~ YFilter..v B&Libraries < Addnew...> 4 Add tool...~

2 #include <chrono> o pew e TP P—TUveU 1

3 #include <execution> 69 mov rl3, rax

4 #include <iostream> 70 lea rax, [rbp-5088]

5 #include <random> i 71 mov rdi, rax

6  #include <vector> 72 call decltype (({parm#l}.end)()) std::end<std::vector<i
7 using namespace std::chrono; 73 mov rbx, rax

8 int main() { » 74 lea rax, [rbp-5088]

9 const int N = 1000000; I_ 75 mov rdi, rax

10 std::vector<int> v(N); 76 call decltype (({parm#l}.begin)()) std::begin<std::vect
11 std::mt19937 rng; 77 mov rdx, rl2

12 rng.seed(std: :random_device()()); 78 mov rcx, rl3

13 std::uniform_int_distribution<int> dist(0, 255); 79 mov rsi, rbx

14 std::generate(begin(v), end(v), [&]() { return dist(rng); }); 80 mov rdi, rax

15 auto start = high resolution_clock::now(); 81 call void std::generate< gnu cxx:: normal iterator<ir
16 std::sort(std::execution::par, begin(d), end(v)); 82 call std::chrono:: V2::system clock::now()

17 // std::reduce(std::execution::par, begin(v), end(v), 0.0, std::p 83 mov QWORD PTR [rbp-10112], rax

18 auto finish = high_resolution_clock: :now(); 84 lea rax, [rbp-5088]

19 auto duration = duration_cast<milliseconds>(finish - start); 85 mov rdi, rax

20 std::cout << "\nElapsed time = " << duration.count() << " ms\n"; 86 call decltype (({parm#l}.end)()) std::end<std::vector<i
21 return 0; } 87 mov rbx, rax

22 88 lea rax, [rbp-50881



Nad kédem z predminulé prednasky

Co to vlastne dela?

« https://github.com/gcc-
mirror/gcc/blob/16e2427f50c208dfe07d07f18009969502c25dc8/libstdc
%2B%2B-v3/include/pstl/parallel backend tbb.h#L1157

« "sorting based on task tree and parallel merge”
« tbb:task scheduler_init init(...);

« std::thread::hardware_concurrency()

« std::hardware_constructive_interference_size;

https://en.cppreference.com/w/cpp/thread/hardware_destructive_interfe
rence_size


https://github.com/gcc-mirror/gcc/blob/16e2427f50c208dfe07d07f18009969502c25dc8/libstdc%2B%2B-v3/include/pstl/parallel_backend_tbb.h

Z minulé prednasky

Techniky rozdeluj a panuj

« Potrebujeme seradit pole (Cisel) dané velikosti a vyuzit k tomu
techniky paralelizace

« Podobne jako pri standardnich radicich algoritmech — pro
ilustraci myslenek paralelizace se vénujeme i tém méne
efektivnim

void gs(std::vector<int> &vector to sort, int from, int to) {
if (to - from <= base size) {
std::sort (vector to sort.begin() + from, vector to sort.begin() + to);
return;

}

//rozdeleni dle pivota (vector to sort[from])
int part2 start = partition(vector to sort, from, to, vector to sort[from]);

if (part2 start - from > 1) {
#pragma omp task shared(vector to sort) firstprivate(from, part2 start)
{
gs (vector to sort, from, part2 start);

}

}

if (to - part2 start > 1) {
gs (vector to sort, part2 start, to);

}



Z minulé prednasky

Techniky rozdeluj a panuj

template<class Ranlt, class Pred>
void gsort3w(RanIt First, RanIt Last, Pred compare) {
if ( First >= Last) return;

std::size t Size = 0L;

 Intel Develop se chlubi
néSIed u-jiCi Va ria ntou: ifde(l?igi;ré = std::distance( First, Last)) > 0) {

RanIt LeftIt = First, RightIt = Last;
bool is swapped left = false, is swapped right = false;

° TFicestn é q u ickso rt typename std::iterator traits<RanIt>::value type Pivot = * First;

RanIt FwdIt = First + 1;

Vs 4 while ( FwdIt <= RightIt) {
« Kontrola setrizeni P e S TR
is swapped left = true;
std::iter swap( LeftIt, FwdIt);
- taskgroup Jerenee
. } else if (cémpare(gPivot, * FwdIt)) {
i d right = true;
- task untied mergeable o oreppedriahG - ey e
RightIt--;
} else Fwdlt++;
}

if ( Size >= cutoff) {
ffipragma omp taskgroup
{
#pragma omp task untied mergeable
if ((std::distance( First, _LeftlIt) > 0) && (is_swapped left))
gsort3w( First, LeftIt - 1, compare);

#pragma omp task untied mergeable
if ((std::distance( RightIt, Last) > 0) && (is swapped right))
gsort3w( RightIt + 1, Last, compare);
}
} else {
#pragma omp task untied mergeable
{
if ((std::distance( First, _LeftIt) > 0) && is_swapped left)
gsort3w( First, LeftIt - 1, compare);

if ((std::distance( RightIt, Last) > 0) && is swapped right)
gsort3w( RightIt + 1, Last, compare);
https://software.intel.com/content/www/us/en/develop/articles/an-efficient-parallel- }
three-way-quicksort-using-intel-c-compiler-and-openmp-45-library.html }



Nad kodem z minulé prednasky

Techniky rozdeluj a panuj

techniky paralelizace

Potrebujeme seradit pole (Cisel) dané velikosti a vyuzit k tomu

Podobné jako pri standardnich radicich algoritmech — pro

ilustraci myslenek paralelizace se vénujeme i tém méne

efektivhim

template<class ForwardIt>

void quicksort (ForwardIt first, ForwardIt last) {

if (first == last) return;
std::size t distance = std::distance(first, last);
auto pivot = *std::next (first, distance / 2);
ForwardIt middlel; ForwardIt middleZ2;
if (distance < threshold) {
middlel = std::partition(std::execution::seq,
middle2 = std::partition(std::execution::seq,
1)
} else {
middlel = std::partition(std::execution::par,
middle2 = std::partition(std::execution::par,

}
quicksort (first, middlel);
quicksort (middle2, last);

{ return em < pivot; });
{ return ! (pivot < em);

first, last, [pivot] (const auto &em)
middlel, last, [pivot] (const auto &em)

{ return em < pivot; });
{ return ! (pivot < em);

first, last, [pivot] (const auto &em)
middlel, last, [pivot] (const auto &em)



Dnesni prednaska

Jak kod vylepsovat?

ARTICLE

Samplesort: A Sampling Approach to Minimal Storage
Tree Sorting

Y in & f
Authors: W. D. Frazer, A. C. McKellar Authors Info & Affiliations
Publication: Journal of the ACM e July 1970 e https://doi.org/10.1145/321592.321600
@ Intrinsics Guide The Intel Intrinsics Guide is an interactive reference tool for Intel intrinsic instructions, which are C style functions that provide access to %

many Intel instructions - including Intel® SSE, AVX, AVX-512, and more - without the need to write assembly code.

Technologies
0 MMX ?
(J SSE
(J SSE2

Ivoid _mm_2intersect_epi32 (__m128i a, __m128i b, __mmask8x kil mmask8* k2)

§ Osses : : . : . =
IDSSSE3 Iv01d _mm256_2intersect_epi32 (__m256i a, __m256i b, __mmask8* k1, __mmask8x k2)
IDSSE4.1 Ivoid _mm512_2intersect_epi32 (__m512i a, __m512i b, __mmasklé* k1, __mmasklé* k2)
| Osseaz Ivoid _mm_2intersect_epié4 (__m128i a, __m128i b, __mmask8% k1, __mmask8x k2)
IDAV)( Ivoid _mm256_2intersect_epié4 (__m256i a, __m256i b, __mmask8* k1, __mmask8* k2)
f Oavx2 Ivoid _mm512_2intersect_epié4 (__m512i a, __m512i b, __mmask8x k1, __mmask8* k2)
ID FMA I__m5121 _mm512_4dpwssd_epi32 (__m512i src, __m512i a@, __m512i al, __m512i a2, __m512i a3,
l O Avx-512 __m128i * b)
(J KNC I__m51Zi _mm512_mask_4dpwssd_epi32 (__m512i src, __mmasklé k, __m512i a@, __m512i al, __m512i a2,



Dnesni prednaska

Techniky paralelizace 2

Chci paralelizovat radici algoritmus

Jak na to?



Paralelni razeni

« Ktery je nejjednodussi radici algoritmus, ktery jste se naucili
jako prvni?



Paralelni razeni

« Ktery je nejjednodussi radici algoritmus, ktery jste se naucili
jako prvni?

« Bubble Sort

« porovnava dva za sebou
nasledujici prvky

« pokud jsou v nespravném
poradi, vymeni je



Paralelni razeni

« Ktery je nejjednodussi radici algoritmus, ktery jste se naucili
jako prvni?

« Bubble Sort

o pOI’OVﬂéVé dva za sebou bool compare_swap(std::vector<int>& vector_to_sort, const inté&

, e val1, const int& val2) {
nasled ujicl Prka if (vector_to_sort[val1] > vector_to_sort[val2]) {

. pOkUd jSOU Vv nesprévném std::iter_swap(vector_to_sort.begin() + vall,
v_ qs v s vector_to_sort.begin() + val2);
poradl, Vymenl .Je return true;
}
return false;
3

void bubble(std::vector<int>& vector_to_sort, int from, int to) {
bool change = true;
while (change) {
change = false;
for (inti=from + 1; i < to; i++) {
change | = compare_swap(vector_to_sort, i - 1, i);
3
3
3




Paralelni razeni

Bubble Sort

Original

sequence: 4 2 7 8 5 1 3 6
N 4 ‘j:; 7 7 8 5 1 3 6
2 4 f':‘; 7 8 5 1 3 6
2 4 7 I8 5 1 3 6
Phase 1 o
Place SR
s ebst 2 4 7 81 15 1 3 6
et e 4 7 5 T i 3 6
2 4 7 5 1 8" 13 6
—]
i 2 4 7 5 1 3 8 :T_’; 6
H2r— 14 7 5 1 3 6 8
[
2 4117 5 1 3 6 8
Phase 2 L]
Place - 4 T 5 1 3 6 8
next —
largest || 2 4 5 11 1 3 6 8
wnumber -

Time



Paralelni razeni

Bubble Sort

« Jak Ize bubble sort paralelizovat?



Paralelni razeni

Bubble Sort

« Jak Ize bubble sort paralelizovat?

« Variantal
« Vzpomente si na paralelizaci uloh na CPU — pipelineing

Phase 1
/
Om
'.Zij‘
P{hase 2
e —
[ @, (D,
Time el B
Phase 3
| s =~
—_— §i’ \-<g—’ '\-(:D—'
- 75 oW
3] 2] D,
Phase 4
’_‘é — L ~ | | =
- ‘<2' = .-\?3,3_7 e .@’ \.@r




Paralelni razeni

Bubble Sort

« Lze bubble sort paralelizovat jesté jinak?

« Které porovnani Ize delat paralelné bez konfliktu?



Paralelni razeni

Bubble Sort

« Lze bubble sort paralelizovat jesté jinak?

« Které porovnani Ize delat paralelné bez konfliktu?
« Vzpomente si na dekompozici pri primérovani okolnich prvki matice
« Porovnani dle lichych/sudych cisel

Po P, P, Ps P4 Ps P =
Step

0 42 78 5+ 1 36

1 2 4«7 8«1 5 <« 3 6

2 214 7 +—1 8 -3 5<—6

3 2 4 —e 1 7 —= 3 8+——=5 6

Time| 4 2 1 4 3 7 5 8 6

5 1 23 4—=5 ]7-—=6 8

6 12 3<—>4 5«6 7<—>38

LT 1 2+—=3 4 «—= 5 6=——=7 8




Paralelni razeni

Bubble Sort

« Pro zvyseni paralelizace opét rozdelime po blocich
« A muzeme paralelizovat

void parallel_bubble (std::vector<int>& vector_to_sort, unsigned int from,unsigned int to) {
while (change) {
change = false;
#pragma omp parallel for num_threads(thread_count) schedule(static) shared(vector_to_sort) reduction(|:change)
for (inti=from+ 1;i<to;i+=2){
change | = compare_swap(vector_to_sort, i - 1, i);

}

#pragma omp parallel for num_threads(thread_count) schedule(static) shared(vector_to_sort) reduction(|:change)
for (inti=from+ 2;i<to;i+=2){
change | = compare_swap(vector_to_sort, i - 1, i);
3
}
3




Paralelni razeni

Co se skutecné pouziva

Algoritmy zalozené porovnani: multi-way mergesort, samplesort

« GCC C++ STL sort: multi-way mergesort

« GCC C++ STL stable_sort: quicksort

« GCC C++ PSTL, Intel Thread Building Blocks: “sorting based on task
tree and parallel merge”

« Boost: Samplesort ad.

https://www.boost.org/doc/libs/develop/libs/sort/doc/htmli/sort/paral
lel.html

Vektorizovane algoritmy zalozené na vybéru minima a maxima

Algoritmy zalozené na hashovani



Paralelni razeni

Merge Sort

Efficient implementation of sorting on multi-core SIMD
CPU architecture

Y in & f
Authors: Jatin Chhugani, Anthony D. Nguyen, Victor W. Lee, William Macy, Mostafa Hagog,
@ Yen-Kuang Chen, Akram Baransi, Sanjeev Kumar, Pradeep Dubey Authors Info & Affiliations

Publication: Proceedings of the VLDB Endowment e August 2008 e https://doi.org/10.14778/1454159.1454171

Parallel Speedup
N

Number of Cores

Figure 8: Parallel performance of the scalar and
SIMD implementations.



Paralelni razeni

Merge Sort

« Jak paralelizujeme MergeSort?

ivide
ISt

Merge

Unsorted list

217 88113
s \
41278 5(1113]|6
,‘ D y :
4121|7(8]|5[11]|13|6
2R 2R T 2R T AR
411217185136
AR AR AR
2(4117(8]11]|5]]13]|6
: ; \ .
214(7|8 113(5]|6
- y
2|3 4|95 |6|7

Sorted list

Process allocation



Paralelni razeni

Merge Sort

« Jak paralelizujeme MergeSort?

void ms_serial(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= 1) {
return;

int middle = (to - from)/2 + from;

ms_serial(vector_to_sort, from, middle);
ms_serial(vector_to_sort, middle, to);
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);

}

void ms(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= base_size) {
ms_serial(vector_to_sort,from,to);
return;

}

int middle = (to - from)/2 + from;

ms(vector_to_sort, from, middle);
ms(vector_to_sort, middle, to);

std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);




Paralelni razeni

Merge Sort

« Jak paralelizujeme MergeSort?

void ms_serial(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= 1) {
return;

int middle = (to - from)/2 + from;

ms_serial(vector_to_sort, from, middle);
ms_serial(vector_to_sort, middle, to);
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);

}

void ms(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= base_size) {
ms_serial(vector_to_sort,from,to);
return;

}

int middle = (to - from)/2 + from;

ms(vector_to_sort, from, middle);
ms(vector_to_sort, middle, to);

std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);




Paralelni razeni

Merge Sort

Ktera varianta je spravna?

A

#pragma omp task shared(vector_to_sort) firstprivate(from,middle)
ms(vector_to_sort, from, middle);
ms(vector_to_sort, middle, to);

#pragma omp taskwait
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);

ms(vector_to_sort, from, middle);
#pragma omp task shared(vector_to_sort) firstprivate(from,middle)
ms(vector_to_sort, middle, to);

#pragma omp taskwait
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);

#pragma omp task shared(vector_to_sort) firstprivate(from,middle)
ms(vector_to_sort, from, middle);
ms(vector_to_sort, middle, to);

std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);




Paralelni razeni

Merge Sort

« Jak paralelizujeme MergeSort?

void ms_serial(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= 1) {
return;

int middle = (to - from)/2 + from;

ms_serial(vector_to_sort, from, middle);
ms_serial(vector_to_sort, middle, to);
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);

}

void ms(std::vector<int>& vector_to_sort, int from, int to) {
if (to - from <= base_size) {
ms_serial(vector_to_sort,from,to);
return;

}

int middle = (to - from)/2 + from;

#pragma omp task shared(vector_to_sort) firstprivate(from,middle)
ms(vector_to_sort, from, middle);

ms(vector_to_sort, middle, to);

#pragma omp taskwait
std::inplace_merge(vector_to_sort.begin()+from,vector_to_sort.begin()+middle,vector_to_sort.begin()+to);
3




Paralelni razeni

Merge Sort

« Lze merge sort paralelizovat lépe?



Paralelni razeni

Merge Sort

« Lze merge sort paralelizovat lépe?
« Také zde Ize vyuzit liché/sudé porovnani

all b[]
Sorted lists 2 458 138 J
Even indices | Merge I
Odd indices Merge

clll 128 58 d[]{ 3 4 7 8
\ :

Compare and exchange oy
Y l l l l 1 l ]

Final sortedlist e[] 1 2 3 4 5 6 7 8




Paralelni razeni

Odd-Even Merge Sort

« Vyuzivame podobnou myslenku jak v bubble sortu
« Identifikujeme dvojice Cisel, porovnani kterych Ize delat paralelné

« Jak to funguje?
« Pro 8 prvku




Paralelni razeni

Odd-Even Merge Sort

« Vyuzivame podobnou myslenku jak v bubble sortu
« Identifikujeme dvojice Cisel, porovnani kterych Ize delat paralelné

« Jak to funguje?
« Pro 8 prvku

L4 4 L4 4 " —

" ——o —9 —9




Paralelni razeni

Odd-Even Merge Sort

« Vyuzivame podobnou myslenku jak v bubble sortu
« Identifikujeme dvojice Cisel, porovnani kterych Ize delat paralelné

« Jak to funguje?
« Pro 8 prvku

L4 4 L4 4 " —

" ——o —9 —9

e QObecne?




Paralelni razeni

Odd-Even Merge Sort

« Vyuzivame podobnou myslenku jak v bubble sortu
« Identifikujeme dvojice Cisel, porovnani kterych Ize delat paralelné

« Jak to funguje?
« Pro 8 prvku

void odd-even-merge (std::vector<int>& vector_to_sort, int from, int to, int step) {
auto new_step = step * 2;
if (new_step < to - from) {
odd-even-merge(vector_to_sort,from,to,new_step);
odd-even-merge(vector_to_sort,from+step,to,new_step);
for (int i=from+step; i<to-step; i += new_step) {
compare_and_swap(vector_to_sort,i,i+step);
}
} else {
compare_and_swap(vector_to_sort,from,from+step);

3
}

e QObecne?




Paralelni razeni

Odd-Even Merge Sort

« Proc to funguje?
« Lze dokazat pomoci indukce a tzv. 0-1 principu

«  (pokud tridici sit dokaze setridit libovolnou posloupnost nul a jednicek,
dokaze setridit libovolnou sekvenci libovolnych celych cisel)

« Predpokladejme (Indukcni krok), ze algoritmus funguje pro n<k

01 . N

oy > nuly

4[5 H g

K S

I N |

10/ 11 vl . .

12[13 » jednick
1415 K J y

(2) (b) (c) (d) (e)

 Idealni pro HW/GPU implementaci
« O(log?(n)) paralelni vypocetni cas



Paralelni razeni

Bitonic Sort

« Bitonic Sort
« Vylepsena varianta Odd-Even Merge Sortu

« Pro paralelni slucovani nepotrebujeme mit plne setrideneé dilci

sekvence .
divide merge

T
-
T :
. .

1/




Paralelni razeni

Bitonic Sort

« Sekvence cisel je bitonicka, pokud
« obsahuje 2 podsekvence — jednu rostouci a jednu klesajici
« tedy pro n¢jake (0 < i < n) plati
al<a2<...<al-l<ai>ai+l>ai+2>...>an
« nebo Ize dosahnout této vlastnosti pomoci rotaci prvku pole

Value / N\ /

dp, 41, Qp, Az, dp-2. 9n-1 dp, 41, 4, Az, dnp-2, 9An-1



Paralelni razeni

Bitonic Sort

« Parovym porovnani prvkl dvou casti bitonické sekvence
dostaneme 2 bitonické sekvence

ifial sifuafion “ipplicationaf Resuif
comparafor nefwork
0 51 0 31 0 51
l I }h
[ I EEEEEEE: I | Yc
n N n
§ nl § }’1'1 § nl
| T l |
YTYYYYYYY
I
YYYYYYYY |




Paralelni razeni

Bitonic Sort
Divide Conguier Cormbine
Bitonic Merge(n/2)
B, — —
BitonicMergen/2)
Q b c 1 b' sorted a'
bitonic bitonic ¢' sorted sorted
b<ce b<e

Parové porovnani

Rekurze A co kdyz neni vstupni
sekvence bitonicka?



Paralelni razeni

Bitonic Sort

Divide Conguer Combine
I I BitonicSort(n/2) |
n B Bitonic
= Mergein)
E E BitonicSort(n/2) 1
Q b e b' sorted a' l
unsorted  unsorted ¢' sorted sorted Divide Conguer Combine
b'c' bitonic _ _ .
Bitonic Merge(n/2)
B, — =
Bitonic Merge(n/2)
a b e b' sorted a'
bitonic bitonic ¢' sorted sotted

b<e b
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Paralelni razeni

Bitonic Sort

 Jak efektivne implementovat?
« Chceme provést vybranou skupinu porovnani zaroven

« SIMD typ kroku — chci porovnani a pripadnou vymeénu
prvku na vicero datech soucasné

« Muzeme vyuzit GPU nebo vektorizaci na CPUs

« Vektorizace pomoci instrukci a intrinsics Intel:
https://software.intel.com/sites/landingpage/IntrinsicsGuide/



Kratky avod do vektorovych instrukci

« Myslenka - jednotliva Cisla poli budeme representovat pomoci
vektoru cisel

« Pouzitim pristupnych datovych struktur a metod rekneme
procesoru, které operace se mohou vykonat paralelnée (SIMD)

Datové typy|

_m128 128 bitovy vektor, obsahuje 4x float
SSE __m128d 128 bitovy vektor, obsahuje 2x double
__m128i 128 bitovy vektor, obsahuje cela Cisla
__m256 256 bitovy vektor, obsahuje 8x float
AVX ~— —m256d 256 bitovy vektor, obsahuje 4x double
__m256i 256 bitovy vektor, obsahuje cela Cisla

prekladejte s prepinaci -march=native -mavx



Kratky avod do vektorovych instrukci

« Pocet celych cisel zalezi na typu
« Ve __m256i muze byt:

« 32 char ,
. 16 chort Datovétypy |
. _m128 128 bitovy vektor, obsahuje 4x float

* 8int __m128d 128 bitovy vektor, obsahuje 2x double

* 4long __m128;i 128 bitovy vektor, obsahuje cel ¢isla
__m256 256 bitovy vektor, obsahuje 8x float
__m256d 256 bitovy vektor, obsahuje 4x double
__m256i 256 bitovy vektor, obsahuje cela cisla

« Pole je reprezentované v obraceném poradi

. float[4] {Of 1f2f3f} 3 (2 1[0




Kratky avod do vektorovych instrukci

« Klicova operace v bitonic sortu
Parové porovnani (a pfipadna vymeéna) prvku v dvou polich
« Jak nato?

HEGE . mEoo
momm " SIS

« porovnani 4 (8) cCisel se provede zaroven




Kratky avod do vektorovych instrukci

Parove porovnani 2 vektoru

#include ...
#include <immintrin.h>

int main() {

std::vector<int> vec1 = std::vector<int>(SIZE);
std::vector<int> vec2 = std::vector<int>(SIZE);

for (int i=0; i<SIZE; i++) {
vec1[i] = rand() % >
vec2[i] = rand() % >
}

auto t_start = std::chrono::high_resolution_clock::now();

__m256i v1;
__m256i v2;
__m256i r1,r2;

for (int i=0; i<SIZE; i +=8) {
vl = _mm256_loadu_si256((_m256i *) &vec1[i]);
v2 = _mm256_loadu_si256((_m256i *) &vec2[i]);
r1 =_mm256_min_epi32(v1, v2);
r2 = _mmz256_max_epi32(v1, v2);
_mm256_storeu_si256((__m256i *) &vec1[i], r1);
_mm256_storeu_si256((__m256i *) &vec2[i], r2);

}
auto t_end = std::chrono::high_resolution_clock::now();
double elapsed = std::chrono::duration<double, std::milli>(t_end-t_start).count()/ ;

std::cout << "compared in " << elapsed << " s" << std::endl;
return O;




Kratky avod do vektorovych instrukci

Parove porovnani 2 vektoru

#include ...
#include <immintrin.h>

int main() {

std::vector<int> vec1 = std::vector<int>(SIZE);
std::vector<int> vec2 = std::vector<int>(SIZE);

for (int i=0; i<SIZE; i++) {
vec1[i] = rand() % >
vec2[i] = rand() % >
}

auto t_start = std::chrono::high_resolution_clock::now();

__m256i v1;

__m256i v2; v ’

2561 r1.r2; Nacteni o!at do
» vektorove

for (int i=0: i<SIZE: i +=8) {

V1 = _mm256_loadu_si256((_m2561 *) &veci[i]); reprezentace
v2 = _mm256_loadu_si256((_m256i *) &vec2[i]);
r1 = _mmZ56_min_epi3Z(v1, v2);

r2 = _mmz256_max_epi32(v1, v2);
_mm256_storeu_si256((__m256i *) &vec1[i], r1);
_mm256_storeu_si256((__m256i *) &vec2[i], r2);
3

auto t_end = std::chrono::high_resolution_clock::now();
double elapsed = std::chrono::duration<double, std::milli>(t_end-t_start).count()/

std::cout << "compared in " << elapsed << " s" << std::endl;
return O;




Kratky avod do vektorovych instrukci

Parove porovnani 2 vektoru

#include ...
#include <immintrin.h>

int main() {

std::vector<int> vec1 = std::vector<int>(SIZE);
std::vector<int> vec2 = std::vector<int>(SIZE);

for (int i=0; i<SIZE; i++) {
vec1[i] = rand() % >
vec2[i] = rand() % >
}

auto t_start = std::chrono::high_resolution_clock::now();

__m256i v1;

__m256i v2;

__m256ir1,r2;

for (int i=0; i<SIZE; i += 8) { 2 operace
vl = _mm256_loadu_si256((_m256i *) &vec1[i]); s s
v2 = mm256 loadu si256(( _m256i *) &vec2[i]); porovnani

r1 =_mm256_min_epi32(v1, v2);
r2 = _mmz256_max_epi32(v1, v2);

» (Ize i pomoci

_mm256_storeu_si2o6((__m2561 *) &vect[i], r1); Jed noho
_mm256_st0reu_51256((_m2561 *) &VECZ['I], I'Z); po rovné ni a l XO r)
}
auto t_end = std::chrono::high_resolution_clock::now();
double elapsed = std::chrono::duration<double, std::milli>(t_end-t_start).count()/ ;

std::cout << "compared in " << elapsed << " s" << std::endl;
return O;




Kratky avod do vektorovych instrukci

Parove porovnani 2 vektoru

#include ...
#include <immintrin.h>

int main() {

std::vector<int> vec1 = std::vector<int>(SIZE);
std::vector<int> vec2 = std::vector<int>(SIZE);

for (int i=0; i<SIZE; i++) {
vec1[i] = rand() % >
vec2[i] = rand() % >
}

auto t_start = std::chrono::high_resolution_clock::now();

__m256i v1;
__m256i v2;
__m256i r1,r2;

for (int i=0; i<SIZE; i +=8) {

vl = _mm256_loadu_si256((_m256i *) &vec1[i]);
v2 = _mm256_loadu_si256((_m256i *) &vec2[i]);
r1 =_mm256_min_epi32(v1, v2);

r2 = _mmz256_max_epi32(v1, v2);
_mm256_storeu_si256((__m256i *) &vec1[i], r1);
_mm256_storeu_si256((__m256i *) &vec2[i], r2);

» Ulozeni vysledku

}
auto t_end = std::chrono::high_resolution_clock::now();
double elapsed = std::chrono::duration<double, std::milli>(t_end-t_start).count()/ ;

std::cout << "compared in " << elapsed << " s" << std::endl;
return O;




Kratky avod do vektorovych instrukci

 Parové porovnani (a pripadna vymena) prvku v poli (napf.
sousednich)
X0 ? x1 (a pripadné vymenit tak, aby x0 byla mensi)
x2 ? x3 (a pripadné vymenit tak, aby x2 byla mensi)

BRI
2 5 6 9

« Jak na to?



Kratky avod do vektorovych instrukci

 Parové porovnani (a pripadna vymena) prvku v poli (napf.
sousednich)
« X0 ? x1 (a pripadné vymenit tak, aby x0 byla mensi)
« X2 ?x3 (a pripadné vymenit tak, aby x2 byla mensi)

BRI
2 5 6 9

« Jak na to?
« Vytvorime posunutou kopii vektoru a porovname



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname
« Metoda alignr — spoji 2 vektory, umozni posun a orizne

I ) Y )
o 0 0 0 2 5 6 9

doplnime



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname
« Metoda alignr — spoji 2 vektory, umozni posun a orizne

I ) Y )
o 0 0 0 2 5 6 9

doplnime

Shift 1 do prava 0-0-0-0-0-??2“



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname
Metoda alignr — spoji 2 vektory, umozni posun a orizne

I ) Y )
o 0 0 0 2 5 6 9

doplnime

Shift 1 do prava O-O-O-O-O-EBEEEH

orenems a2l
0 2 5 6
Porovname s

pevodnim 3 52 |1 | x0.
2 5 6 9

vektorem



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname
Metoda alignr — spoji 2 vektory, umozni posun a orizne

I ) Y )
o 0 0 0 2 5 6 9

doplnime

Shift 1 do prava O-O-O-O-O-EBEEEH

lunens M
0 2 5 6 Zajimaji nas
minima

Od/ g
plvochi B 53 152 1 [x0
O 2 5 6

Porovname s




Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname

Zajimaji nas
minima

3 2 11 [0
0O 2 5 6



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname

Zajimaji nas Ale pouze sudé pozice
minima - min(x0,x1) je na pozici 0

EEE“ - min(x2,x3) je na pozici 2

Vynulujeme pomoci masky

3 2 1 0
0O 2 0 6



Kratky avod do vektorovych instrukci

« Vytvorime posunutou kopii vektoru a porovname

Zajimaji nas Ale pouze sudé pozice
minima - min(x0,x1) je na pozici 0

EEE“ - min(x2,x3) je na pozici 2
0 2 5 6

>

Vynulujeme pomoci masky
3 12 10
0O 2 0 6

Vysledek je OR
Podobné ziskame techto vektort

i ENENENCE
porovnani a .
ulozime je na > 0 9 0
liché pozice




Kratky avod do vektorovych instrukci

int SIZE = 8;
std::vector<int> vec1 = std::vector<int>(SIZE);

for (int i=0; i<SIZE; i++) {

vec1[i] = rand() % ’

std::cout << vect[i] << " ";
}
__m128i mask_llhhltlhh = _mm_set_epi32( »0, ,0);
__m128i mask_hhllhhll = _mm_set_epi32(0, ,0, ;
__m128i v1;
_ _m128i v2;

_ m128i r1,r2;

for (int i=0; i<SIZE; i += 4) {
vl = _mm_loadu_si128((_m128i *) &vec1[i]);
v2 = _mm_alignr_epi8(_mm_setzero_si128(), v1 ,1*4);
r1 = _mm_min_epi32(v1, v2);
r1 = _mm_and_si128(r1,mask_hhllhhll);
v2 = _mm_alignr_epi8(v1, _mm_setzero_si128(),3*4);
r2 = _mm_max_epi32(v1, v2);
r2 = _mm_and_si128(r2,mask_Llhhllhh);
r1 = _mm_or_si128(r1,r2);
_mm_storeu_si128((__m128i *) &veci[i], r1);

}




Pointa vtipu

https://arxiv.org/pdf/2009.13569.pdf

Engineering In-place (Shared-memory) Sorting Algorithms

MICHAEL AXTMANN, Karlsruhe Institute of Technology
SASCHA WITT, Karlsruhe Institute of Technology
DANIEL FERIZOVIC, Karlsruhe Institute of Technology
PETER SANDERS, Karlsruhe Institute of Technology

£ +
=] (72) o E '_lg- 5 o (E v
Type Distribution Py 2 B = = é E @ 2 g
= a 8 LE) %0 o § <

s [
double Sorted 1.42 1096 2.02 1547 1336 1.06 42.23
double ReverseSorted | 1.06 134 198 176 11.00 3.01 5.34
double Zero 1.54 1283 1.80 14.55 166.67 1.06 41.78
double Exponential 1.00 1.82 1.97 2.60 3.20 10.77 4.97
double Zipf 1.00 1.96 2.12 2.79 3.55 11.56 5.33
double RootDup 1.00 1.54 2.22 2.52 3.88 5.54 6.28
double TwoDup 1.00 1.93 1.88 2.45 2.99 5.52 4.44
double EightDup 1.00 1.82 2.01 2.48 3.19 10.37 5.02
double  AlmostSorted | 1.00 1.73 2.40 5.12 2.18 3.54 6.37
double  Uniform 1.00 2.00 1.85 2.53 2.99 9.16 4.39
Total 1.00 1.82 2.06 2.83 3.10 7.46 5.21
Rank 1 2 3 4 5 7 6

Table 4. Average slowdowns of parallel algorithms for different data types and input distributions. The
slowdowns average over the machines and input sizes with at least 22! bytes.



Cilem bylo vyzkouset si techniky paralelizace

Klicovy je navrh algoritmu, “thinking out of the box”

PIna implementace (i jen) paraleniho tridiciho algoritmu pomoci
vektorovych instrukci mize byt dost pracna:
https://xhad1234.github.io/Parallel-Sort-Merge-Join-in-Peloton/



