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Predchozi prednaska

 Paralelni cast
 Paralelni programovani jednoduchych algoritmu

 Vliv riznych zpUsobu paralelizace na rychlost vypoctu

 Distribuovana cast
« Problémy v distribuovanych systémech (shoda, konzistence dat)

« Navrzeni robustnych reseni

« CourseWare
« https://cw.fel.cvut.cz/wiki/courses/b4b36pdv/start

« Nebudeme menit rozvrh cviceni.



Dnesni prednaska

Vldkna v C++11 (a dalSich)

Principy: synchronizace, vlakna, atomické proménné, zamky, RAIL
Viz také ucebnice.

Praktické pouziti v C++: hlavicky <thread> a <future>. Viz takeé
materialy doc. Rychty
https://cw.fel.cvut.cz/old/_media/courses/a7b36pjc/prednasky/pjc-11-vlakna.pdf

a vyborna doporuceni:
https://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines.html

Finesy moderniho C++. Zatim spatné dokumentované.


https://cw.fel.cvut.cz/old/_media/courses/a7b36pjc/prednasky/pjc-11-vlakna.pdf
https://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines.html

Bajka

V ucebnici je zejména prvni kapitola velmi snadno citelna

| .2 A Fable

Instead of treating coordination problems (such as mutual exclusion) as pro-
gramming exercises, we prefer to think of concurrent coordination problems as
if they were physics problems. We now present a sequence of fables, illustrating
some of the basic problems. Like most authors of fables, we retell stories mostly
invented by others (see the Chapter Notes at the end of this chapter).

Alice and Bob are neighbors, and they share a yard. Alice owns a cat and Bob
owns a dog. Both pets like to run around in the yard, but (naturally) they do
not get along. After some unfortunate experiences, Alice and Bob agree that they
should coordinate to make sure that both pets are never in the yard at the same
time. Of course, we rule out trivial solutions that do not allow any animals into
an empty yard.

How should they do it? Alice and Bob need to agree on mutually compatible
procedures for deciding what to do. We call such an agreement a coordination
protocol (or just a protocol, for short).

The yard is large, so Alice cannot simply look out of the window to check
whether Bob’s dog is present. She could perhaps walk over to Bob’s house and
knock on the door, but that takes a long time, and what if it rains? Alice might
lean out the window and shout “Hey Bob! Can I let the cat out?” The problem
is that Bob might not hear her. He could be watching TV, visiting his girlfriend,
or out shopping for dog food. They could try to coordinate by cell phone, but
the same difficulties arise if Bob is in the shower, driving through a tunnel, or
recharging his phone’s batteries.

Alice has a clever idea. She sets up one or more empty beer cans on Bob’s
windowsill (Fig. 1.4), ties a string around each one, and runs the string back
to her house. Bob does the same. When she wants to send a signal to Bob, she
yanks the string to knock over one of the cans. When Bob notices a can has been
knocked over, he resets the can.

Up-ending beer cans by remote control may seem like a creative solution, but

it is still deeply flawed. The problem is that Alice can place only a limited number
of cans on Bob’s windowsill, and sooner or later, she is going to run out of cans to
knock over. Granted, Bob resets a can as soon as he notices it has been knocked
over, but what if he goes to Canctin for Spring Break? As long as Alice relies on
Bob to reset the beer cans, sooner or later, she might run out.

So Alice and Bob try a different approach. Each one sets up a flag pole, easily

visible to the other. When Alice wants to release her cat, she does the following:

She raises her flag.

2. When Bob’s flag is lowered, she unleashes her cat.

. When her cat comes back, she lowers her flag.

Bob’s behavior is a little more complicated.

. He raises his flag.
. While Alice’s flag is raised

a) Bob lowers his flag
b) Bob waits until Alice’s flag is lowered
c) Bob raises his flag

. As soon as his flag is raised and hers is down, he unleashes his dog.
. When his dog comes back, he lowers his flag.



Pristup k vice promennym

Riziko soubeéehu, riziko uvaznuti, ...

« Co kdyz potrebujeme vylucny pristup ke dvema (nebo vice)
promennym
« napr. chci mezivysledek z operaci, které se provadeji
« zamknu 1., zamknu 2.



Pristup k vice promennym

Riziko soubeéehu, riziko uvaznuti, ...

« Co kdyz potrebujeme vylucny pristup ke dvema (nebo vice)
promennym
« napr. chci mezivysledek z operaci, které se provadeji
« zamknu 1., zamknu 2.
« Mozné uvaznuti!

« musime zamknout
oba zamky soucasné

void thread operation() {
std::lock (mutexl,mutex?2) ;

complicated task();

“MURPHY'S LAW DOESN'T MEAN THAT SOMETHING
BAD WILL HAPPEN. WHAT IT MEANS IS WHATEVER
CAN HAPPEN, WILL HAPPEN.”

Cooper

mutexl.unlock() ;
mutex?2.unlock() ;




Uvaznuti (Deadlock)

« Uvaznuti (deadlock) muze nastat pokud:
1. Kazdy zamek muze vlastnit maximalné jedno vlakno

2. Vlakno aktualne vlastni (ma zamceny) alespon jeden zamek a pozaduje
zamknout alespon jeden dalsi

3. Neni mozné odebrat vlastnictvi zamku
4. Existuje cyklicka zavislost mezi vlakny

A

Uvaznuti nastane velice snadno




\ELGE

V C++11 (a dalsich)

« std::thread exportovana hlavickou <thread>

« prvni argument konstruktoru je funkce, kterou bude vlakno vykonavat

« ostatni argumenty jsou argumenty dané funkce

#include <iostream>
#include <thread>
#include <vector>
const int thread count = 10;
void Hello (long my rank) {
std::cout << "Hello from thread " << my rank << " of " << thread count << std::endl;
}
int main(int argc, char *argv[]) {
std::vector<std::thread> threads;
for (int thread = 0; thread < thread count; thread++) {
threads.push back(std::thread(Hello, thread));
}
std::cout << "Hello from the main thread";
for (int thread = 0; thread < thread count; thread++) {
threads[thread] .join();
}

return O;



\ELGE

« std::thread exportovana hlavickou <thread>
« VIakno zacné bézet bezprostredné po zavolani konstruktoru
« Objekt neni mozné kopirovat (neni CopyConstructible, CopyAssignable),

« Pro wkoncenihlavni vlakno musi zavolat bud metodu join,
pripadne detach, je ale potreba kontrolovat, jestli dané vlakno
jesté existuje pomoci metody joinable

« if (threads[thread].joinable()) ...

Process /

Thread

AN
\ 7

Thread

« pokud dojde vyvolani vyjimky, cela aplikace mlaze byt ukoncena
pres std::terminate, je tedy treba std::promise



\ELGE

std::thread exportovana
hlavickou <thread>

Metoda join ceka na
skonceni vlakna, a nasledné
zajisti navratovou hodnotu
joinable false

Metoda detach vilakno
odpoji od hlavniho vlakna a
zajisti navratovou hodnotu
joinable false

V pripade volani na vlaknu,
které neni joinable, vyhodi
vyjimku std::system_error

#include <iostream>
#include <chrono>
#include <thread>

using namespace std::this_thread;

void A() {
std::cout << "a";
sleep_for(std::chrono::seconds(5));
std::cout << "A";

b

void B() {
std::cout << "b";
sleep_for(std::chrono::seconds(1));
std::cout << "B";

b

void C() {
std::cout << "c";
std::thread t(A);
t.detach();
std::thread u(B);
u.join();
std::cout << "(C";

b

int main() {
c();
std::thread t(B);
t.join();
A();



Pristup ke sdilené pameti

Synchronizace vlaken a riziko soubéhu

 Pri souCasném pristupu ke sdilené proménné muze dojit k
usporadani provedenych instrukci vedoucich k jinému nez
ocekavanému vysledku

#include <iostream>

#include <thread> Proc _je tento pﬁklad
problematicky?

int 1 = 2;
void decrement () { 1 =1 - 1; }

void print () {
int j;
do { j = i; } while (j == 0);
std::cout << j << std::endl;

int main() {
std::thread first (decrement);
std::thread second(decrement) ;
std::thread third(print);
first.join();
second.join () ;
third.join();
return 0;




Pristup ke sdilené pameti

Synchronizace vlaken a riziko soubéhu

 Pri souCasném pristupu ke sdilené proménné muze dojit k
usporadani provedenych instrukci vedoucich k jinému nez
ocekavanému vysledku

#include <iostream>
#include <thread>

int 1 = 2;

void decrement ( {i=1-1; 1}

void print () { \
int j;

do { j = 1; } while (j == 0); \ MOéné.

std::cout << j << std::endl;

) Obe vlakna nactou 2,
int main() { pak Obé Zapigi 1

std::thread first (decrement);
std::thread second(decrement) ;
std::thread third(print);
first.join();

second.join () ;

third.join();

return 0;




Pristup ke sdilené pameti

Synchronizace vlaken a riziko soubéhu

 Pri souCasném pristupu ke sdilené proménné muze dojit k
usporadani provedenych instrukci vedoucich k jinému nez
ocekavanému vysledku

#include <iostream>
#include <thread>

int 1 = 2;

void decrement () { i =i - 1; }

void print () {
int j;

do { j = 1i; while (j == 0);
std::cout << 3 Std::endl;

} \
int main() {

std::thread first (decrement);

std::thread second(decrement) ; MOéné:

std::thread third(print); v ’ v v
First.join(; Obé vlakna korektné odectou,
Enira.joinq s ale pak uvaznou.

return O;




Atomické promenné

« Atomické proménné umoznuji provedeni atomickych operaci,
« umoznuji zakladni operace bez zamku - typicky rychlejsi
« atomic<type> (napr. atomic<int> (=atomic_int), ...)
« limituji mozné optimalizace kompilatoru

#include <iostream>
#include <atomic>
#include <thread>

std::atomic<int> 1(0);
void set(int j) { i.store(j, std::memory_order_relaxed); }

void print() {
int j;
do { j = i.load(std::memory_order_relaxed); }
while (j == 0);
std::cout << j << std::endl;

}

int main() {
std::thread first(print);
std::thread second(set, 1); first.join();
second.join();
return 0;

}



Atomické promenné

« Atomické proménné umoznuji provedeni atomickych operaci,
« umoznuji zakladni operace bez zamku - typicky rychlejsi
« atomic<type> (napr. atomic<int> (=atomic_int), ...)
« limituji mozné optimalizace kompilatoru

#include <iostrean> Novice: What is a good prefix for global
include <atomic> .

#include <thread> variables?

std::atomic<int> i(0); EXpeI’t: //

void set(int j) { i.store(j, std::memory_order_relaxed); }

void print() {
int j;
do { j = i.load(std::memory_order_relaxed); }
while (j == 0);
std::cout << j << std::endl;

}

int main() {
std::thread first(print);
std::thread second(set, 1); first.join();
second.join();
return 0;

}



Pristup ke sdilené pameti

Synchronizace vilaken - zamky

« Pri soucasném pristupu ke sdilené proménné muze dojit k usporadani
provedenych instrukci vedoucich jinému nez ocekavanému vysledku

« Pri soucasném pristupu k vicero proménnym musime pouzit zamky

« Priklad: vyvarime histogram zbytkt po déleni Cisel (mutex, prvni reseni)

std::mutex hist mutex;

void hist(std::vector<int>& vector, int thread, std::vector<int>& histogram) {
std::vector<int> local (PARTS) ;
for (int i=thread; i<SIZE; i += thread count) {
local[vector[i] % PARTS]++;
}

hist mutex.lock();

for (int i=0; 1i<PARTS; i++) {
histogram[i] += locall[il];

}

hist mutex.unlock();

}

Bjarne Stroustrup and Herb Sutter pisi, ze tohle je Spatny napad:
https://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines#Rconc-raii




Pristup ke sdilené pameti

Synchronizace vilaken - zamky

« Pri soucasném pristupu ke sdilené proménné muze dojit k usporadani
provedenych instrukci vedoucich k jinému nez ocekavanému vysledku
Priklad: vyvarime histogram zbytkd po déleni Cisel (mutex, druhé reseni)

std::vector<std::mutex> hist part mutex(PARTS) ;

void hist(std::vector<int>& vector, int thread, std::vector<int>& histogram) {
std::vector<int> local (PARTS) ;
for (int i=thread; i<SIZE; i += thread count) ({
local[vector[i] % PARTS]++;
}

for (int i=0; 1i<PARTS; i++) {
hist part mutex[i].lock():
histogram[i] += local[il];
hist part mutex[i].unlock();

}

Bjarne Stroustrup and Herb Sutter pisi, ze tohle je Spatny napad:
https://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines#Rconc-raii



Automaticka sprava zamku

Vicero proménnych

« Lock_guard mutex
« RAII sprava zamku (Resource acquisition is initialization)

« Konstruktor automaticky vola lock() na zamku, destruktor zamek
odemyka

std: :mutex ml;

void f(int id) {
std::lock(ml) ;
std::lock guard<std::mutex> lockl(ml, std::adopt lock);
std::cout << "Thread " << id << " says hi." << std::endl;
// we do not need to unlock

}

int main(int argc, char* argv[]) {
std::thread tl1(f, 1);
std::thread t2(f, 2);

tl.join();
t2.jo0in();




Automaticka sprava zamku

Vicero proménnych

« Lock_guard mutex
« RAII sprava zamku (Resource acquisition is initialization)

« Konstruktor automaticky vola lock() na zamku, destruktor zamek
odemyka

« A co kdyz chceme mit v lock_guard 2 zamky?

std: :mutex ml;
std: :mutex m2;

void f(int id) {
std::lock(ml, m2);
std::lock guard<std::mutex> lockl(ml, std::adopt lock);
std::lock guard<std::mutex> lock2(m2, std::adopt lock);
std::cout << "Thread " << id << " says hi." << std::endl;
// we do not need to unlock

}

int main(int argc, char* argv[]) {
std::thread tl1(f, 1);
std::thread t2(f, 2);

tl.join();
t2.join();




Casove omezené cekani

« Pokud nechceme, aby se vlakno pri pokusu o zamknuti zamku
zablokovalo, muzeme vyuzit casové omezenych metod

« casové zamky (timed_mutex)

std::timed mutex m;

const int THREADS =

const std::chrono::milliseconds timeout ( );
const std::chrono::milliseconds timeout2(20) ;

void f(int id) {
if (m.try lock for(timeout)) {
std::cout << "Thread " << id << " is computing stuff." << std::endl;

std::this thread::sleep for(timeout?2);
m.unlock () ;

} else {
std::cout << "Thread " << id << " 1is skipping." << std::endl;

}
}

int main(int argc, char* argv[]) {
std::vector<std::thread> threads;

for (int i=0; i<THREADS; i++)
threads.push back(std::thread(f, 1))

for (int i=0; i<THREADS; i++)
threads[i].join();




Opakované zamykani

« Co kdyz uz mame naimplementovanych nékolik thread-safe
metod, kterée bychom chtéli zavolat z jiné thread-safe metody?

« Mé¢jme operace nad prvky matice add, divide

void add number (std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::mutex> 1l (mutexes[row] [column]) ;
matrix[row] [column] += value;

}

void divide by number(std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::mutex> 1 (mutexes[row] [column]) ;
matrix[row] [column] = matrix[row] [column] / value;

}

« Kdyz bychom meli jinou metody, ktera tyto metody vola, zamky jiz
budou zamknuteé ...



Opakované zamykani

« Co kdyz uz mame naimplementovanych nékolik thread-safe
metod, kterée bychom chtéli zavolat z jiné thread-safe metody?

« Mé¢jme operace nad prvky matice add, divide

void add number (std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::mutex> 1l (mutexes[row] [column]) ;
matrix[row] [column] += value;

}

void divide by number(std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::mutex> 1 (mutexes[row] [column]) ;
matrix[row] [column] = matrix[row] [column] / value;

}

« Kdyz bychom meli jinou metody, ktera tyto metody vola, zamky jiz
budou zamknuteé ...

«  MuzZeme pouzit recursive_mutex



Recursive Lock

« recursive_lock

void add number (std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::recursive mutex> 1l (mutexes[row] [column]) ;
matrix[row] [column] += value;

void divide by number (std::vector<std::vector<int>>& matrix, int row, int column, int value) {
std::lock guard<std::recursive mutex> 1l (mutexes[row] [column]) ;
matrix[row] [column] = matrix[row] [column] / value;

//there is a one dimension padding in the matrix so that we do not need to check boundaries
void average with neighbours(std::vector<std::vector<int>>& matrix, int row, int column) {
std::lock(mutexes[row] [column-1] ,mutexes[row] [column] ,mutexes[row] [column+1],mutexes[row-
1] [column] ,mutexes[row+1][column]) ;
std::cout << "thread is averaging " << row << ", " << column << " old value: " << matrix[row] [column];
int v = (matrix[row][column-1] + matrix[row] [column+1] + matrix[row=-1][column] + matrix[row+1][column])/8;
divide by number (matrix,row,column,?);
add number (matrix,row,column,v) ;
std::cout << " new value: " << matrix[row][column] << std::endl;
for (int i=-1;i<=1;i++)
for (int j=-1; j<=1; j++) {
if (i*j !'= 0) continue;
mutexes[row+i] [column+j].unlock() ;




Zpracovani vysledku z jinych vliaken

« Priinicializaci pres std::thread, vlakna nic nevraceji
« dilci vysledky jsou predavané pres sdilené promenné

« Co kdyz chceme vytvorit nekolik vlaken pro pomocné ukoly a
jejich vysledky zpracovat?

« struktura future a metoda std::async

#include <thread>
#include <future>
#include <iostream>

int foo() {
std::cout << "I'm a thread" << std::endl;
return

}

int main() {
auto future = std::async(std::launch::async, foo);

std::cout <<[future.get(; - future.get() blokuje aktivni
return 0; , y , ,
} vlakno a ceka na vysledek

\ « Ize volat pouze jednou

« future.wait() ceka, ale
nezkonzumuje vysledek




Zpracovani vysledku z jinych vliaken (2)

« Destruktor std::future vytvorené pomoci std::async je blokujici

std::async(std::launch::async, foo);
std::async(std::launch::async, foo2);

« funkce foo2 se spusti pouze po skonceni vlakna s metodou foo
« pokud v metodé zavolame

auto future = std::async(std::launch::async, foo);

«  pfi ukonceni metody se bude cekat na ukonceni vlaken



Zpracovani vysledku z jinych vliaken (2)

« Destruktor std::future vytvorené pomoci std::async je blokujici

std::async(std::launch::async, foo);
std::async(std::launch::async, foo2);

« funkce foo2 se spusti pouze po skonceni vlakna s metodou foo
« pokud v metodé zavolame

auto future = std::async(std::launch::async, foo);

«  pfi ukonceni metody se bude cekat na ukonceni vlaken

« Futures také umoznuji Casoveé-omezené cekani na vysledek

«  Ma smysl pokud hlavni vlakno aktivné pracuje a prubézné kontroluje
dostupnost dilCich vysledka z asynchronné pusténych vlaken



Zpracovani vysledku z jinych vliaken (3)

« Futures také umoznuji Casoveé-omezené cekani na vysledek

#include <thread>
#include <future>
#include <iostream>
#include <chrono>

int function(int duration) {
std::this thread::sleep for(std::chrono::seconds(duration));
return duration¥*4-2;

int main() {
auto f1
auto f2

std::async(std::launch: :async, function, 5
std::async(std::launch::async, function, 3

);
);

auto timeout = std::chrono::nanoseconds (10) ;

while(fl.valid() || f2.valid()) {
if(fl.valid() && fl.wait for(timeout) == std::future status::ready) {
std::cout << "Taskl is done with result " << fl.get() << std::endl;
}
if(f2.valid() && f2.wait for(timeout) == std::future status::ready) {

std::cout << "Task2 is done with result " << f2.get () << std::endl;

}
std::cout << "Work in the main thread." << std::endl;

std::this thread::sleep for(std::chrono::seconds(1l));
}

return 0;




Podminkové promeénneé

« Podminkové proménné (Condition variables) slouzi ke
komunikaci mezi vlakny

« napr. vlakno chce predat zpravu ,dilci vysledek je jiz pripraven *
« typicky priklad: fronta ukolt (Producer-Consumer)

« 1 (nebo vic) vlakno generuje ukoly

« dalsi vlakna je zpracovavaji

« zpracovavajici vlakna musi dostat notifikaci o tom, ze dalsi
ukol je pripraven ke zpracovani
« podminéna proménna navazana na zamek fronty ukolu

« necht ma fronta ukold omezenou velikost (napr. aby nam
nepretekla pamét)

« Cekajici vlakno je notifikovano metodou notify_one()
(pripadné notify_all())



Podminkové promeénneé

int
int
int
std:
std:
std:
std:

void

std:

front = 0;
rear = 0;
count = 07
:vector<std::pair<int,int>> buffer;
:mutex lock;
:condition variable not full;
:condition variable not empty;
add task(int row, int column) {
std::unique lock<std::mutex> 1(lock);
not full.wait(l, [this] () {return count '= MAXPOOL; 1});
buffer[rear] = std::pair<int,int>(row,columnn) ;
rear = (rear + 1) % MAXPOOL;
count++;
1l.unlock();
not empty.notify one();
:tuple<int,int,int> execute task() {

std::unique lock<std::mutex> 1(lock);

not empty.wait(l, [this] () {return count !'= 0; });
std::pair<int,int> square = buffer[front];

front = (front + 1) % MAXPOOL;

count--;

1l.unlock();
not full.notify one();

int result = average with neighbours(*matrix, square.first, square.second);
return std::tuple<int,int,int>(result,square.first,square.second);




Ladéeni

V C++11 (a dalsich)

« Metoda thread::hardware_concurrency vraci pocet
hardwarovych threadu

 shared_ptr neni vhodne, pokud clovek do detailu nerozumi
sablonovym funkcim atomic
https://en.cppreference.com/w/cpp/memory/shared_ptr/ato
mic

« Vyjimky nejsou vhodné.

« Existuji kvalitni nastroje, napr.
https://clang.llvm.org/docs/ThreadSanitizer.html

https://github.com/google/sanitizers/wiki/ThreadSanitizerCp
pManual



https://clang.llvm.org/docs/ThreadSanitizer.html
https://github.com/google/sanitizers/wiki/ThreadSanitizerCppManual

\ELGE

V C++17 (a dalsich)

« Podpora paralelismu ve standardni sablonové knihovné STLv C++17

« Hlavicka execution definuje objekty
std::execution::seq
std::execution::par
std::execution::par_unseq
které jde predat jako prvni parametr standardnim algoritmum.

« std:vector<int> my_data;
std::sort(std::execution::par,my_data.begin(),my_data.end());

« Stale neni snadné pouzivat vyjimky.



\ELGE

V C++17 (a dalsich)

« Podpora paralelismu ve standardni sablonové knihovné STLv C++17

« Pekny priklad z https://www.osti.gov/servlets/purl/1644821
pouziva také lambda vyrazy, auto typovani, atp.

void matrix multiply(
const MyMatrix<double>& a,
const MyMatrix<double>& b,
MyMatrix<std::atomic<double>>& c

auto start = boost:make counting iterator(0);

auto end = boost:make counting iterator(a.rows() * b.cols() * a.cols());
auto i stride = b.cols() * a.cols();
auto j stride = a.cols();

std::for each(
std::par unseq, start, end,
[&] (int idxs) {
auto i = idxs / i _stride;

Q

(idxs % i _stride) / J stride;

auto Jj

Q

idxs % J stride;
c(i, j) +=a(i, k) * b(k, J);

auto k


https://www.osti.gov/servlets/purl/1644821
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VC++20

 jthread ("joining thread")
« automaticky se spusti ("join") v destruktoru.

#include <iostream>
#include <thread>
#include <vector>

const int thread_count = 10;
void Hello(long my_rank);

int main(int argc, char* argv[]) {
std::vector<std::thread> threads;
for (int thread=0; thread < thread_count; thread++) {
threads.push_back(std::jthread(Hello, thread));
3

std::cout << "Hello from the main thread\n";

return O;

}

void Hello(long my_rank) {
std::cout << "Hello from thread " << my_rank << " of " << thread_count << std::endl;

}




\ELGE

VC++20

 jthread ("joining thread")

« Automaticky se ceka na dokonceni ("join") v
destruktoru.

« RAII sprava (Resource acquisition is
initialization)

« Je mozné jej pozadat o ukonceni (pomoci
"std::stop_token") ale neni mozné to vynutit)



\ELGE

VC++

Shrnuti:

C++11: narocné
C++17: nekteré algoritmy snadné
C++20: obecné méne narocné, ale zatim nepodporované

Pochopit logiku C++ plné vyzaduje dalsi studium, napr.:
https://isocpp.github.io/CppCoreGuidelines/CppCoreGuide

lines#S-concurrency

Existuji kvalitni nastroje, napr.
https://clang.llvm.org/docs/ThreadSanitizer.html

https://github.com/google/sanitizers/wiki/ThreadSanitizerC

ppManual

Na zkousce budeme pracovat s <thread> jen v teoretické
casti.


https://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines
https://clang.llvm.org/docs/ThreadSanitizer.html
https://github.com/google/sanitizers/wiki/ThreadSanitizerCppManual

